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Abstract

This document describes my solution to the EMC Data Science
Global Hackathon, a 24-hour competition aimed at building an early
warning system to predict levels of air pollutants.

1 Introduction

My solution consisted of 390 Generalised Boosted Regression (GBR) models,
one for each combination of test position and response variable, blended with
the results of one of the benchmarks provided by the competition organisers.

This article is organized as follows: Section 2 explains the features used
as an input to the GBR models, the parameters of which are described in
Section 3. Section 4 explains how inference was done, and Section 5 describes
the final ensemble and the results.

2 Features

The organisers provided data in chunks, each one corresponding to a time
slice of 11 days. In the training data each chunk was composed of up to 192
positions1, corresponding to 8 days. For each position we had several mea-
surements2 and 39 response variables. The task was to predict the response

1One position corresponds to one hour.
2Measurement here means all the provided variables except responses.
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variables for 10 other test positions (1 hour, 2 hours, etc.) following each 8
days period.3

Three sets of features were used for training: Chunk means, Chunk recent
and Global means.

2.1 Chunk means, Chunk recent

These were computed for each chunk and test position with the following
procedure:

• get all the N training rows for the chunk (N is usually 192, but for
some chunks there were less rows)

• keep only the first (ordered by position) N−k rows, where k is the test
position (i.e., 1, 2, . . . 48, 72); call this set of rows D

• chunk means is the mean of all measurements and response variables
in D for the hour corresponding to the test position

• chunk recent is the last4 reading of all measurements and response
variables in D

So, for example, for test position 1 we are using almost all the available
training data, while for test position 72 we are using only the first 5 days.
This makes sense, as in the later case the algorithm should learn to predict
using “older” data, as we are predicting far in the future.

2.2 Global means

This is the mean of all response variables for the hour corresponding to the
test position, as in the provided benchmarks.

2.3 Bootstrapping

To increase the amount of training data the process described in 2.1 was
repeated 24 times, each time removing one row of each chunk of training
data. To exemplify, Table 1 shows the training rows used when building
features for one chunk.

3Details here.
4The reading of the last hour, not the last available reading, so some variables may be

not available.
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Table 1: Given a chunk with N=192, these are the rows utilised for training
for each test position, for each one of the 24 repeats of the bootstrapping
procedure.

repeat # test position (k) rows
1 1 1 . . . 191
1 2 1 . . . 190
...

...
...

1 48 1 . . . 144
1 72 1 . . . 120
2 1 1 . . . 190
2 2 1 . . . 189
...

...
...

2 48 1 . . . 143
2 72 1 . . . 119
...

...
...

24 48 1 . . . 121
24 72 1 . . . 97

3 Training

For each one of the 390 combinations of test positions and response variables
a GBR [1] model was trained on the concatenation of the features described
above, using the R GBM library of [2]. The Laplace distribution was chosen,
as the goal was to minimise absolute error, and the number of trees was fixed
to 20000. All other parameters were kept with their default values.

4 Inference

Inference was done separately for each response variable. Given a chunk, all
features were computed as described in Section 2, except that this time all
the data was used (i.e., k = 0). The correct model (based on test position
and response variable) was then applied.

3



5 Results

The method described in the previous sections achieved a public score of
0.19574, and a private score of 0.21192.

A linear blend with one of the provided benchmarks (average per hour
and chunk) was also attempted (95% of GBR and 5% of the benchmark).
This resulted in a small improvement, with a public score of 0.19515 and a
private score of 0.21143.

Both submissions were selected for the final standings.
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