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Abstract

Planning research has explored the issues that arise when planning with concurrent
and durative actions. Separately, planners that can cope with probabilistic effects have
also been created. However, few attempts have been made to combine both probabilis-
tic effects and concurrent durative actions into a single planner. The principal one of
which we are aware was targeted at a specific domain. We present a unified framework
for probabilistic temporal planning. This framework supports actions with different du-
ration probabilistic outcomes, and does not restrict an action’s effects to its start and
end. We have tailored a deterministic search algorithm specifically for the framework.
It combines elements of both LRTDP and AO*, and uses a search space designed to
reduce the impact of exponential growth. Most search algorithms can benefit from the
use of heuristics. We show some ways of applying heuristics to probabilistic temporal
planning. This includes a framework for applying heuristics based on the planning
graph data structure. The Planning Domain Definition Language (PDDL) is consid-
ered to be the standard language for defining planning domains and their associated
problems. We present an extension to PDDL that supports probabilistic temporal
planning.
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Chapter 1

Introduction

1.1 Planning Overview

Planning is a form of general problem solving. It involves working out a course of
action with the aim of achieving an objective. We are concerned with the automation
of planning, such that appropriate courses of action can be computed by machines.
This form of planning is considered to fall under the umbrella of Artificial Intelligence
(AI) problems. Automated planning has many potential applications, from assisting
in the management of logistics to minimising the impact of faults in a power grid, or
even assisting robots to play soccer.

AT planning is concerned with solving problems in specific problem domains. Solu-
tions to planning problems consist of a set of instructions as to the course of action to
take. Such a solution is referred to as a plan. A planner is a program that can solve
problems for some set of domains.

Planner [—™ Plan 1

Figure 1.1: A planner accepts problem and domain descriptions as input, and produces a

plan as output.

The range of problems that a planner can solve varies. Some planners can only
solve problems for a single domain. Others are written to be independent of any
specific domain. Domain-independent planners can solve problems in any domain that
can be expressed within the planner’s input language. A popular language for planner
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2 Introduction

input is the Planning Domain Description Language, which is abbreviated as PDDL.
An overview of PDDL is given in section 1.6.

A domain description typically includes a set of actions. Each action represents
something that can be chosen to be enacted. The simplest type of plan is a sequence
of actions. A planner’s expressiveness largely depends on the action formalism that is
used to constrain the structure of its domains’ actions.

There are many different implementation approaches that can be taken to build a
planner. We focus on two approaches to planning that have been used by some of the
most successful modern planners to date. The first is built on the use of a forward-
chaining search. This is explored further in section 1.2.1. The other approach relies
on a specialised data structure called a planning graph, and is discussed in section
1.2.2. Some of the most successful modern planners combine both approaches, by
using a forward-chaining search algorithm, and a planning graph to generate heuristics.
Planners that rely solely on a planning graph are a subset of a more general class of
regression, or backward-chaining, planners. Another approach that we do not cover
in any detail is to view planning as a Constraint Satisfaction Problem (CSP). The
principal reason for this is that this approach is not currently as practical, in terms of
efficiency, as the previously mentioned approaches.

A general introduction to planning is given by [Bonet and Geffner 2001]. This is a
survey of the fundamental concepts, and some of the different approaches of planning.
Another overview is included in [Russell and Norvig 2003]. A much more compressive
description is given by [Ghallab et al. 2004], which is a textbook about AI planning.

1.2 Classical Planning

The term classical planning is used to describe planning in its original, simplest form.
The action formalism that forms a foundation for this sort of planning is called STRIPS,
which stands for STandford Research Institute Problem Solver. A STRIPS action con-
sist of a precondition and an effect. An action’s precondition consists of the properties
that must hold for the action to be executed, and its effect the changes of state that
such execution will produce. The fundamental unit of state, used to represent both
preconditions and effects, is called a proposition. A proposition is an atomic property
that can either be true or false. In what is now commonly called STRIPS planning, an
action’s preconditions can only be positive. That is, the falsity of a proposition cannot
be a precondition. An effect, however, is divided into an add list and a delete list. The
add list consists of those propositions that are made to be true, the delete list those
that are made to be false.

As an example, a domain might include Door Closed and Door Open as proposi-
tions. At any given point in time, each of these propositions would either be true or
false. The structure of the domain would prevent both being true - or false - at the
same time. An action for opening the door would have the Door Closed proposition as
both a precondition and delete effect, and the Door Open proposition as an add effect.

The ideas and terminology of STRIPS are typically used as the foundation of more
expressive formalisms. One such formalism is the Action Description Language, referred
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to as ADL. The extensions of ADL include negative preconditions, conditional effects,
typed variables and others. Both the STRIPS and ADL action formalisms are supported
by PDDL.

Problem descriptions are always written for specific domains. A problem usually
includes a goal and an initial condition. In STRIPS planning, a goal is a set of proposi-
tions. ADL allows goals to be more expressive, such as by allowing goals to be satisfied
by different sets of propositions.

It has been shown that STRIPS planning is PSPACE-complete.! Despite this, clas-
sical planning formalisms are insufficient to express many problem domains. Common
extensions include:

1. allowing actions to be performed concurrently,

2. associating each action with a numerical duration,

w

adding probabilistic effects, and
4. dropping the assumption that the world is fully observable.

Over the coming sections, we will describe the Temporal and Probabilistic exten-
sions to planning. Temporal planning is concerned with concurrent actions that have
duration. Probabilistic planning is entirely concerned with probabilistic effects. We do
not further discuss planning with partial observability. When a plan is executed, we
assume that the full state of world is always known.

The two classical planners that we describe are TLplan and GraphPlan. The forward
chaining approach is represented by TLplan, and the planning graph approach by
GraphPlan. They are described in sections 1.2.1 and 1.2.2, respectively.

1.2.1 TLplan

The name TLplan is a contraction of Temporal Logic Planner. Indeed, the central idea
behind this planner is to allow the use of temporal logic formulae in the expression of
problem goals. This gives a significantly greater level of expressiveness than is possible
using vanilla STRIPS or ADL.

In a forward-chaining planner, the search starts from the problem’s initial conditions
and tries to find a way of satisfying the goal. For classical planning, this involves
searching through the space of action sequences until one is found that satisfies the
problem’s goal. Each state in the search space contains a world state.? Such a world
state encodes the truth or falsity of each of the problem’s propositions. When a new
state is created, then its world state will be adjusted according to the chosen action’s
effects. This allows a planner to determine when a goal has been satisfied by inspecting

! Certain simplifying assumptions are able to improve this. For example, assuming that actions only
have one effect proposition.

2To avoid overusing the word ‘state’, we prefer to refer to a world state as a model. Unfortunately,
TLplan uses the word model in the logic sense. We only use this sense when describing TLplan;
everywhere else, model means world state.



4 Introduction

states’ models. It also allows ‘impossible’ sequences of actions to be pruned, by only
allowing an action to be selected if its precondition is satisfied by the current state.
Forward-chaining search can generally be used with any of the basic search algorithms,
including depth-first, breadth-first and A*.

TLplan is based on the forward-chaining framework that we have just described.
It extends the framework by allowing temporal logic to be used in the expression of
problem goals. The variant of temporal logic used in TLplan is an extension of Linear
Temporal Logic (LTL). Each step in the sequence of a plan corresponds to a node in the
LTL timeline, where the last node implicitly loops back on itself. A plan is defined to
satisfy a temporal logic goal exactly when the corresponding LTL timeline is a model
of the goal formula. As such, determining when a goal formula is satisfied is a form of
model checking.

An important part of TLplan’s design is the efficient determination of goal satis-
faction. This is done through a technique called formula progression. In brief, this
involves changing the goal formula in each new state, to cope with the advancement of
‘time’. The goal formula for each state is considered a part of the state’s contents. For
example, if a formula of () f applies to one state, then just f will apply to the state’s
children. The progression rules for some of the modal operators depend on the state’s
model. Aside from the progression rules, there is also a test to see if a goal satisfies
the implicit loop in the timeline. When this happens, the goal is said to be satisfied.

The use of formula progression does more than just test for goal satisfaction; it
also allows pruning of the search space when the goal formula cannot possibly be
satisfied. This happens when something in the model is inconsistent with the goal
formula. The possibility for pruning can be taken advantage of through the use of
hand-coded control knowledge. FEffectively, this means augmenting the goal formula
with the aim of pruning as much of the search space as possible. This is something
of a balancing act; it is possible to degrade the quality of the resulting plan, or even
to artificially prevent the planner from finding a solution. Such control knowledge
must also be hand-coded for specific domains, and writing it requires knowing how
the structure of a solution can be constrained. Nevertheless, control knowledge can
provide significant performance gains. TLplan was awarded for its performance at the
International Planning Competition in 2002.

A temporal® extension to TLplan has also been proposed. This involves adding a
concept of a delayed effect for actions, and also a special action to advance time. The
techniques introduced by this extension have been used by other planners. We describe
them in more detail in section 1.3.2.

The use of temporal logic formulae to represent goals, and associated formula pro-
gression, is described in [Bacchus and Kabanza 1998]. An advancement of these ideas
is described in [Bacchus and Kabanza 2000]. This paper also describes how temporal
logic can be used to encode search control knowledge for a domain. The extension for
temporal planning is described in [Bacchus and Ady 2001].

3In the action duration - not the logic - sense.
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1.2.2 GraphPlan

GraphPlan is probably one of the most historically significant planners; its performance
gain over previous planners was great enough that it became a prominent research focus.
The most important contribution of GraphPlan is a data structure called a planning
graph. A planning graph is a particular relaxation of the planning problem. Its size is
polynomial, and it can be constructed in polynomial time. Many planners have used
this data structure to great benefit for the purpose of heuristic generation. GraphPlan
gives it a more central role, where it is used to find a solution directly. The GraphPlan
framework can be used with both the STRIPS and ADL formalisms. It also copes with
the extension for concurrent actions. With this extension, a plan can be viewed as a
sequence of action sets. Each of these sets contains the actions that are to execute
simultaneously at the respective step in the plan.

Planning graphs contain two different types of nodes: action nodes and proposition
nodes. There is a edge from a proposition node to an action node for each of the
relevant action’s preconditions, and also an edge from an action node to a proposition
node for each of its effects. From this perspective, a planning graph can be viewed as
a bipartite graph.

A planning graph is structured in a level-based manner, with each level representing
a step in the plan. Each level has an action node for the actions whose preconditions
have been met before that level. Proposition nodes are included in a level for each of
the effects of the current level. Nodes for the propositions of the previous level are
also included. To keep things consistent, this is handled by introducing the concept of
a persistence action.*
proposition both as a precondition and add effect. Thus the full set of propositions from
the previous level is always included in that level’s action effects. The proposition nodes
of the first level are simply the initial conditions of the problem. Each proposition truth
state will have at most one node representing it in any particular level of the graph. It

That is, for each proposition, there is an action that has that

follows that a planning graph is an acyclic graph, and not a tree. However, the positive
and negative versions of a proposition are considered to be distinct. An action that
adds a proposition will have an edge to a different node than one that deletes it.?
Observe that once a proposition is included in a level, then it will be included in all
successive levels. The same property holds for actions. Once we get to the situation
where no more propositions can be added, we say that the graph has levelled off. Once
this has happened, we know that all successive levels of the graph will be the same.
We know that it is not possible for a proposition to be achievable before the step in
which it first appears in the graph.® Conversely, just because something does appear
in a level of the graph, doesn’t mean that it really is achievable. What this essentially

4These are sometimes called a no-op actions.

5Tt is also possible to represent planning graphs by not distinguishing between different proposition
truth states, but to have two different types of effect edges. That is, an edge that adds a proposition
is distinct from one that deletes it, but they both refer to the same node. Both representations are
ultimately equivalent, although coping with negative conditions is less convenient in the later.

6 Again, this property also holds for actions.
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PO A1 P1 A2 P2

Figure 1.2: An example graph that includes three levels, including the initial one. Propositions
are represented by letters, such as p and ¢. The use of s’ is to represent the negative version,
or falsity, of s. There are three non-persistence actions, each is represented by the letter a and
followed by a number. The preconditions of al are r and s. It has ¢ as an add effect, and s
as a delete effect. Action a2 has ¢ as a precondition, and p as an add effect. Finally, a3 has
r and the absence of s as preconditions, and t as an add effect. The persistence actions are
represented by broken lines.

boils down to is that the planning graph can be used to do a relaxed form of reachability
analysis.

The utility of a graph for reachability analysis can be improved by the introduction
of mutual exclusion relationships, commonly referred to as muteres. A mutex is a
binary relationship between a pair of proposition or action nodes of the same graph
level; it represents the knowledge that both members of the pair cannot be achieved
simultaneously. Intuitively, mutexes are able to reduce the number of levels between
when something first appears in the planning graph, and when it really is first reachable.
There is a parallel between the absence of mutexes in a planning graph and the presence
of arc consistency when solving constraint satisfaction problems.

More specifically, a mutex between two actions nodes of the same level can be
recognised in any of the following circumstances:

1. The actions have inconsistent effects. That is, a proposition that is added by one
action is deleted by the other.

2. An effect of one action deletes a precondition of the other. This is referred to
as interference, and intuitively enforces a form of resource ‘locking’; an action
cannot rely on a proposition that another action is simultaneously consuming.

3. The preconditions of the actions are inconsistent. This is when there is a mutex
between a precondition of one action and the other. In this situation, we say that
the actions have competing needs.

The condition under which two proposition nodes are mutexed is slightly simpler:
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Figure 1.3: Shows the same graph that is in figure 1.2, but includes the mutex relationships;
these are represented by broken-line arcs. For clarity, the non-relevant persistence actions are
omitted. The mutex between al and s’s persistence action is because of inconsistent effects
and also interference. Both a2 and a3 are also mutexed with this persistence action, but their
reason is competing needs. The mutex between ¢ and s is because of inconsistent support. This
is also the case for p and s, and s and t. The mutex between s and s’ is because they are the
negation of one another.

1. The nodes are the negation of one another. That is, they are the positive and
negative versions of the same proposition.

2. All pairs of actions that can achieve the nodes are them-self mutexed. This
condition is referred to as inconsistent support.

These mutex rules are complete in the sense that they are sufficient to define all pairwise
mutual exclusion relationships in a STRIPS or ADL formalism.

The GraphPlan algorithm has similarities to iterative deepening. It consists of two
main steps: extending the planning graph, and searching backwards through the graph
for a solution. Initially, the graph is extended until it either levels off,” or all of the
goal propositions are included without any mutexes between them. In the later case, it
is possible that there might be a solution of the current level depth. The next step is
to attempt to extract one. If the solution extraction step does not find a solution, then
we extend the graph by another level and try again. This continues until a solution is
found, or it is discovered that no such solution exists. GraphPlan always terminates;
after the graph has levelled off, then there is a finite number of steps before we can
conclude that no solution exists.

Solution extraction is the expensive part of the GraphPlan algorithm. The general
idea is to search backwards through the planning graph through the space of action
selections. Mutexes play an important part in pruning this search; if there a mutex
between any actions in the current selection, then we know that finding a valid solution
on this branch of the search is impossible. An important optimisation of this is to add

"In which case there is no possibility of a solution.
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new mutex relationships when branches of the search are found to contain no solution,
as determined by exhaustive search. This effectively reduces the size of the search space
for successive attempts to extract a solution.

There are a great many papers that discuss GraphPlan, and also ways in which it
can be extended and improved. Descriptions that amalgamate much of this work are
given in [Russell and Norvig 2003 and [Ghallab et al. 2004].

1.3 Temporal Planning

In many real world problems, it is not sufficient to model actions in a way that does
not take into account the action’s duration. Time is often a factor in determining the
best way of solving a problem. Moreover, such problems can often benefit from the
concurrent execution of actions. The combination of action durations and concurrency
is what we refer to as temporal planning.

Temporal planners need a way of managing time. As it can no longer be assumed
that actions occur sequentially, there needs to be a way of keeping track of what
happens at which points in time. It is also necessary to determine which points in time
to consider as potential action start times. If time is taken to be a real, then the search
space for this is infinite, even if there is an upper bound on the maximum solution
time.

As with concurrent action planning, the solution to a temporal planning problem
can take the form of a sequence of action sets. As the actions now have duration,
the sets of actions now represent those actions that are started simultaneously; it does
not matter if these actions are of differing duration. Each set is also labelled with the
time it represents. The sequence is presumed to be in ascending order according to set
times.

The temporal planners that we describe are somewhat related, but take substan-
tially different approaches. TGP is a backward-chaining planner that extends GraphPlan
framework. In contrast, Sapa is forward-chaining, and only uses a planning graph for
heuristics. TGP is described in section 1.3.1, Sapa in section 1.3.2.

1.3.1 TGP

The name TGP stands for Temporal GraphPlan. It reflects the premise of the planner,
which is to adapt the GraphPlan framework to a temporal setting. In order to make
this adaption, TGP introduces what is called a temporal planning graph. Along with an
extended mutex scheme, TGP is able to use this to effectively solve temporal planning
problems.

The temporal planning graph works by collapsing the acyclic level-based structure
of an ordinary planning graph into a cyclic graph without any distinct levels. We refer
to this as a compact planning graph representation, as distinct from a level-based one.
It is possible to collapse a level-based planning graph because propositions, actions and
mutexes are all monotonic in some way. We have already observed that once an action
or proposition truth state appears in a level of a planning graph, it will appear in all
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subsequent levels. A similar property holds for mutexes, in that once a mutex does not
appear in a particular level, it will not appear in any subsequent levels. As there are
no levels in the compact representation, there will only be a single node for any given
action or proposition truth state.

As it stands, we have not yet described any substantial differences between a tem-
poral planning graph and an ordinary one. The key observation that makes this work
is that if the compact representation of a planning graph is used, all that needs to be
done for the graph to handle action durations is to label each node with its reachability
time.® This could be made to work equally well with classical planning, by labelling
nodes with the numbers of the levels in which they first appear.®

The cost of using the compact representation of a planning graph is that it needs
to be dynamically ‘unpacked’. This is done using the priority queue data structure,
with time as the key and proposition nodes as the items. This queue is initialised with
the goal nodes at the current upper bound on time. The extraction search works by
dequeuing a proposition node from the queue, and then selecting an action that can
achieve it. The preconditions of that action are then added to the queue, and so on.
The search backtracks when there is a situation in which no actions can be selected.
It terminates successfully when all of the initial conditions have been simultaneously
achieved, and unsuccessfully when the search is exhausted. As with GraphPlan, mu-
texes are used for pruning.

The action formalism that TGP uses is that an action’s effects all occur at the end
of its duration. It also restricts the level of concurrency allowed by preventing actions
from overlapping if any of the standard action mutex conditions are satisfied. This
is a conservative assumption, but makes mutex reasoning easier. Actually computing
mutexes for a temporal planning graph is complicated by the possibility of partially
overlapping actions with different durations. The way in which TGP deals with this
is slightly involved, so we do not go into the details. It involves introducing mutex
relationships between actions and propositions.

The full details of TGP’s heuristics, along with a description of the rest of the
planner, are given in [Smith and Weld 1999]. Alternatives to the temporal planning
graph have been suggested. For instance, a level-based structure can be used when the
temporal information is not encoded directly in the planning graph’s structure, [Long
and Fox 2003].

1.3.2 Sapa

Sapa can be described as a metric temporal planner. That is, it can cope with metric
resources in a temporal setting. Sapa is a forward chaining planner. Its design draws
both from the search algorithm of TLplan, and the temporal planning graph of TGP.
That Sapa can cope with metric resources means that a problem can specify that there

80r rather, a lower bound on this time. Remember that planning graphs relax the problem of
reachability analysis.

9In a similar parallel, it is not actually necessary to use a compact planning graph representation
to do temporal planning. We demonstrate this later in chapter 3.
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exits a particular quantity of something; of a particular resource. Actions can require
that resource availability satisfies particular conditions in their preconditions, and also
increase or decrease the quantity of a resource as an effect.

In section 1.2.1, we mentioned that a temporal extension to TLplan had been pro-
posed. It is this extension that forms the basis of Sapa’s search algorithm. The basic
idea is to associate each state in the search space with a time and event queue. An
event queue is a priority queue where time is the key and an event is the item. In the
planning context, an event is usually just an action effect.' For Sapa, this includes
both proposition and resource updates.

A child state inherits both its time and event queue from its parent. Logically, the
child’s event queue is a copy.'! This makes it possible for new events to be added to a
state’s queue without affecting its parent. Now, when the search algorithm selects an
action and creates a new state, the action’s effects are subsequently added to the new
state’s queue. This effectively localises the future effects of an action selection to the
appropriate branch of the search space.

Thus far, we have described how events get added to an event queue, but not
what gets done with them. We have also not explained how time advances. These are
both related. Observe that because effects no longer get immediately processed, that
selecting an action now only starts the action, rather than completely executes it. To
compensate, a special action for advancing time is introduced.'? As is usual, when the
search algorithm selects an action, a new state as is created. The difference is that
events are dequeued from the new state’s event queue; specifically, all events that are
scheduled to occur at the earliest time of any remaining event. These events are then
used to update the state’s model, as appropriate. The state’s time is also updated to
reflect the event time.

Like TGP, Sapa assumes that an action’s effects all occur at the end of its duration.
However, the method of managing time using event queues is general enough that this
assumption is not necessary. The benefit of making it is that it simplifies heuristics.

Sapa’s heuristics are based on the planning graph data structure. There are many
different variations of such heuristics; some of them are admissible, others aren’t. We
present only some of them here. Possibly the simplest planning graph heuristic is based
on minimising the plan’s makespan. Makespan is the total time from the start of a
plan’s implementation, to its completion. Optimising for it has a tendency to maximise
the degree of concurrency in a solution. A heuristic can help to do this by computing
a lower bound on the time remaining before the goal can be satisfied. This is done
by computing the time interval in the planning graph between the current state, and
the time at which the last goal proposition appears in the graph. This heuristic is

197t can also include the start or end of a constraining condition. An example of this would be
requiring that a proposition remains true until a particular time.

171t is possible to implement event queues such that much of the structure between the queues of a
parent and child can actually be shared. Nevertheless, the queue of the child must behave as if it was
a copy.

121t is possible to extend the special case in the search algorithm to eliminate this action, but it is
still useful conceptually.
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admissible because propositions will never first appear in a planning graph after the
time at which they are actually reachable. Similar heuristics are able to optimise slack;
this is the distance between the time at which the goal is satisfied, and its deadline for
achievement.

A more sophisticated way of optimising a plan is to base the heuristic on the idea
of cost propagation. This is where costs are ‘pushed’ through the structure of the
planning graph. This effectively associates each action and proposition with a cost for
each distinct time.'® For a particular time, the cost of an action is an aggregation
of the action’s precondition costs. An admissible way of aggregating costs is to take
the max of all precondition costs. Taking the sum is another way, although this is
inadmissible.!4

What we have just described is a general framework for cost propagation; to be
applied, it needs some tailoring. For Sapa, this involves defining initial cost values, as
well as an additional influence that the particular actions have on the cost propagation.
As to the first, the current proposition nodes are defined to have a cost of zero. Each
action is associated with an execution cost. When costs are propagated, this cost is
added to the mix. Specifically, the execution cost of an action is added to the given
propagation cost of an action node when computing the cost of a proposition node
for one of the action’s effects. Intuitively, this reflects the cost of doing nothing as
being zero, and the cost of doing something as being the cost of execution. The cost
of reaching a proposition truth state is an aggregation of the execution costs of the
actions needed to do this.

The search algorithm of Sapa, as well as some basic heuristics, are described in
[Do and Kambhampati 2001]. More advanced heuristics are described in [Do and
Kambhampati 2002].

1.4 Probabilistic Planning

As many real world problems have temporal characteristics, so too do they often ex-
hibit uncertainty. Probabilistic planning is about solving planning problems where the
uncertainty is in the action’s effects. That is, there is more than one possible outcome
to an action, where each of these outcomes will occur with a particular probability.

A plan in probabilistic planning can be structured as a decision tree; it is sometimes
called a contingency plan. FEach decision in the tree reflects a branching between
outcomes. Depending on which outcome actually occurs, there may be quite different
instructions as to which actions to execute. If we are unlucky, we might end up on a
branch where it is impossible to satisfy the goal. While such a situation is unfortunate
when it occurs, it does reflect the reality of the real world. Not all probabilistic planners
produce a decision tree. Some operate in an online fashion, and are set up to provide
an answer to the question “what is the best thing to do in this situation?”, where the

130f course, this only needs to be done for the times that can occur in a plan.
171t has, however, been shown to be more effective on many domains than taking the maximum.
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‘situation’ is a particular state. A planner that operates in this way provides effectively
the same functionality as one that produces a decision tree.

A Markov Decision Process is a well-developed formalism that can be used to
model probabilistic planning problems. It is described in section 1.4.1. In TGP, we have
described an adaption of the GraphPlan framework for temporal planning. This has
been done for probabilistic planning as well, and is described in section 1.4.2.

1.4.1 Markov Decision Processes

A Markov Decision Process (MDP) is a formalism that can be used to model certain
types of decision problems. An MDP if defined by the following:

1. a set of states, S,
2. a set of actions, A,
3. an initial state, sg € S,

4. a transition function, 7' : § x A x S — [0, 1] that is the probability of a transition
occurring from one state to another by starting an action,

5. a cost function'®, C: Sx A — R

A model is Markov because the transition function depends only on the current state,
and not on any history of previous states. A distinction is sometimes made between
MDPs that have a finite number of states and actions, and those that have an infinite
number. In general, probabilistic temporal planning can be modelled as an infinite
MDP. However, restricting both the number of actions and states to be finite greatly
improves the tractability of the problem. Restricting the number of actions is generally
done in the domain formalism. The simplest way of restricting the number of states
is to enforce a bound on the allowable solution makespan. We sometimes refer to this
bound as the search horizon.

A solution to an MDP has the form of a policy, 7(s) : S -» A. This is a mapping of
states to actions that can be used to work out what course of action should be taken
for any given situation. The effectiveness of a policy is measured by the expected cost
of executing it. A policy is optimal if its expected cost is the minimum of all possible
policies. The optimal policy is usually written as 7*.

One way of computing the optimal policy is through a technique known as wvalue
iteration. When solving finite MDPs, this can be done using the following update
formula:

V(s) = Zrélﬂ C(s,a) + Z T(s,a,s) V(s (1.1)
s'eS

Each state is assigned an initial estimate for V. The update formula is then repeatedly
applied to each state, which will gradually improve these estimates. Eventually, the

15This is usually referred to as the reward function in a machine learning context.
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state values of V' will converge. It can then be used to derive an optimal policy. Value
iteration is considered to be an application of dynamic programming, as the values of
V' are stored to avoid recomputation. A standard way of improving the efficiency of
(1.1) is to use an alternative formulation:

Q(s,a) == Z C(s,a)+T(s,a,s") min Q(s',a’) (1.2)

aeA
s'eS

This representation trades a slightly greater storage requirement for a reduction in
computation time. We can now define the optimal policy as 7* = arg minge 4 Q(s, a).

An overview of MDPs, value iteration, and reinforcement learning in general is
given in [Kaelbling et al. 1996].

1.4.2 PGraphPlan

PGraphPlan stands for Probabilistic GraphPlan. 1t is able to find optimal contingency
plans for probabilistic planning problems. As its name suggests, it is based on the
GraphPlan framework, although it replaces the backward-chaining search for a forward-
chaining one. Another important difference between GraphPlan and PGraphPlan is
that the later does mot allow the concurrent execution of actions. The reduction in
expressiveness was made to simplify the computation.

A planner that is closely related to PGraphPlan, one that does do a backward-
chaining search, is TGraphPlan. TGraphPlan stands for Trajectory GraphPlan, and is
able to solve the same problems as PGraphPlan. The difference is that TGraphPlan
will find potentially suboptimal solutions, as it only finds the optimum trajectory.
Optimising, for all contingencies generally does better than finding the trajectory with
the highest probability of success. There are difficulties in efficiently relating different
contingencies into a solution when doing a backwards search. This is why PGraphPlan
uses a forward-chaining search, and also why TGraphPlan does not attempt to find
an optimal solution. As we are interested only in contingency plans, we focus our
description on PGraphPlan. Both PGraphPlan and TGraphPlan are described in [Blum
and Langford 1999].

Compared to the temporal planning graph, the modifications required to account
for probabilistic planning are relatively minor; all that really needs to be done is to
account for probabilistic effects. This is done by effectively adding a new type of node
to the planning graph, which is used to represent the different outcomes of an action.
We refer to a node of this type as an outcome node. Conceptually, an outcome node
sits between an action node and those proposition nodes that represent the action’s
effects. In the place on an edge that would join an action to a proposition node, there
is instead one that joins the action to the outcome, and then another from the outcome
to the proposition.

One of the heuristics that PGraphPlan uses is also based on the idea of value
propagation. The idea is to assign the goal an integral ‘value’, and to propagate it

16We say ‘effectively’ because it is presented in a slightly different way in [Blum and Langford 1999].
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backwards through the structure of the planning graph. This value is equal to the
maximum number of steps in a solution.!” The propagation subtracts 1 from the value
as it is propagated past each non-persistence action. It is also divided among an action’s
preconditions in a way that keeps all values integral. This heuristic is admissible, and
is intended to be used with an A*-style search. The value is always an upper bound;
if the value of a proposition node is less than the number of its level in the graph,
then it cannot be part of a solution. This heuristic cannot be used with a makespan
limit when concurrent actions are allowed. This is because the value given to the goal
must be at least as great as the number of actions allowed, or the heuristic is no longer
admissible.

1.5 Probabilistic Temporal Planning

Even though both probabilistic and temporal planning can handle a greater number of
problems than classical planning, neither is sufficient to handle problems that exhibit
both sets of characteristics. We define probabilistic temporal planning as planning that
deals with both probabilistic effects and concurrent durative actions.

A probabilistic temporal planner needs not only a model for the probabilistic com-
ponent of effects and the temporal aspects of actions, but also consider how the inter-
actions between the two are combined. As with probabilistic planning, a probabilistic
temporal problem can be modelled as an MDP. Yet this does not address how the tem-
poral aspects get integrated, which may affect how expressive the planner will actually
be. Different assumptions can be made about this while still satisfying our definition
of probabilistic temporal planning.

The expression of a solution to a probabilistic temporal planning problem takes a
similar form to that of a probabilistic one. That is, as a decision tree, or some equivalent
structure. The difference is that the instructions as to action execution have temporal
characteristics. In particular, such instructions are in terms of sets of actions, and are
labelled with action start times.

We are only aware of one effective planner that can solve probabilistic temporal
planning problems, as we have defined them. It is described in section 1.5.1. The
search algorithm around which this planner is build is substantial enough that we
describe it separately in section 1.7.1.

1.5.1 Military Operations Planner

The planner we describe here hasn’t been given a name; we refer to it as the Military
Operations Planner. As this name suggests, this planner is targeted at a specific appli-
cation. This distinguishes it from all of the other planners that we describe. Military
operations planning has slightly different requirements to standard Al planning. Most
of these differences are superficial, such as changes in terminology. One substantial

17 As PGraphPlan does not deal with concurrency, this is also the number of actions allowed in a
solution.
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8 is normally assumed only to be executable once.'® Another

change is that an action’
difference is that there is no concept of a domain. In a sense, the planner could be de-
scribed as domain-specific. But much of what is normally considered part of the domain
is instead considered part of the problem, so this classification is slightly misleading.

The military operations planner is based on the MDP formalism that is described
in section 1.4.1. To account for the possibility of concurrent actions, A is defined to
be the actions’ power set. That is, the transition probabilities between states depend
on the set of actions chosen. To cater for the possibility of doing nothing, this set
is allowed to be empty. As with temporal planning, actions are chosen at their start
times. The uncertainty in an action’s outcome is only accounted for in the transitions
to a state where its effects are applied. To be able to determine this correctly, states
keep track of the times at which actions are started. States also consist of a time, and
a model of proposition truth values.

It would be possible to find solutions for this framework by using value iteration.
Unfortunately, although this by itself would be far too slow. The actual search algo-
rithm the planner uses is called LRTDP. In brief, LRTDP can solve MDPs by using a
highly controlled form of value iteration. We describe it in more detail in section 1.7.1.

Like Sapa, this planner can cope with resources. This is essential for it to be
applicable for military operations planning. An important difference with Sapa is that
resources can only be consumed, and not produced. This simplifying assumption can
aid in the computation of heuristics.

This planner has several different components to its state costs: the success or
failure probability, the average time to goal satisfaction, and the average resource
consumption. Both the time and resource costs are determined according to optimal
action selection, given the current state costs. There are many different ways in which
cost components can be combined. The chosen method is to rank the costs. It was
chosen because military commanders are apparently unwilling to assign linear weights
to cost components, but are willing to rank them.

Heuristics are computed for each of the cost components upon state creation. These
heuristics all rely somewhat on the non-repeatability of actions, and do a computation
that considers the actions that have not been tried yet.

The military operations planner is described in [Aberdeen et al. 2004].

1.6 PDDL

PDDL stands for Planning Domain Definition Language. It defines a syntax for prob-
lem and domain definitions that has become an informal standard. The success of
PDDL is a major benefit to the planning community, as it facilitates the sharing of
domains, and makes it easier to compare the performance of different planners. PDDL

BReferred to as a task.

YThis can be simulated in STRIPS-derived formalisms by adding a special precondition to each
action. The precondition propositions are initially true, and are deleted by their actions. As the
proposition is deleted after the first execution of the action, it cannot be executed again.
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was first introduced for the first International Planning Competition in 1998.

The syntax of PDDL is based on the s-expression format. The term s-expression
stands for symbolic expression.?? S-expressions are a way of representing structured
data, in much the same way as XML is. The main syntactic differences are that s-
expressions use parenthesis instead of angle brackets, and that they are generally much
more concise. S-expressions are most well known for their use by the Lisp family of
languages.

Prior to PDDL, most planners included some form of ‘advice’ in their input lan-
guages. That is, instead of just giving a specification of the domain, additional infor-
mation would be provided to tell the planner how to go about solving the problem.
A stated aim for PDDL is not to include such advice; to restrict the input language
to domain ‘physics’. Planner implementors are, of course, free to extend PDDL such
that advice can be given. The reason that advice is frowned upon is that it adds a
burden on the writers of a domain specifications. Being able to tell the planner how to
go about finding a solution requires an understanding of the domain that goes beyond
simply knowing its parameters. The form in which useful advice can take also depends
on how the particular planner is implemented.

PDDL has been designed to cater for a wide range of planning systems. As such, it
is not expected that any given planner will be able to cope with everything that can be
expressed in PDDL. To deal with this, a domain’s definition can include a specification
of the required planner capabilities. This gives planners a way of gracefully refusing
domains that require unknown or unsupported capabilities. If no requirements are
specified, then the domain is assumed to require only STRIPS formalism capabilities.

Various extensions have been proposed to PDDL. Most of these try to be backwards
compatible with the original specification. Maintaining compatibility with the versions
of PDDL that have been used in the international planning competition is also valued,
as compatibility is a requirement for taking part in the competition. For the 2002 com-
petition, PDDL2.1 was the version used. This added support for temporal planning,
which didn’t exist in the original version of PDDL. For the 2004 competition, PDDL2.2
was developed. This version does not change much from PDDL2.1. The main differ-
ence is the addition of some features of the original version that were later dropped.
Another extension of PDDL is PPDDL, which stands for Probabilistic PDDL. This ex-
tension adds support for probabilistic effects, and was used for the probabilistic track
of the 2004 competition. The original version of PDDL is defined in [McDermott et al.
1998]. The definition of PDDL2.1 is given in [Fox and Long 2003], and PDDL2.2 in
[Edelkamp and Hoffmann 2003]. PPDDL1.0 is defined in [Younes and Littman 2004].

1.7 Search Algorithms

All of the planners that we have described make use of some form of state-space search
algorithm. There are two search algorithms that are relevant to the planner presented
in chapter 2: LRTDP and AO*. Both of those algorithms have a strong influence on

20Tt is sometimes also abbreviated as sexpr.
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the search algorithm that this planner uses. LRTDP is described is section 1.7.1, AO*
in section 1.7.2.

1.7.1 LRTDP

The name LRTDP stands for Labeled Real-Time Dynamic Programming. It is an
optimisation of Real-Time Dynamic Programming (RTDP), which in turn is a method
of solving dynamic programming problems. Both LRTDP and RTDP are designed to
solve problems that can be modelled in the MDP framework, described in section 1.4.1.

RTDP is able to solve dynamic programming problems to an arbitrary level of
precision, without evaluating the entire search space. Instead of exploring the entire
search space at once, only one path through the search space is explored at a time.
The exploration of a single path is called a search trial; such a path is determined
probabilistically. Value iteration is used to compute and update state costs along the
path that is explored. It is this method of cost updates that enables the search to solve
problems without exploring the entire search space. The cost of the initial state will
eventually converge on the optimal solution. After the desired level of accuracy has
been achieved, then it is not necessary to continue the search, and the policy that is
derived from the current state costs can be used.

The main advantage of RTDP is that it will quickly find a reasonable solution,
and the solution quality will gradually increase over time. This is described by saying
that RTDP has good anytime behaviour. However, as the search is performed with
an element of randomness, it can take a long time for the search to converge. In
comparison, value iteration takes longer before it will find a reasonable solution, but
will converge quicker.

LRTDP is designed to improve the speed of convergence of RTDP. It does this by
adding a ‘labelling’ scheme. The basic idea is that instead of waiting for the cost of the
initial state to converge, that individual states be labelled as solved when their costs
converge. Once a state has been labelled as solved, then state will not be examined
again. This has the effect of pruning away parts of the search space that are not likely
to have a significant impact on the final solution, and thus focusing the search on the
portion of the search space that will have greatest impact on overall convergence.

Heuristics can be used with RTDP or LRTDP by computing initial costs for states.
If such costs are admissible, then this will not affect the optimality of convergence.
The time spent computing initial costs is worth it if - on average - it would take longer
to achieve the initial costs through successive search trials than it would through the
heuristic computation.

LRTDP is described in detail in [Bonet and Geffner 2003]. This paper also provides
some background to the algorithm’s predecessors, and a brief description of the MDP
formalism.

1.7.2 AO*

The AO* search algorithm is designed to solve problems where the search space is
structured as an AND-OR graph. AO* is a heuristic search algorithm. This means that
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when given an admissible heuristic, it can find an optimal solution without exploring
the entire search space.

An AND-OR graph can be defined as a graph that contains two different types of
nodes: AND nodes and OR nodes.?! In the context of decision analysis, AND nodes
are the same as a chance nodes, and OR nodes are the same as choice nodes. One
can also view OR nodes as representing determinism, and AND nodes as representing
non-determinism.

As AO* explores the search space, an explicit graph is constructed. This consists of
a node for each state that have been visited. A leaf node of this graph is referred to as
a tip node. A terminal node is one that either satisfies the goal, or does not have any
successors. The graph is expanded by choosing a non-terminal tip, and then creating
nodes for its successor states. A distinction is made between the explicit graph, and
implicit partial solution graphs. A partial solution graph is defined as a subgraph of
the explicit graph, and can be viewed as being all paths from the explicit graph’s initial
node that can be travelled by making all choices in advance. That is, each OR node
in the partial solution graph includes only one of the corresponding successors of the
explicit graph, whereas all such AND node successors are included.

A non-trivial explicit graph will have many different partial solution graphs. With
heuristic estimates of tip node costs, it is possible to determine the lowest cost partial
solution graph. This can be done by propagating the tip node costs backwards through
the explicit graph. The cost of an OR node is based on its minimum cost successor, and
for an AND node a probabilistic combination of all successors. OR node successors are
included in the best partial solution graph according to which has the lowest cost. The
cost propagation can be optimised by only propagating from new tips, and stopping
the propagation as soon as the node costs stop changing.

The actual search algorithm of AO* alternates between expanding the best partial
solution, and updating node costs. As only the best partial solution is ever expanded,
with an admissible heuristic, the first partial solution graph to be run out of non-
terminal tip nodes is always optimal.

An optimisation of AO* is to add a labelling procedure. This works by labelling
a node as solved if it: (1) is a goal state, or (2) all of its successors are labelled as
solved. This saves time by preventing the search algorithm from searching for terminal
tip nodes past a node that is solved.

AO* was originally intended to produce solutions in the form of a tree. With rel-
atively minor modifications, however, it is able to produce an acyclic graph. This can
reduce the size of the search space. AO* has also been generalised to find solutions
that include loops. This generalisation is called LAO*. It works by doing a full dy-
namic programming update instead of the cost propagation of AO*, and by adding a
convergence test. Both AO* and LAO* are described in [Hansen and Zilberstein 2001].

21 An almost equivalent definition is as a hypergraph, where hyperarcs connect nodes to multiple
SUCCESSOrS.
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1.8 Objectives

The motivating goal of this project is to produce a general framework for probabilistic
temporal planning, and to use this to build a domain-independent planner. We refine
this with the following specific objectives:

1. To develop a domain-independent search framework that is tailored for proba-
bilistic temporal planning.

2. To develop heuristics for the search framework that are based on the planning
graph data structure.

3. To produce an extension the Planning Domain Definition Language (PDDL)
that can cope with probabilistic temporal planning. This extension should be as
consistent as is practical with the existing language.

4. To explore other ways in which the planner’s efficiency can be improved. This
includes tuning the search algorithm, and investigating the benefits of alternative
heuristic approaches.

This project has been designed for a fixed deadline. Because we want to achieve
as much as possible in the allocated time, we do not define a fixed scope. Rather, we
define a baseline for the project: to produce a functional search framework, without
any of the optimisations that we have planned. We consider this to be the minimum
that we can achieve and still consider this project to be a success. This baseline is
conservative; we expect to achieve significantly more than it. We do not, however,
expect to have time to explore the full scope of our ideas.

Part of the reason that we have left the project scope open ended is in the difficulty
in judging the amount of research that can be achieved in a given period of time. Given
the scarcity of research into the unification of probabilistic and temporal planning,
there is a significant potential for unexpected problems. Such problems impact on the
effectiveness, and even feasibility, of the project.

In planning this project, we take uncertainty into account by classifying the ob-
jectives both according to risk and importance. We make a judgement of risk based
on the degree that previous research is relied upon, and also the differences in how
such research is applied. This is intended to give an indication as to the likelihood
of unexpected serious problems. The importance given to an objective is a rating of
impact. This is the effect on the project should the objective prove to be unachievable
in the allocated time.

The results of the objective analysis are shown in figure 1.4. The evaluation and
write up are not strictly objectives. We include them in this analysis because they are
implicitly required in a project of this sort, and thus require time to be allocated to
them.

Time is managed on a basis of importance. In principal, tasks relating to objectives
of lesser importance are only undertaken if doing so leaves enough time remaining to
achieve all objectives with a greater importance to a satisfactory degree. We make
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‘ ‘ Risk ‘ Importance ‘ Score ‘

Search 2 5 10

Heuristics 4 3 12
PDDL 2 2 4
Efficiency 5 1 5
Evaluation 1 4 4
Write Up 1 5 5

Figure 1.4: Shows the analysis of the different project objectives. While evaluation and write
up of the project are not strictly objectives, they are included because they are implicitly
required of a project of this nature. The search is considered to be relatively low risk because a
search algorithm has already been demonstrated to work. This provides a fall-back position if
the intended search algorithm does not function as expected. In contrast, heuristics for domain-
independent probabilistic temporal planning have not been proven, although preliminary work
gives some confidence that the intended approach is feasible. The PDDL extension should
be relatively straight-forward, as so gets a low risk. The catch-all efficiency objective gets
the maximum risk rating, as it is primarily intended to encompass ideas that form during the
planner’s development, and thus is not planned in advance. Both the evaluation and write up
receive the minimum risk, because the process for their achievement is well defined and does
not depend on successfully meeting the other objectives. The main risk associated with this
process is the possibility of scheduling problems.

conservative estimates that takes risk into account when determining how much time
needs to be reserved for most important objectives. These estimates are revised to take
into account progress. The more that is achieved on the research part of the project,
the more work there is to do in writing it up.

Aside from prioritising the more important objectives, we also manage time by
adjusting the project’s scope. The following aspects of the project are particularly
suitable for scope adjustment:

1. action formalism expressiveness,

2. heuristic strength,??

3. number of heuristics investigated,

4. amount of implementation optimisation.

We also have the option of forfeiting less important objectives to decrease scope.

The overall success of the project is determined by the level of that each of the
project’s objectives is achieved. We consider the discovery of potential pitfalls to be
just as important as producing a functional framework.

22This only applies to heuristics that can be relaxed to simplify their implementation.



Chapter 2

Planner

2.1 Overview

In chapter 1, we described a number of planners that can handle either probabilistic
effects or durative actions. We also described a planner that can handle the interaction
of both, but is targeted specifically for military operations planning. In this chapter,
we present a framework for domain-independent probabilistic temporal planning. This
framework can be considered to be a generalisation of that used for the military opera-
tions planner. It includes many of the capabilities of current probabilistic and temporal
planners; those that we do not include can usually be added in a straight-forward man-
ner. We make some comments about how this framework could be extended to handle
a wider range of problem domains.

We have named this planner Prottle. Most of the letters in this name come from
PRObabilisTic TemporaL. 1t also rhymes with throttle, which reflects at least the aim
of speed and efficiency. The logical structure of Prottle is shown in figure 2.1. In
this chapter, we focus on describing how the planner works without the use of search-
directing heuristics. These heuristics are described separately in chapter 3.

The action formalism used by Prottle is defined in section 2.2. It is important
to understand exactly how we have defined the structure of an action, as there are
significant differences from the other planners that we have described.

One of the project objectives is to develop an extension to PDDL that can cope
with probabilistic temporal planning. This extension is described in section 2.3. It is
possible to understand the search framework without this section. Nevertheless, we do
not recommend skipping it, as it can be an aid in understanding the action formalism.

The aspect of Prottle that receives most of our attention is its search framework,
which is described in section 2.4. This section starts by defining the search space, and
then the structure that we give to a solution. It then continues by building up the
various concepts, and then bringing it all together with a description of the action
algorithm. Some readers may wish to jump straight to this description,® and to get a
basic understanding of how the search works before going through the entire section
in detail. The actual algorithm takes the forward-chaining approach. It has been
customised for Prottle, and is related to both LRTDP and AO*. In particular, it

!Starting from page 46.
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' Domain 4 ' Problem |
Planner
PDDL
——————|
Heuristics Search
—_—

Figure 2.1: Shows the logical structure of Prottle. Input is passed to a PDDL parser, which
converts the problem and domain descriptions into an internal representation. The search
algorithm then uses this representation, and will produce a solution to the problem. Heuristics
are used by the planner to improve the efficiency of the search. This structure is fairly typical;
it could be used to describe any number of planners.

brings together the cost convergence optimisations of LRTDP with the determinism of
AO*.

2.2 Action Formalism

The action formalism of Prottle is intended to be flexible enough to demonstrate the
generality of its search algorithm and heuristics. In terms of action flexibility, it goes
well beyond what can be expressed in the action formalism of the military operations
planner. This formalism needs to consider not only the planner’s probabilistic and tem-
poral aspects, but also the interaction between the two. In resolving this interaction,
we uncover a hidden assumption that has existed in previous planning systems.

The temporal aspect of Prottle’s action formalism is heavily influenced by the
PDDL2.1 durative action representation [Fox and Long 2003]. This representation
makes a distinction between an effect, and a condition. As is expected, an effect of an
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action represents a change to the model; an add effect adds a proposition, a delete effect
removes one. In contrast, a condition asserts the presence or absence of a proposition,
but does not make any changes to the model.

Because we are dealing with time, we need to specify at which point in time condi-
tions and effects are applicable. Conditions can be applicable at the start of an action?,
over all its duration, or at the end. In accordance to PDDL2.1, over all conditions are
only required to hold over the open interval of the action’s duration. For a property to
be constrained over the entire closed interval, then it must be specified as all of start,
over all and end. Effects can be specified to be at the start and end of their action.
In an extension of PDDL2.1, we also allow effects to occur at specific times.?

We use conditions to detect inconsistencies that result from allowing an action to
be started. For instance, as is expected, an action can only be started if all of its start
conditions are met. Perhaps slightly controversially, we also allow actions to be started
even when there isn’t a guarantee that their over all and end conditions will hold. If it
so happens that an inconsistency arises between an asserted condition and the model,
then we consider this to be a failure. That is, we do not allow this situation to occur in
a successful plan.* We do not believe that it is reasonable to expect a guarantee that
no inconsistencies will arise when probabilistic effects get thrown into the mix. It is up
to the search algorithm to decide whether or not the risk of creating an inconsistency
is worth it.

To represent different probabilistic occurrences, we introduce the concept of an
outcome. Each outcome is associated with an action, its own set of effects, and has a
particular probability of occurring.® We use a model where outcome occurrences are
exclusive, and that the probability of an action’s outcomes must sum to 1. This is in
contrast to a model where probabilistic occurrences are independent, and it might be
that all effects occur, or none of them. We choose the exclusive model because it is
more general. Observe that independent effects can be simulated by making a separate
outcome for each combination of possibilities. The reverse can’t be done: if effects are
independent, then by nature there is nothing to stop particular pairs of effects from
both occurring.

Rather than associate an action with an absolute duration, we instead assign a
duration to each of the action’s outcomes. The consequence of this is that the duration
of an action depends on which outcome occurs.

We now need to resolve an issue of knowledge: when is the outcome of an action
known to an observer? This is not an issue when doing purely probabilistic planning,
because the answer is clearly ‘in the next step of the plan’. And in purely temporal

2This is the equivalent to a precondition in the STRIPS formalism.

3There is no fundamental reason why this couldn’t also be done for conditions; it would require
only superficial changes to the planner.

4We consider it likely that a more sophisticated approach could be taken; not every inconsistency
would mean that the world is about to end. Perhaps it would be better to just terminate the offending
action without allowing its remaining effects to be applied to the model.

5We emphasise that conditions are still associated with the action. But again, there is no funda-
mental reason why this couldn’t be generalised.
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planning, it cannot be an issue. The effect of an action, or indeed an entire plan, are
never in doubt.

Unfortunately, the answer for probabilistic planning does not generalise. Can we
expect to know whether or not a plane will safely reach its destination immediately
after it takes off 7 The conservative assumption would be to wait until the action has
finished before allowing its outcome to be taken into account. But we consider this
to be too conservative. Being able to take consequences into account as quickly as is
reasonable can greatly increase the quality of the plan produced, as well as reduce the
size of the search space. Besides, always waiting until the action has terminated when
the outcomes are of different duration is quite clearly ridiculous.®

Our solution to this problem is to structure an action’s outcomes as a tree. Each
node of the tree corresponds to both an outcome, and a point in time at which a
decision is made. The plans that are produced take into account all possible paths
through the tree, and will potentially contain different instructions as to which actions
to start depending on an action’s progress. We refer to the outcome that corresponds
to the root node as the root outcome. By its nature, the root outcome must always
have a probability of 1. We now restate the rule concerning outcome probabilities as:
if an outcome node has children, then their respective probabilities must sum to 1.

This structure can simulate both the optimistic and conservative assumptions. For
the conservative assumption, the root outcome has a duration equal to the action’s.
The different probabilistic outcomes are all children of this outcome, and all have a
duration of 0. For the optimistic assumption, where the effects are known immediately,
it is the root outcome that has a duration of 0. An outcome tree of depth 1 represents
a normal durative action whose effects are known, and not probabilistic. A tree will
only have a depth greater than 2 when there is potentially more than a single ‘decision’
to be made before the final outcome is known.

2.3 PDDL

This extension to PDDL has the aim of defining a way in which probabilistic and
temporal planning can be integrated in a plan definition. The intent is to do this in a
way that is consistent with the existing language, including the parts that we do not
currently make use of. Even though we do not currently support many of the aspects
of PDDL, we do not want to exclude their future use because of a poor design choice.
The extension is based on PDDL2.1 [Fox and Long 2003], but we could have just as
easily based it on PDDL2.2. We do not depend on any of the additions that the later
version makes, so we use the older one to emphasise this. The probabilistic part of the
extension is also influenced by PPDDL’s syntax for probabilistic effects [Younes and
Littman 2004].

For the extension to fully support Prottle’s action formalism, it needs to be ex-
pressive enough to describe all situations that are allowed by the formalism. This does

5The military operations planner makes the conservative assumption. It is able to do this because
the length of its actions cannot vary according to the outcome.
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(:durative-action drive
:parameters (7p - person 7c - car 7from 7to - location)
:condition (and (at start (and (at 7c 7from) (in 7p 7c)))
(over-all (in ?p 7c))
(at end (in ?p ?7c)))
:effect (and (at start (not (at ?c ?from)))
(at 2 (probabilistic
0.6 fast (at 5 (at ?c 7to))
0.2 slow (at 10 (at 7c 7to))
0.2 closed (at 4 (at ?7c ?from))))))

Figure 2.2: An example durative action called drive. This action represents a person driving
a car from one location to another, as specified by the four parameters. There are three different
possible outcomes. If the traffic is fast, then the destination will be reached quicker than if it
is slow. However, if the road is closed, then the destination won’t be reached at all.

not mean that the syntax needs to correspond to the action formalism directly. When
there is the choice, we consider it preferable to use a syntax that simplifies the ex-
pression of domains. It is then the parser’s responsibility to convert the input into a
representation that is appropriate for the planner.

This extension is made entirely through changes to the :durative-action compo-
nent of a domain specification. We choose to modify the :durative-action component
because we believe that durative actions with probabilistic effects can be considered a
special case of durative actions in general. Just because an action can have multiple
outcomes doesn’t mean that it has to. The remainder of this section describes the
changes that are made to a durative action’s definition. It can be read in conjunction
with Prottle’s durative action grammar, which is defined in appendix A.

We motivate the extension by giving an example, which is shown in figure 2.2.
It defines a durative action called drive, and contains three clauses: :parameters,
:condition and :effect. The :parameters clause is unchanged from PDDL2.1. It
defines four parameters for the action, each of which is associated with a type. When
an action is executed, its function is defined by the values given to the parameters. The
:condition clause is also unchanged. As the conditions in Prottle’s action formalism
are also based on PDDL2.1, this clause maps directly to Prottle’s action formalism.
In this example, it requires that the car is at the ?from location, and that the person
remains in the car over the entire duration of the action.

The :effect clause of the drive example is relatively straight-forward. There is an
immediate effect that deletes the proposition representing the car’s current location.
In 2 units of time after the action starts, a decision is made about which outcome is to
occur. If the outcome is fast or slow, then the car will end up at its destination, but
taking different amounts of time. But if the closed outcome occurs, then the car will
end up back where it started.

The drive example demonstrates the two most substantial parts of the extension
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to PDDL2.1, which are both in the :effect clause. The first of these is to allow
numerical values as the first argument to the at specifier. That is, we allow at <time>
in addition to at start and at end. In the drive example, there is also a predicate
called at. There is no ambiguity here: the grammar for a durative action is such that
a timed effect cannot appear in the same context as a predicate.

The other change that we make to the :effect grammar is to allow probabilistic
outcomes to be specified. Recall that we use a model where probabilistic effects are
exclusive. We add a specifier called probabilistic to do this. Our proposal for this
specifier is based on that for PPDDL [Younes and Littman 2004], although its syntax
is not preserved exactly. The probabilistic specifier lists exclusive possibilities in
the form of:

(probabilistic pilio1...pglkok) (2.1)

where p; is the probability and [; is the label of an outcome o;. Although we require
that the probabilities of the alternatives sum to 1, we allow outcomes that do not have
a duration or any effects to be omitted. The PDDL parser is responsible for recognising
any implicit outcomes. The inclusion of a label for each outcome is for reasons of plan
readability: it is hard to execute a plan if there is any uncertainty as to which set of
instructions corresponds to which outcome occurrences. Implicit outcomes are given a
label of undefined. If can often be worth explicitly specifying outcomes - that could
be left implicit - for the sole reason of giving them a more descriptive label.

There is another difference with PDDL2.1 that we have thus far skated over. This
is the absence of a :duration constraint. In PDDL2.1, duration constraints are used
to specify the length of an action, or to put bounds on the allowable length on an
action.” The reason that such a constraint is omitted is that the duration of an action is
determined implicitly by that action’s :effect, and more specifically by the particular
outcome that occurs. Observe that if a duration were to be specified at an action level,
then the meaning of the action would change. For instance, the addition of:

:duration (= ?duration 10)

would mean that the action would always have a duration of 10, regardless of the
outcome that occurred.

This issue needs to be resolved. The simplest way of doing this would be to eliminate
the :duration clause. However, this would make our extension inconsistent with
PDDL2.1, which we do not want. Our solution to this consists of two rules:

1. The :duration clause is made optional, but only if a duration can be inferred
from the :effect clause. That is, only if there is at least one use of the at
specifier with a numeric argument.

2. If a :duration clause is included, then it takes priority. If it is possible for the
inferred time of an :effect to be greater than that specified action duration,

"The possibility for duration bounds is to allow the planner to decide how long an action should be
executed for. Prottle does not have any support for this aspect of PDDL2.1, which are referred to as
duration inequalities.
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(:durative-action throw
:parameters (7b - bottle 7t - target)
:condition (at start (and (have 7b)
(not (broken 7b))
(not (hit ?7t))))
:effect (and (at start (not (have ?b)))
(at end (available ?7b))
(at 1 (and (probabilistic
0.2 hit (at 1 (hit ?7t))
0.8 miss ())
(probabilistic
0.5 broken (at 1 (broken 7b))
0.5 survived ())))))

Figure 2.3: An example of an action that represents an attempt to throw a bottle at a target.
This particular action has two parameters, and four possible outcomes. The success of the
bottle in hitting the target is independent of the survival of the bottle.

then it is considered to be an error in the action specification.®

The combination of these rules both gives the :duration clause a clearly defined
role, and makes our use of :durative-action specifications backward-compatible with
PDDL2.1.

As mentioned previously, the main reason for using an exclusive model for effects is
that it is more general than one where effects are independent. However, when effects
really are independent, it can be more convenient to specify them as such, rather than
manually converting them into an exclusive form. Figure 2.3 shows an example of one
such situation. This example represents an action of throwing a bottle at a target.
Whether the bottle actually hits the target, and whether the bottle survives being
thrown, are completely independent. The PDDL parser is responsible for enumerating
the possibilities to ‘normalise’ the outcomes. In this case, there are four: hit-broken,
hit-survived, miss-broken and miss-survived.

Both of the examples that we have shown so far consider outcomes to either be
empty, or an effect that occurs at a particular time. The syntax for an outcome is
more general than that. In fact, it is recursively defined such that anything that is
allowed to follow an :effect is also allowed in the outcome parts of a probabilistic.
The only restrictions are that numeric times are not allowed to be less than the time
of the probabilistic, and also that the start time specifier is not allowed. The use
of the end time specifier is for end effects that are conditional on the current outcome
occurring. Figure 2.4 shows an example action that models the firing of a bow. There
is a chance that the bow and arrow both ‘break’ when attempting to fire the arrow, in

8This generalises to the use of duration inequalities, by making the inferred duration an implicit
lower bound.
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(:durative-action fire
:parameters (?b - bow 7a - arrow 7t - target)
:conditions (at start (and (have ?7b)
(have 7a)
(not (broken 7b))
(not (hit 7t))))
:effect (and (at start (not (have 7a)))
(at 0 (probabilistic
0.9 success
(and (at end (available 7a))
(at 3 (probabilistic
0.2 hit (at 3 (hit 7t))
0.8 miss ())))
0.1 broken
(at 1 (broken 7b))))))

Figure 2.4: An action that represents an attempt to fire a bow at a target. This action
has three parameters, and three eventual outcomes. It represents a situation where there is a
potential for multiple decisions to be made before the eventual outcome can be determined.

which case the action ends immediately. But even if the arrow is successfully fired, it
is still uncertain as to whether or not it will hit the target.

2.4 Search

Prottle’s search algorithm was originally inspired by LRTDP, and the idea of making
its ‘simulated greedy exploration’ deterministic. Prottle is forward-chaining, and also
has a strong relationship with AO*. The similarity to AO* occurred partly by hap-
penstance. It was found that by stripping away some of the generalisation of LRTDP,
and then putting it in a deterministic framework, that the result could described as
a variant of AO*. The main contribution of LRTDP, and what distinguishes it from
AO*, is the technique of labelling a state as solved when its cost has converged. Owing
to its conception, we present the search algorithm in a trial-based framework.

An assumption has been made in the development of Prottle’s search framework,
in that an upper bound can always be given on a solution’s makespan. We refer to this
bound as the search horizon. In a deterministic trial-based framework, this assumption
is needed to ensure termination. To reduce the impact of this assumption, the search
has been designed such that it can be used with an iterative deepening approach. That
is, it has been made possible to extend the search horizon without invalidating all of
the cost information that is stored in the search space.

An important difference between Prottle’s search algorithm and LRTDP is the
structure of the search space. In LRTDP, this structure is generally a cyclic graph,
while in Prottle it is based on a tree. This makes a difference to the size of the search



§2.4  Search 29

space. By combining equivalent branches of the search space, a graph-based search is
able to reduce the amount of computation that is needed. This is a benefit that is
common to all dynamic programming algorithms.

That Prottle does not do this is not a limitation actual algorithm, but a deliberate
design decision. Indeed, it would be relatively straight-forward to structure the search
space as an acyclic graph.” But doing this suffers from computational problems. To
combine equivalent branches of the search, it is necessary to be able to determine
whether or not a new state is the same as an existing one. The problem is that, in
Prottle, each state includes an entire event queue as part of its structure, which can
be quite substantial. The military operations planner deals with this by computing
an MD5 hash of a string that includes all of the information stored in a state’s event
queue. It then uses the resulting hash as the key of a hash table containing all states as
values. This approach is computationally expensive, and also introduces the possibility
of incorrectly identifying states as being equivalent.!? Taking into consideration the
reduced likelihood of states that include an event queue being equivalent, we decided
to use the simpler search space structure. Although this is likely to have reduced
overall performance on large problems, it has allowed us to focus on other aspects of
the planning problem.

2.4.1 Search Space

It is necessary to define exactly how successive states are related to one another. One
way for a temporal planner to do this is to define two different types of states; one to
represent the start of actions, the other the advancement of time. This is the approach
taken in the temporal version of TLplan, and also its successors. In probabilistic
planning, the search space can be structured as an AND-OR graph. Recall that an
AND node represents a choice, and an OR node a chance occurrence.

The search space Prottle uses combines both of the above distinctions. For con-
venience, we will refer to states that represent a selection as applicative states, and the
others as advancement states. We will also refer to states as being either choice or
chance, depending on how a transition from a state is determined.!!

We now define the four different types of states that are used in the search space:

action Represents a choice to start an action.
outcome Represents the occurrence of an outcome.
action-event Represents the choice to advance after action selection.

outcome-event Represents the end of outcome processing.

9Generalising the search space structure to a cyclic graph is significantly more difficult. It would
require reformulating the problem such that a state’s contents would not be dependent on a global
clock.

0The probability of a hash collision is small enough that this is not much of a concern.

1Tt would also be possible to classify a state as choice or chance depending on how it is selected,
but the definition that we give is more useful. It is also consistent with decision analysis terminology.
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All of the different types of states that we define consist of both temporal and
probabilistic properties, as shown in figure 2.5.

‘ ‘ applicative ‘ advancement ‘

choice action outcome-event

chance outcome action-event

Figure 2.5: The classification of state types according to their temporal and probabilistic
properties.

It is necessary to impose restrictions on the order in which the different types of
states can appear in the search space:

1. An action state can follow another action state or an outcome-event state.
2. An outcome state can follow another outcome state or an action-event state.
3. An action-event state can follow an action state or an outcome-event state.
4. An outcome-event state can follow an outcome state or an action-event state.

These rules are shown as a state machine in figure 2.6.

outcome-event

outcome action

action—event

Figure 2.6: A state machine for valid state orderings. A state can only be the successor of
another if there is an edge from the first state’s type to the second’s. A sequence of successive
states will alternate between the selecting actions and processing outcomes. An action selection
phase is terminated by an action-event state. Similarly, the outcome phase is ended by an

outcome-event state.

It might seem that it would be more efficient not to make a distinction between the
different types of event states, and to allow the action and outcome states to interleave.
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This would be a valid approach, but it is important to recognise that doing this changes
the problem being solved. A plan generated using such a search space assumes that
the full consequences of any action are known immediately after the action is started.
This relates back to the discussion in section 2.2 about the reason for structuring an
action’s outcomes as a tree.

Because we are dealing with temporal planning, every state in the search space will
have a time associated with this. Only action-event states are allowed to have a
greater time than their parent, although this time is allowed to remain the same. All
other states automatically inherit their parent’s time.

The search space that we have described is designed to work with a ‘phased’ search.
Expected phases include the selection of actions, the application of effects, and the
processing of outcomes. Observe that even though Prottle uses a tree-based search,
nothing about the relationship between states and their successors prevents equivalent
states from being combined. This means that there is nothing to stop Prottle’s search
space structure from being adapted for a more general graph-based search.

2.4.2 Plan Structure

The structure that Prottle uses to represent plans is based on a decision tree. Such a
structure is a natural way of representing plans that include probabilistic alternatives.
Each branch of the decision tree contains the instructions for a particular probabilistic
outcome. Executing a plan involves traversing the tree, and choosing the branches
appropriate to the outcomes that actually occur. Prottle’s plan structure is similar
to that used in the military operations planner.

To describe Prottle’s plan structure more precisely, we define the following types
of states:

instruction Represents a list of actions to start at a particular time.
occurrence Represents the occurrence of an outcome.
2

resolution Represents success or failure.!

In order to make sure that the plan makes sense, the there are the following restric-
tions on a plan’s structure:

1. If any of the children of a state is an occurrence state, then they all must be.
2. If a state has an instruction state as a child, then it can have no other children.
3. The set of leaf states in a plan is the same as the set of resolution states.

4. The times of instruction states in any path through the plan must be mono-
tonically increasing.

12 A plan is considered to be a failure if an inconsistency arises, or if it becomes impossible to achieve
the goal.
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The reason that instruction state times are not required to be strictly increasing
is to allow a plan to include distinct steps that are nominally labelled with the same
time. The motivating reason for doing this is to cope with the situation where an
‘instantaneous’ effect of an action allows another action to be started.

If a plan can only have a single step for each point in time, then it is possible for
actions depending on an instantaneous effect to introduce a conflict into the set of
action preconditions for the step. When checking a plan’s validity, we would like to
be able to use the absence of such conflicts as one of the conditions of a valid plan.
We are able to do this if we separate what happens immediately before and after an
instantaneous effect into two different steps, and check the internal consistency of each
step independently.

It has been suggested that such conflicts should be resolved by separating conflicting
action end points by a non-zero time [Fox and Long 2003]. We prefer the approach we
describe both because it is less arbitrary, and because it reduces the number of points
in time that we need to consider. It is also relatively straight-forward to ‘stretch’ a
plan to satisfy a plan validator that assumes that there can only be a single step for
any given time.

2.4.3 Costs

In order to facilitate testing for convergence, Prottle associates states with both cost
lower and upper bounds. As the search space is explored, the cost lower bounds will
increase monotonically, while the cost upper bounds monotonically decrease. In such
a way, the ‘true’ cost of the state is sandwiched within an ever-decreasing interval. We
say that a cost has converged when, for a given 0 < § < 1, the following formula holds:

§>Ul(s) — L(s) (2.2)

where U is the upper bound and L the lower bound of state s. In order for this
scheme to work, we need to be able to assign initial cost lower and upper bounds to
new states. This is accommodated for by constraining costs to be in the interval [0, 1].
A state where the goal is inevitable is defined as having a cost of 0. When the goal
is impossible, then the cost is defined to be 1. A new state’s cost is initially given
a lower bound of 0, and an upper bound of 1. Prottle’s search algorithm requires
that we can test a state for cost convergence. It also requires being able to determine
when a state’s cost is known to be impossible. We define the CoST-CONVERGED?, and
CosT-IMPOSSIBLE? predicates to represent these tests.

Thus far we have described the constraints on state costs that the search algorithm
requires, and have not specified what a cost in the interval (0,1) means. We want to
emphasise that the search framework is compatible with any such meaning, as long as
the above constraints are satisfied. In Prottle, state costs represent the probability of
not being able to satisfy the goal, given optimal action selection. But it would also be
possible to base state costs on other properties, such as makespan.'® The framework

1311 this case, a state’s cost could be based on the minimum time needed to satisfy the goal. This
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also supports combining different cost measures, such as by multiplying their respective
values together. In some situations it might be desirable to add cost measures that
cannot be practically normalised into the interval [0,1]. This can still be done by
adding secondary cost measures, which are then used to break ‘ties’ between costs that
are otherwise equal. Such measures cannot be made the primary cost, as this would
break the assumptions regarding state cost bounds.

Cost updates are done by comparing a state’s existing cost bound with the totality
of its children. The specific update formulae for probabilistic state costs are:

Li(s) := maX(L(s),s/reng(ls)L(s')) (2.3)

Ui(s) = min(U(s),s/reniCI%S)U(s')) (2.4)

Ly(s) = max(L(s), > P(s')L(s")) (2.5)
s'e C(s)

Ua(s) = min(U(s), » P(s)U(s)) (2.6)
s'e C(s)

where C' is the children of, and P is the probability of the given state. L; and Uj
are the formulae for updating choice state cost bounds, whereas Ly and Uy are for
chance states. The update formulae are all written to enforce the monotonicity of
cost updates.' This assumes that any cost heuristics being used are admissible, as
over estimates of cost bounds can never be corrected. We define the UPDATE-COST
procedure to apply the appropriate update formulae for a given state. It is also defined
as a predicate, such that it returns TRUE when a change is made to the cost bounds.

2.4.4 Labels

Prottle’s search algorithm assigns all states with a label. The label of a state is used
to represent what is currently known about that state. As the search progresses, state
labels are changed to reflect new information that is discovered. One way of thinking
about labels is to consider them as representing the current ‘status’ of a state. The
formalisation given to state labels is in a richer setting than is strictly necessary. Where
LRTDP and other search algorithms use labels to record whether or not a state has
been solved, we also encapsulate other information. This is done mostly to aid in the
presentation of the search algorithm. The different types of labels are:

GOAL For states that satisfy the problem goal.

FRESH Given to all states initially. Represents a state that has never been visited.

value would need to be divided by a constant larger than the search horizon, to ensure that costs are in
the interval [0, 1). States where the goal is not reachable are then treated as a special case, and given
a cost of 1.

11f the error in heuristic estimates is monotonically decreasing, then the comparisons with the
previous bounds are redundant. That is, if the error in the heuristic estimate for a state is never
smaller than that of its successors.
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| GoaL? | FREsH? | SoLvED? | SUCCESS?

GOAL TRUE FALSE TRUE TRUE
FRESH FALSE TRUE FALSE FALSE
UNSOLVED FALSE FALSE FALSE TRUE
SUCCESS FALSE FALSE TRUE TRUE
FAILURE FALSE FALSE TRUE FALSE

Figure 2.7: A lookup table that defines the state label predicates. Each of these predicates
derives its answer from a given state’s label.

UNSOLVED Given to states that are no longer FRESH, but have not been solved yet.
success For solved states from which the goal might be achievable.
FAILURE For states that we can prove cannot lead to a solution.

There are several different types of information that the search algorithm needs to
be able to derive from a state’s label. This is done through the use of the predicates
that are defined in figure 2.7.

As states with certain labels have an implicit cost, we define labelling procedures
to set the cost bounds appropriately. These are shown in figure 2.8. For consis-
tency, procedures are defined for all of the label types, although LABEL-UNSOLVED
and LABEL-SUCCESS are not shown in the figure. This is because neither of these pro-
cedures change the cost bound, and only set the label. It is important to understand
that labelling a state does not change its cost. A state’s bounds are only updated to
reflect the knowledge about cost that the new label represents.

There are a number of conditions under which an unsolved state can be labelled
as solved. We divide these into three broad categories, based on the nature of the
conditions. The first category is for immediate conditions; those that only need to be
tested once, after a state has been created. The next category is for conditions that
are based on the intrinsic cost of a state. Finally, there are the extrinsic conditions.
These are based on the labels of a state’s children. For each of these categories we
define an algorithm for testing the relevant conditions for a state, and updating that
state’s label when appropriate. These algorithms are described in figures 2.9, 2.10 and
2.11. They can all be used as a predicate, and return TRUE exactly when the label is
updated.

2.4.5 Event Queue

As we have alluded to previously, Prottle uses the event queue data structure to
manage the temporal aspects of its planning. More specifically, it uses the forward-
chaining approach that appears to have originated from TLplan. The most important
part of this is that each state is associated with its own event queue, and that a new
state inherits a logical copy of its parent’s queue. Normally, event queues are used as
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LABEL-GOAL(state)

1 CosT-LOWER-BOUND(state) <« 0
2 CosT-UPPER-BOUND(state) < 0
3 LABEL(state) < GOAL

LABEL-FRESH(state)

1 CosT-LOWER-BOUND(state) « 0
2 CosT-UPPER-BOUND(state) « 1
3 LABEL(state) <« FRESH

LABEL-FAILURE(state)

1 CosT-LOWER-BOUND(state) « 1
2 CosT-UPPER-BOUND(state) < 1
3 LABEL(state) < FAILURE

Figure 2.8: Shows procedures that are used to label states. A new FRESH state gets an initial
cost lower bound of 0, and an upper bound of 1. When a state is identified as satisfying the
goal, then it has an exact cost of 0. Likewise, when it has been proved that a state cannot lead
to a solution, then it has an exact cost of 1.

IMMEDIATE- LABEL-UPDATE(search, state)
1 if TiME(state) > HORIZON(search)

2 then LABEL-FAILURE(state)

3 return TRUE

4 elseif SEARCH-GOAL-SATISFIED?(search, state)
5 then LABEL-GOAL(state)

6 return TRUE

7 else return FALSE

Figure 2.9: Shows the algorithm for updating a state based on the immediate conditions. If
the current search horizon has been exceeded, then the state cannot be reached in the allocated
time, and thus is a FAILURE state. Otherwise, if the state satisfies the search goal, then it is a
GOAL state. In the case that neither condition is applicable, then the immediate conditions do
not apply. The order of the tests is important; a state should not be labelled as a GOAL state
unless it occurs within the search horizon.
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INTRINSIC-LABEL-UPDATE( search, state)

1 if CosT-IMPOSSIBLE?(state)

2 then LABEL-FAILURE(state)

3 return TRUE

4 elseif CoST-CONVERGED?(search, state)
5 then LABEL-SUCCESS(state)

6 return TRUE

7 else return FALSE

Figure 2.10: The algorithm for applying the intrinsic cost conditions to a state. If it is
possible to conclude that the goal is impossible to achieve based on the state’s cost, then the
state is a FAILURE. Otherwise, if the cost has converged, then the state is a possible SUCCESS.
As with the immediate conditions, order is important. If it can be proved that a state is a
FAILURE, then it should not be labelled as a SUCCESS.

EXTRINSIC-LABEL-UPDATE(search, state)

1 success? < FALSE

2 for child in CHILDREN(state)

3 do if =SOLVED?(child)

4 then return FALSE

5 elseif SUCCESS?(child)

6 then success? < TRUE
7 if success?

8 then LABEL-SUCCESS(state)

9 else LABEL-FAILURE(state)

10 return TRUE

Figure 2.11: Shows the algorithm for applying the eztrinsic convergence conditions to a state.
The effect of this algorithm is entirely dependent on the labels of the state’s children, and not
on any properties of the state itself. If any of the children are unsolved, then nothing can be
derived from the children. If no children are unsolved, and there is at least one SUCCESS child,
then the state is also a SUCCESS. In contrast, the state can only be concluded a FAILURE if
all children are likewise labelled. None of the extrinsic conditions has priority over any of the
others, as they are all mutually exclusive with one another.
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a simple and effective way of answering the question ‘what happens next?’. Prottle
uses them for somewhat more than this: to detect inconsistencies between conditions
and effects.

There are three different types of events that are placed on an event queue:

effect An event that represents a change to the model.
condition An event that asserts a condition at a particular time, or over an interval.
outcome An event that represents a decision between probabilistic outcomes.

All of these event types correspond to different aspects of Prottle’s event formalism.
The inclusion of an outcome event type might seem unusual; this is the way in which
chance decisions are delayed until the appropriate time.

To reduce the length of the event queue, only a single queue item is kept for each
distinct time. That is, if an event is scheduled for a time that already has a queue
item, then it is added to that item, rather than a new one. This is done primarily to
speed up queue insertion.

Because of its extended use, an event queue keeps track of slightly more information
than is usual. For each queue item, two sets of propositions are kept track of:

1. those that have been asserted to be either true or false at the current time, and

2. those assertions that are made for some open interval that ends at the current
time.

We refer to these as the current and previous proposition sets, respectively. Every time
a new event is added to a queue, it is tested against the proposition sets of all items
already on the queue, up until the scheduled time. If an inconsistency is found, then
it can be concluded that the state is a FAILURE state.

To allow for consistent queue insertion, we also associate each event with its own
current and previous proposition sets. The current set represents the assertions that it
makes for its scheduled time, the previous the assertions that it makes for queue items
before its scheduled time. We always use the queue item’s current proposition set for
detecting inconsistencies. For this purpose, an inconsistency is the assertion of both
the truth and falsity of a proposition.

As we insert events, we also update the current and previous sets of relevant queue
items. All such updates are the union of the corresponding queue item, and event
proposition sets. For each queue item that we test against, we update the previous
set. If the event is added to an existing queue item, then the current set of this item
is also updated. The final situation is when a new queue item is created. The item’s
initial current set is the union of the event’s current set, and - if it exists - the previous
set of the next queue item. This scheme for determining and updating queue items’
proposition sets is how we efficiently ensure that these sets can always be used for
inconsistency tests.

The way in which the current and previous proposition sets of an event are de-
termined depends on the type of event. The current set of an effect event consists
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‘ choice | chance

TIME | TRUE TRUE

LABEL | TRUE TRUE
CosT-LOWER-BOUND | TRUE TRUE
CosT-UPPER-BOUND | TRUE TRUE
EVENT-QUEUE | TRUE TRUE
OPEN-CHOICE | TRUE TRUE
CLOSED-CHOICE | TRUE FALSE
OUTCOME-EVENT | FALSE TRUE
MODEL | TRUE TRUE

Figure 2.12: A summary of state properties. Some properties only apply to particular types
of states.

of the propositions being asserted. This is the same with condition events of at end
conditions. An outcome event has an empty current set. For all three of the above,
the previous set consists of the propositions asserted by the over all condition of the
relevant action. We do not create condition events for at start conditions, as an action
cannot start unless this condition has been satisfied. We do create condition events
for over all conditions, but use them is a slightly different way. The previous sets of
outcome and effect events make sure that an over all condition is never violated, but
does force it to hold initially. To resolve this, a condition event is scheduled for the
action’s start time, with a current set consisting of the over all propositions. The
previous set of this event is empty.

Because of the inconsistency detection, we use a linked list to implement the event
queue, rather than an asymptotically more efficient heap. We consider the price of
reducing the insertion time from O(lgn) to O(n) to be worth it. In fact, if we assume
that the events are in monotonic increasing order, we can insert m events in O(n + m)
time.!> Another advantage of using a linked list is that it allows some of its structure
to be shared between successive states. The amount of structure that can be shared
depends on the changes that are made to the queue between states.

2.4.6 State Creation

The details of state creation are important to understanding Prottle. When a state
is created, various properties are given initial values. The way in which this is done
plays an important role in enforcing the structure of the search space, and thus in the
operation of the search. As might be expected, the different types of states are each
initialised in a different way.

The state properties that are relevant to state creation are given in figure 2.12.
The first five of these have already been described in detail. We continue with the

15This includes some preprocessing to combine previous proposition sets.
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CREATE-INITIAL-STATE(search)

state < CREATE(OUTCOME-EVENT-STATE)
TIME(state) «— 0

LABEL-FRESH(state)

EVENT-QUEUE(state) < CREATE(EVENT-QUEUE)
OPEN-CHOICE(state) < ACTIONS(search)
CLOSED-CHOICE(state) «+ ()

return state

N O W N

Figure 2.13: Shows the algorithm for creating the initial state. This algorithm creates an
outcome-event state, and gives its properties initial values. The values given to the choice
properties are in preparation for action selection.

OPEN-CHOICE property, which is the set of actions that could be started before the
next action-event state. Closely related, the CLOSED-CHOICE property consists of
the actions that have been started since the last action-event state. These sets are
both used to reduce the amount of branching in the search space. The closed choices
can occasionally affect the initial open choices in the next action selection ‘phase’ of
the search. As a result, the OPEN-CHOICE property applies to all types of states. The
CLOSED-CHOICE property does not have the same far-reaching effects, and only applies
to choice states. Next, the OUTCOME-EVENT property is to outcomes what the choice
properties are to actions. This property can be best described as the set of unprocessed
outcome events, and is used to guide the creation of outcome states. It applies only to
chance states. Finally, there is the MODEL. This property consists the truth values of
all propositions for the given state. It is not explicitly referred to in state the creation
algorithms. Instead, procedures that implicitly query or modify a state’s model are
used. It is included in in the list of state properties for completeness, and to emphasise
that every state in the search space is associated with a state of the problem’s world.

The first state to be created is always an outcome-event state. This choice of
initial state is obvious, as we assume that the initial event queue is empty. But even
without this assumption, we argue that actions should be given an opportunity to be
started before any events are processed. After all, allowing events to be processed in
the first step is equivalent to changing the problem’s initial conditions. Figure 2.13
shows the algorithm for creating the initial state.

The algorithm for creating action states is given in figure 2.14. One distinctive
part of action creation is the way in which the choice sets are managed. In the
creation algorithm, the action is added to the CLOSED-CHOICE set of the state. In
contrast, the OPEN-CHOICE set is unchanged from that of the parent. This disparity
can be explained in terms of responsibility: it is the parent’s responsibility to update
its OPEN-CHOICE set as it creates its children, but the child state is responsible for
computing CLOSED-CHOICE set from its parent.

To understand the reasons for this disparity in responsibility, it is necessary to
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CREATE-ACTION-STATE(search, parent, action)

state < CREATE(ACTION-STATE)
queue < COPY(EVENT-QUEUE(parent))
outcome «— ROOT-OUTCOME(action)
TIME(state) < TIME(parent)
LABEL-FRESH(state)
EVENT-QUEUE(state) < queue
OPEN-CHOICE(state) «— OPEN-CHOICE(parent)
CLOSED-CHOICE(state) < {action} U CLOSED-CHOICE(parent))
ENQUEUE(queue, outcome)
ENQUEUE(queue, EVENTS(outcome))
if “CONSISTENT?(queue)

then LABEL-FAILURE(state)
return state
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Figure 2.14: The algorithm for creating an action state. All of the state’s properties are
based on that of its parent. The new state’s choice sets will reflect the actions that have already,
and can still, be selected. Its event queue is updated to reflect the start of the action. If an
inconsistency with previously selected events is detected, then the state is a FAILURE.

Figure 2.15: An example action state structure. This example is for a situation with three
distinct startable actions. Each action state is labelled with a number that represents the
action being started. The unlabelled states are all advancement states of the appropriate type.
This structure depicts an ‘ideal’ situation, where there are no conflicts between a set of startable
actions. Any such conflicts would result in the pruning of the appropriate branches.
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CREATE-ACTION-EVENT-STATE(search, parent)

1 state < CREATE(ACTION-EVENT-STATE)

2 queue «— COPY(EVENT-QUEUE(parent))

3 TiME(state) « TIME(queue)

4 LABEL-FRESH(state)

5 EVENT-QUEUE(state) <« queue

6 if TiME(state) > TIME(parent)

7 then OPEN-CHOICE(state) «<— ACTIONS(search)

8 else OPEN-CHOICE(state) < AcCTIONS(search) \ CLOSED-CHOICE(parent)
9 events < DEQUEUE(queue)

10 for event in SELECT-EFFECT-EVENTS(events)

11 do AprpLY-EVENT(state, event)

12 ENQUEUE(queue, SELECT-CONDITION-EVENTS(events))

13 OuTCOME-EVENT(state) < SELECT-OUTCOME-EVENTS(events))
14 return state

Figure 2.16: Shows the algorithm for creating action-event states. The time of the new
state is determined entirely by the next item on its event queue, although this will never be
less than that of its parent. The state’s open choices depend on the advancement of time. If
time advances, then the full set of actions are made open. But it stays the same, then only
the actions that have not already been started at the current time are open. This is to prevent
actions from being started multiple times simultaneously. Events associated with the next
queue item are processed as part of the search advancement: effects are applied to the state’s
model, outcomes are stored as outcome events, and conditions are added back onto the queue.

consider the role of choice sets in the restriction of branching. Observe that the order
in which concurrent actions are selected does not make any difference to the problem’s
solution. It follows that the planner only has to consider once such order for each
set of actions that could be started. The rules that define the structure of the search
space do not do say anything about how to achieve this. In Prottle, it is role of the
choice sets to eliminate the redundancy, and to restrict the branching to the minimum
that is needed. Figure 2.15 shows an ideal case, where there are no conflicts between
any of the startable actions. The key point to realise is that by restricting branching
to this level, the OPEN-CHOICE and CLOSED-CHOICE sets do not necessarily form an
exhaustive partition of the set of possible actions. Thus, an action state would need
to do some non-trivial computation if it was given the responsibility of updating the
OPEN-CHOICE set. Having parent states modify their OPEN-CHOICE set as children
are created is the simplest and most efficient way of properly restricting branching.

In a way, counting action-event states are the best way of measuring the progress
of a plan. Each action-event state represents a discrete step, and almost always
affects a change in the model. These states are also the only ones in which the time
can be advanced. Figure 2.16 shows the algorithm for creating such states.

The main task in creating an action-event state is to process an item on the event
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CREATE-OUTCOME-STATE(search, parent, outcome)

1 state «— CREATE(OUTCOME-STATE)

2 queue «— COPY(EVENT-QUEUE(parent))

3  TiME(state) «— TIME(parent)

4 LABEL-FRESH(state)

5 EVENT-QUEUE(state) <« queue

6 OPEN-CHOICE(state) « OPEN-CHOICE(parent)
7 OUTCOME-EVENT(state) < rest(OUTCOME-EVENT(parent))
8 ENQUEUE(queue, outcome)

9 ENQUEUE(queue, EVENTS(outcome))

10 if ~CONSISTENT?(queue)

11 then LABEL-FAILURE(state)

12 return state

Figure 2.17: The algorithm for creating outcome states. This is similar to that for creating
action states. The difference is in the details: closed choices are replaced with outcome events,
and different events are added to the state’s event queue.

queue. The other aspects of the state’s creation flow from this: its time is made to be
that of this queue item, and the set of open choices is dependent on whether or not the
time is increased. As explained previously, each item on the event queue is associated
with all events that are scheduled to occur at a particular time. The queue item that
is processed is always the one that is scheduled to occur ‘next’. This item’s events
are processed according to their type: effect events are applied to the state’s model,
outcome events are stored in its OUTCOME-EVENT property, and condition events are
added back onto the state’s EVENT-QUEUE. The reason that condition events cannot
be dealt with immediately is that it is necessary to process the outcome events first,
in case some of the outcomes have immediate effects.!

The algorithm for creating outcome states is shown in figure 2.17. The branching
rules for outcome states are different than that for actions. Recall that we use an
exclusive model for probabilistic effects, where one outcome out of a set of alternatives
is selected. It follows that for the search to operate correctly, every path through
a group of outcome states needs to include exactly one state for each probabilistic
decision. That is, one state for each of the outcome events. Figure 2.18 shows a
clarifying example. When reading this example, it is important to remember that an
action’s outcomes are structured as a tree. An outcome event represents a node in the
tree, the outcomes of the event its children.

The algorithm for creating non-initial outcome-event states is given in figure 2.19.
This general outcome-event creation algorithm does process events, but only if they
are immediate. Actually, only immediate effect events are guaranteed to be processed,

18T practice, the condition events can be checked as long as there aren’t any outcome events. We
present it as we do to simplify things.
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Figure 2.18: An example outcome state structure. This example is for a situation with two
different events; one with three outcomes, the other with two. As with the action example, the
unlabelled states correspond to the appropriate advancement state type. The outcome states
are all labelled with two numbers. The first identifies the event, the second the specific outcome
of the event.

as outcome events are put back on the queue. Any immediate condition events are only
processed if there aren’t any such outcome events. Otherwise they are also put back on
the queue. The reason that events can be deferred is that the search space structure
only makes it possible for outcome events to be processed by action-event states. The
condition events are deferred for as long as the outcome events because to do otherwise
would make it possible for the conditions to be violated. This is because a discrete
step in the plan is not considered complete until all immediate consequences have been
dealt with, and conditions cannot be finally dealt with until the step is complete. To
consider a step to have completed when there are still immediate consequences pending
would make it completely arbitrary as to which effects get applied in what step. This
would be a completely unsatisfactory property for a planner to have. To keep discrete
steps discrete - and not do a little bit, wait to see what happens, and then do a little
bit more - the action selection phases are prevented from selecting actions until the
current step has finished. This is done by setting the OPEN-CHOICE set to ().

There are other ways of managing events than that which we have described. The
guiding principal behind our approach is to take as much information into account
as possible before allowing more actions to be started. This reduces the amount of
branching in the search space.

The final aspect of state creation is the creation of a state’s children, referred to
as expanding a state. The algorithm for doing this is shown in figure 2.20. There are
two different cases to be considered: (1) that the state is a choice state, and (2) that
the state is a chance state. In the first case, an action-event state will be created
only when the state’s event queue is not empty. This is a form of branching restriction,
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CREATE-OUTCOME-EVENT-STATE(search, parent)

1 state < CREATE(OUTCOME-EVENT-STATE)
2 queue «+— COPY(EVENT-QUEUE(parent))
3  TiME(state) < TIME(parent)
4 LABEL-FRESH(state)
5 EVENT-QUEUE(state) < queue
6 OPEN-CHOICE(state) « OPEN-CHOICE(parent)
7 CLOSED-CHOICE(state) « ()
8 if TIME(state) = TIME(queue)
9 then events «— DEQUEUE(queue)
10 for event in SELECT-EFFECT-EVENTS(events)
11 do AppLY-EVENT(state, event)
12 condition-events «— SELECT-CONDITION-EVENTS(events)
13 outcome-events < SELECT-OUTCOME-EVENTS(events)
14 if outcome-events = )
15 then for event in condition-events
16 do if ~CONSISTENT?(state, event)
17 then LABEL-FAILURE(state)
18 else ENQUEUE(queue, condition-events)
19 ENQUEUE(queue, outcome-events)
20 OPEN-CHOICE(state) « ()

21 return state

Figure 2.19: Shows the algorithm for creating non-initial outcome-event states. Much of this
algorithm mirrors that for the initial state, except that the properties of the parent are used
instead of an initial value. The closed choices are the exception to this, which is still initialised
to for action selection. Any immediate events on the state’s event queue are also processed:
effects are always applied, while conditions are checked only if there aren’t any outcomes. If
there are outcomes, then both the condition and outcome events are put back on the queue.
When this happens, the open choices are also eliminated. This prevents any actions from being
started in the next action selection phase.
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EXPAND(search, state)
1 children «— ()
2 if CHOICE?(state)
3 then if “EMPTY?(QUEUE(state))

4 then children «— {CREATE-ACTION-EVENT-STATE(search, state)}
5 for action in OPEN-CHOICE(state)
6 do OPEN-CHOICE(state) < rest(OPEN-CHOICE(state))
7 if ENABLED?(action, state)
8 then child — CREATE-ACTION-STATE(search, state, action)
9 children «— children U{child }
10 else cvents — OUTCOME-EVENT(state)
11 decisions «— ()
12 if events # ()
13 then decisions = OUTCOMES(first(events))
14 if decisions = ()
15 then children = { CREATE-OUTCOME-EVENT-STATE(search, state)}
16 else for outcome in decisions
17 do child «— CREATE-OUTCOME-STATE(search, state, outcome)
18 children «— children U{child }

19 CHILDREN(state) «— children

Figure 2.20: The algorithm for expanding states. The expansion of a choice state creates a
child for each of the state’s open choices. An action-event child will also be created if the
state’s event queue is not empty. In the case of chance states, a child is created for each outcome
of the state’s first outcome event. If there are no outcome events, then an outcome-event child

is created.
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SEARCH(search, state)
1 repeat SEARCH-TRIAL(search, state)

2 until SOLVED?(state)
3 EXPAND-SOLUTION(search, state)

Figure 2.21: Shows Prottle’s search algorithm. The search is trial-based, and will repeatedly
perform a search trial until the initial state is solved. It is possible for the state to be solved
before an entire solution has been discovered, so the search includes a final step to complete
the induced solution.

by not allowing the search to advance to a situation that is exactly the same as the
current one. An action state is also created for each of the remaining actions in the
state’s OPEN-CHOICE set. Refer back to figure 2.15 for a reminder of how this works.

The expansion of choice states is based on the OUTCOME-EVENT property. An
outcome state is created for each of the outcomes of the first OuTCOME-EVENT. If no
such event exists, then a outcome-event state is created instead. Refer back to figure
2.18 for a reminder of the structure this ultimately produces.

2.4.7 Algorithm

Now that the required background has been established, Prottle’s actual SEARCH
algorithm can be described. As with LRTDP, this algorithm is structured a series of
search trials, as shown in figure 2.21. Conceptually, each trial explores a path through
the search space, with the path being selected greedily.!” For whatever reason, once a
trial cannot extend its path any further, then it propagates costs backwards through the
states in the path. If any of these states can be labelled, then this also happens in the
backtracking step. By updating costs in this way, and also disregarding solved states, a
different path through the search space is chosen for each search trial. As states can be
labelled as solved based on cost or heuristic reasoning, and not only exhaustive search,
it is possible for the initial state to be solved before an entire solution is discovered.
The final step is to complete a solution that is implied by the state costs. This is done
by exploring the branches of the search space that are part of this implied solution,
but are not necessary for the initial state to be solved.!®

Figure 2.22 shows the details of the search trial algorithm. When a trial encoun-
ters an unexplored FRESH state, then this is dealt with specially. To start with, an
IMMEDIATE-LABEL-UPDATE is performed. If this doesn’t change the state’s label,
then it is UNSOLVED. The next step is then to EXPAND the state, and then to do a cost
update.!® To check for cost convergence, an INTRINSIC-LABEL-UPDATE is performed.

1"We warn that this conceptualisation isn’t entirely accurate, as one of the algorithm’s optimisations
makes it possible to explore multiple paths.

18 Again, this is a simplification, as the implied solution might change when more of the search space
is explored. We deal with this point later in the algorithm’s description.

9Strictly speaking, the cost update is only needed if cost heuristics are being used to improve new
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SEARCH-TRIAL(search, state)

1 if FRESH?(state)

2 then if - IMMEDIATE-LABEL-UPDATE(search, state)

3 then LABEL-UNSOLVED(state)

4 EXPAND(search, state)

5 UPDATE-COST(state)

6 INTRINSIC-LABEL-UPDATE(search, state)

7 if SOLVED?(state)

8 then return TRUE

9 else while SEARCH-TRIAL(search, ACTIVE-CHILD(state))
10 do noop

11 cost-updated? «— UPDATE-COST(state)

12 if SOLVED?(ACTIVE-CHILD(state))

13 then if EXTRINSIC-LABEL-UPDATE(search, state)
14 then return TRUE

15 if cost-updated?

16 then INTRINSIC-LABEL-UPDATE(search, state)

17 return TRUE

18 else return FALSE

Figure 2.22: The algorithm for a search trial. This algorithm does a greedy search through the
search space. An unexplored FRESH state are generally dealt with by expanding it; by creating
states for each of its successors. State label updates are threaded through the algorithm. When
an update changes a state’s label, then this affects the behaviour of current or future search
trials. For instance, the depth-first search will terminate if an encountered fresh state can
be immediately labelled as solved. When the depth-first search backtracks, then costs are
propagated backwards through the search space. If the backtracking does not change a state’s
label or cost, then another greedy search is performed from the unchanged state. This continues
until something changes for every state that is visited by the trial.
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A FRESH state will only be dealt with in this way once. Even if neither of the label
updates is able to solve the state, the FRESH label will not be kept.

The greedy selection of a search trial occurs in the choice of ACTIVE-CHILD. For
choice states, this amounts to choosing the state with the smallest cost. The cost lower
bound is given priority when determining this, with the upper bound used to break ties.
This selection is similar for chance states. The difference is that the children’s cost
bounds are weighted by their respective probabilities before comparisons are made.
This part of Prottle’s search algorithm is a distinguishing difference with LRTDP.
If the LRTDP framework was being used, then the child of a chance state will be
selected probabilistically; that is, with an element of randomness. It is possible to
make Prottle non-deterministic by changing its action selection function.

A search trial’s backtracking step makes it possible for the visited states to have
their cost or label updated. It is possible that at some point, the cost and label updates
do not make any changes to a visited state. We observe that if the backtrack were to
continue, that no further state changes would be made for its remainder. Consider
that once the cost has stopped changing, then it won’t start again. So if the state
labels stop changing as well, then there will always be at least one unsolved child,
which prevents the extrinsic conditions from being satisfied. Without cost changes,
the extrinsic conditions are the only way for a state’s label to change, so our premise
follows. Now, consider what will happen on the next search trial. As there will be a
portion of the last trial’s path that is completely unchanged, the greedy search will
simply retrace those steps. The time spend backtracking and retracing could be said
to be completely wasted.

To eliminate this waste, we have modified the usual search trial algorithm to pre-
maturely halt a backtrack when a state‘'s ACTIVE-CHILD has not been changed by the
trial. Another greedy search from the child is then performed. This continues until
something changes for every state that is visited by the search trial. It follows that
every trial updates the initial state in some way.

The backtracking phase of a trial involves checking the labelling conditions for a
state. The first of is the extrinsic conditions. This can be a somewhat expensive test,
as it potentially needs to consider all of the state’s children. However, we know that
these conditions can’t be met unless the ACTIVE-CHILD has been solved, so checking
this can save time. The intrinsic cost convergence conditions are also checked. This
test can also sometimes be avoided, as the state’s cost can only converge if there is a
change to the cost bounds. Our presentation of the SEARCH-TRIAL algorithm always
updates the cost during the backtracking phase. This can be optimised slightly by not
doing a cost update if the EXTRINSIC FAILURE condition is met.

Once the initial state is solved, no more search trails are performed. Because of the
labelling optimisations, it is possible for there to be unexplored branches in the solution
implied by the state costs. For many purposes, a complete solution that accounts for
all contingencies is needed. To turn a partial solution into a complete one, the solution
needs to be expanded. The algorithm that we use to achieve this is described in figure

states’ initial bounds.
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EXPAND-SOLUTION(search, state)

1 if ~GoAL?(state)
2 then if “SOLVED?(state)
then SEARCH(search, state)
elseif SUCCESS?(state)
then if CHOICE?(state)
then child — SELECT-CHILD(state)
EXPAND-SOLUTION(search, child)
else for child in CHILDREN(state)
do EXPAND-SOLUTION(search, child)
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10 if UpDATE-COST(state)
11 then EXTRINSIC-LABEL-UPDATE(search, state)

Figure 2.23: Shows the algorithm for expanding a solution. The object of this algorithm is
to ensure that a complete plan can be extracted from the search space. To achieve this, all
paths that can be reached through ‘optimal’ choices are explored. When an UNSOLVED state
is encountered, the main SEARCH procedure is recursively called on that state. In such a way,
the implied solution has all of its ‘holes’ filled in.

2.23. It works by traversing all possible contingencies that are reachable while only
making optimal choices. For this purpose, an optimal choice is made in the same way
as the greedy action selection in a search trial. The only difference is that the selection
does not only consider unsolved states. In doing this traversal, the algorithm is looking
for UNSOLVED states. When such a state is found, then the SEARCH procedure is
recursively called on it. In such a way, the expansion of the solution will eventually
include all contingencies, and as such be complete.

As we have so far described them, the combination of SEARCH and EXPAND-
SOLUTION can produce potentially suboptimal solutions in some circumstances. This
will occur in any situation where a state is allowed to be solved before its cost upper
and lower bounds are equal. The simplest example is when cost convergence is allowed
to occur with § > 0. This circumstance is able to produce suboptimal solutions because
it is possible for solution expansion to change the cost bounds of states. If this changes
the relative cost ranking of the children of any choice state, then the implied solution
will change. The easiest way to deal with this is to ignore the change of implied solu-
tion, and to just use the one that was expanded. In the cost convergence example, the
effect on plan quality will depend on the size of § that is used. If it is sufficiently small,
then the solution quality isn’t likely to change much, if at all. But if it gets too large,
then the solution quality can decline quite drastically. Nevertheless, simply accepting
the original implied solution may be acceptable for many purposes. For instance, by
adjusting J, we are able to make a tradeoff between solution quality and efficiency.

Rather than accept the first implied solution, another approach is to repeatedly call
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EXPAND-SOLUTION until the solution stabilises.?’ This introduces a rather intriguing
possibility; that an optimal solution can be produced even if states are labelled as
solved before their cost bounds are equal. We have developed a heuristic that can
exploit this, which is described in section 3.2.

Prottle’s default implementation of EXPAND-SOLUTION allows for near-optimal
solutions from premature convergence, but without repeatedly doing a full expansion.
It does this through the use of a backtracking optimisation which is conceptually similar
to that used by the SEARCH-TRIAL algorithm. This optimisation has two conditions to
be met before backtracking stops: (1) the implied solution has changed, and (2) costs
have stopped being propagated. These conditions will both become true at the earliest
state that might be affected by solution instability, so at this point another solution
expansion step is performed. A further refinement of this optimisation is to replace
the recursive call to SEARCH with a procedure that does not expand the solution. The
reason for this is that if the implied solution later changes, then the time spent fully
expanding the suboptimal branches is wasted. To complete this refinement, the first
backtracking condition is changed to read: if the implied solution has changed, or an
unsolved state has been discovered. This is an effective way of ensuring that everything
that needs to be expanded eventually is, but not committing every unsolved state to
being fully expanded as soon as it is encountered. The solution optimising version
of EXPAND-SOLUTION operates on a bit of a knife edge; it alternates between going
forward and stepping back, but is restricted in both directions.

A version of EXPAND-SOLUTION that includes the backtracking optimisation is
shown in figure 2.24. For the best results, the procedure should be called repeatedly
until FALSE is returned. Although under most usual circumstances, this will happen
the first time that it is called. In principal, the algorithm that we have described
can implemented so as to always find an optimal solution. The problem with this is
that a problem can have many different solutions with the same cost. If the solution
expansion step is performed before the state costs have completely converged, then it
is likely that a truly optimal solution expander must consider every single one of these
solutions before it can terminate. To prevent this situation, we make a compromise
that limits the circumstances under which changes to state costs are propagated. This
solves the problem, but reintroduces the possibility of producing suboptimal solutions.
Considering that we have other mechanisms to control solution quality, we consider
this trade off to be worth it.

2%Tn this case, it would be useful to modify EXPAND-SOLUTION to return a boolean value indicating
whether or not the solution is stable.
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EXPAND-SOLUTION*(search, state)

1 solution-unstable? < FALSE

2 if GoAL?(state)

3 then return FALSE

4  elseif -SOLVED?(state)

5 then SEARCH*(search, state) return TRUE
6 elseif ~SUCCESS?(state)

7 then return FALSE

8 elseif CHOICE?(state)

9 then child — SELECT-CHILD(state)

10 solution-unstable? «— EXPAND-SOLUTION*(search, child)
11 if child # SELECT-CHILD(state)

12 then solution-unstable? < TRUE

13 else for child in CHILDREN(state)

14 do if EXPAND-SOLUTION™*(search, child)

15 then solution-unstable? < TRUE

16 if solution-unstable?

17 then EXTRINSIC-LABEL-UPDATE(search, state)

18 if =“SUCCESs?(state)

19 then return TRUE

20 cost-changed? < UPDATE-COST(state)
21 if solution-unstable?
22 then if — cost-changed?

23 then return EXPAND-SOLUTION*(search, state)
24 else return TRUE
25 else return FALSE

Figure 2.24: Shows the solution optimising version of the solution expansion algorithm. This
version can be used to give near-optimal solutions even when states are prematurely labelled
as solved. It should be called repeatedly until FALSE is returned. Under most circumstances,
this will be the result of the first call. Conceptually, the algorithm works by using the same
backtracking optimisation as the search trial. That is, backtracking can get cut short for another
forward expansion. The eztrinsic labelling conditions are also used to prune any ‘impossible’
branches of the solution.
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Chapter 3

Heuristics

3.1 Overview

Various optimisations have been built into Prottle’s search algorithm. The structure
of - and method of searching - the search space are designed to minimise the number
of possibilities that need to be considered. In particular, the use of labelling and
convergence, combined with lower and upper bounds for state costs, give us an effective
way of pruning for an arbitrary error margin. This scheme is, however, conducive to
further optimisation.

We have identified two different ways in which heuristics can be used to improve
Prottle’s efficiency. The first is to find states that we can label as solved, above
and beyond the mechanisms already built into the search algorithm. If we can prove
conclusively that a state cannot be part of an optimal solution, then we can label it
as being solved, regardless of the state’s cost bounds.! It can even be useful to label
a state as being solved if we find that it is merely unlikely to be necessary for an
optimal solution. If we use a truly optimal version of EXPAND-SOLUTION, then this
doesn’t even affect the eventual solution’s quality. We refer to this type of heuristic as
a labelling heuristic, and give an example in section 3.2.

Besides unilaterally labelling states as being solved, we can also improve the effi-
ciency of the planner by speeding up cost convergence. The usual way to do this is to
compute an initial cost for new states, or in our case initial cost bounds. For optimal
planning, these bounds need to be admissible. We refer to this type of heuristic as
being cost-based. There is a substantial amount of literature that explores different
ways in which cost heuristics can be computed. We make use of the planning graph
data structure, which we have adapted for probabilistic temporal planning. This is
described in section 3.3.

3.2 Meta State

The idea behind this heuristic is to abstract away a state’s properties into a meta state,
such that we can relate the different states with the same meta state. Each meta state
has a cost, which has the best known bounds of all its associated states. This is a

'One way of looking at label-based convergence is as a heuristic of this type.
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rather general idea, and could be taken in numerous directions. We have been able to
use this idea to develop a way of restricting search depth in an adaptive way.

3.2.1 Framework

What we actually do is to compare a state’s cost with that of its meta state. If the cost
of a state is sufficiently ‘bad’, in comparison to that of its meta state, then we conclude
that there probably isn’t much value in continuing the current line of exploration. To
enforce this, we label the state as being solved; specifically as a SUCCESS state.?

This heuristic is not about pruning parts of the search space that can’t be part of an
optimal solution. In fact, states that the heuristic labels as solved most certainly can
be included in the solution. Instead, we are pruning branches based on the likelihood
that further exploration will change the solution. Then by using a search configuration
that forgives premature convergence, we are still able to retain the guarantee of an
optimal solution.

The key to all of this is in the method of abstracting a state into a meta state.
Perhaps unfortunately, it is not possible to relate only truly equivalent states. Doing
this would be just as hard as structuring the search space as an acyclic graph, and
doesn’t have any added advantages. So we settle for some other form of equivalence.

There are lots of different ways in which we could abstract a state to a meta state.
We just choose some function of the state’s properties, and use its result to identify
the state’s meta state. Examples of properties that could play a role are time and the
model. Other things could be also computed, such as the cumulative probability of
being able to reach a state. Or perhaps individual propositions in the model might be
the focus. For instance, a meta state heuristic could be tailored for a specific domain.

We also need a metric to compare different costs. If a state’s cost is sufficiently
‘bad’ in comparison to that of another, then we say that the state is inferior. The
metric that we use to decide whether or not a state is inferior is independent of the
abstraction method. This gives us two different variables that need to be chosen to
complete this heuristic.

The simplest way of defining the inferior metric is to compare the lower bound of
one cost with the upper bound of the other. That is, if the lower bound of a cost is at
least as great as the upper bound of another, then the first cost’s state is inferior to
that of the second. When we describe the way in which we use the meta state heuristic,
this is the metric that we use.

We have done informal experiments with several different ways of using the meta
state heuristic. The one that we have found to be the most effective uses a surprisingly
general abstraction method. This is described in the next section.

2Tt doesn’t matter if it is actually impossible to satisfy the goal; we only use the FAILURE label when
we are certain that achieving the goal is impossible.
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3.2.2 Time-based Abstraction

The method of abstraction that we use for the meta state heuristic is based entirely
on state times. That is, two states will have the same meta state if they occur at the
same time. We say that a state is inferior if the lower bound of its cost is at least as
great as the upper bound of its meta state’s cost.

Unfortunately, it is not practical to assign a meta state with all states. This is
because the actual cost of a sequence of states can decrease without the time changing.
This is a consequence of the way in which the search space is structured. If we were to
assign a meta state to all states based on time, then there would be a disproportionate
bias against the states immediately after the time advances. We avoid this bias by
only associating meta states with those states that have a greater time than their
parent. This effectively means that only action-event states that advance the time
by a non-zero amount will have a meta state.

The way in which this heuristic works is interesting, and perhaps in some ways
surprising. Superficially, the heuristic prunes states that we can prove have a greater
actual cost than some other state that occurs at the same time. What this does
is continually narrow down the search space with a strong bias towards finding the
quickest way of satisfying the goal. Consider that once a goal state has been found
at a certain time, that any other states occurring at the same time will automatically
be labelled as solved. This doesn’t quite mean that this imposes a time limit on the
search; one of the quirks of this heuristic is that it is still possible to search past goal
times, but only by ‘jumping’ over the top of them.

This heuristic has the potential to produce substantially suboptimal solutions. Af-
ter all, the possibility of achieving a goal quickly isn’t necessarily a probability. And the
convergence of states because of an early goal increases the chance that the solution ex-
pansion will make a suboptimal choice. The optimising version of EXPAND-SOLUTION,
can alleviate this somewhat; we end up with a search that works in increments, and
targets particular parts of the search space until the solution stabilises.

3.3 Planning Graph

The use of the planning graph data structure for automatic heuristic generation has
become fairly common. Some of the most successful planners to date have taken this
approach to heuristics. We are aware of previous use of planning graph heuristics for
both probabilistic and temporal planning, but not for the combination of the two.

The heuristic that we base on the planning graph data structure is cost-based.
The basic idea is to use the planning graph to compute initial cost bounds for newly
created states. If we can compute these bounds quickly enough, then this will speed
up convergence. In general, this is not able to compute the exact cost; if we had a
method of computing that more quickly, then we would make it the basis of the search
algorithm. As with all heuristics, the aim is for the benefit from the heuristic values
to outweigh the cost of computing them.
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3.3.1 Structure

The standard planning graph is not expressive enough to cope with probabilistic or
temporal planning. Coping with probabilistic effects can be done by adding the concept
of an outcome node. As described in section 1.4.2, these nodes conceptually sit between
the action and proposition nodes of a given graph level.

Extending a planning graph to cope with time is slightly more involved. A common
way of doing this is to use what is called a temporal planning graph. The central idea is
to collapse the levels of a normal planning graph, such that every action and proposition
truth state can only be represented by a single node in the graph. This complicates
the use of the planning graph, but makes it relatively easy to reason about time. This
extension is described in more detail in section 1.3.1.

It turns out that a compact graph representation is not necessary for temporal
planning. Temporal information can be integrated into a level-based planning graph
by associating each level with a particular time.? As levels are considered to be ordered,
the times of successive levels are required to be strictly increasing. There cannot be
a level for every time, but there does not need to be. The same optimisations that
temporal planners use to restrict the times that are considered can be directly applied to
the planning graph structure. The key to making this work is to break the assumption
that graph edges only join adjacent levels. When an action has an effect that occurs
at some time in the future, then an edge representing this effect will skip any of the
intermediate graph levels. The only actions that are exempt from this relaxation are
those for persistence actions; the effect edge of a persistence action always refers to the
next level.

Prottle’s planning graph structure combines the level-based temporal extension
with that for probabilistic planning. These extensions are entirely consistent with one
another, so they can be combined without the need to resolve any interaction issues.
However, the probabilistic extension isn’t entirely consistent with Prottle’s action
formalism, so this discrepancy does need to be resolved.

Recall that Prottle’s action formalism structures outcomes as a tree. This is
distinct from the probabilistic planning graph extension, which only has a single layer
of outcome nodes for each level. It is possible to normalise the outcome trees such that
there is only one outcome node for each path through the tree, but it turns out that
this complicates things later. Instead, we allow edges from outcome nodes to other
outcome nodes, in a structure that corresponds to an outcome tree. We also maintain
the relative times of the outcomes in the tree, and associate the outcome nodes with
a level that is the appropriate duration after that of the corresponding action node.
This ensures that there is an exact correspondence between the search timeline and
the levels in the graph.

There is an obvious distinction between the compact and level-based extensions for
temporal planning. We argue that this distinction is largely superficial. Recall that the

3This is distinct from yet another approach that maintains levels by not encoding temporal in-
formation in the structure of a planning graph, and instead deals with it separately [Long and Fox
2003].
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compact planning graph representation needs to be dynamically ‘unpacked’ to use it
for reachability analysis. Our observation is that unpacking a temporal planning graph
produces an equivalent structure to the level-based graph that we have described. The
main difference is that the structure generated from the compact representation is
generally discarded as it is created. It is important to understand that although we
present the planning graph heuristic in the context of a level-based graph, that they
are still compatible with an equivalent compact representation.

3.3.2 Mutexes

When using planning graph-based heuristics, it is possible to make all sorts of sim-
plifying assumptions without affecting their admissibility. For instance, it is possible
to compute a heuristic cost estimate without taking mutexes into account. However,
in many circumstances, the consideration of binary mutex relationships can greatly
improve a heuristic’s quality. This is because mutexes allow some possibilities to be
safely disregarded, where they might otherwise weaken the heuristic cost estimates.
Prottle’s use of mutexes is focused on answering the following question:

Is it possible for a given pair of propositions to each have a specified truth
status at a particular time?

Being able to answer this question improves our ability to determine which action can’t
be started at a given time. Without the sort of information that mutexes provide, it
must be assumed that an action can start at the earliest time at which all of its
preconditions are achievable. However, it might not be possible to achieve all of those
preconditions concurrently. This means that actions are first included in the planning
graph at an earlier time than they are really achievable, which in turn weakens the
quality of the heuristic estimates. Being able to detect exclusive pairs of preconditions
can improve this somewhat, by reducing the degree to which action startability is
overestimated.?

To account for all aspects of Prottle’s action formalism, mutexes are involved with
all of the following elements: actions, outcomes and propositions. Although it is pos-
sible to reason about mutex relationships between any combination of these elements,
we have attempted to consider the smallest number of relationships that is necessary.
That is, we only consider mutexes between elements of the same type. However, this
assumption relies on the existence of persistence actions, which are not present in the
compact planning graph representation. An important observation is that mutexes be-
tween actions and proposition truth states can be defined such that they are equivalent
to those between normal and persistence actions. For the heuristic that we present,
such a definition is sufficient to resolve the fundamental compatibility issues between
the compact and level-based graph representations.

4Tt is important to understand that pairwise mutexes do not give any guarantees of consistency.
For instance, even though all pairs in a group of propositions might be consistent, this doesn’t mean
that all triples will be.
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We now give more precise definitions as to what the different types of mutex rela-
tionships actually mean:

1. A mutex between a pair of proposition nodes represents the impossibility of
achieving the respective proposition truth states concurrently.

2. A mutex between a pair of action nodes represents the impossibility of starting
both actions concurrently.®

3. A mutex between a pair of outcome nodes represents the impossibility of suc-
cessfully completing both outcomes if their respective actions are started at the
same time.

A mutex relationship is only maintained for as long as it can be proved that the
appropriate condition still holds. We emphasise again that the absence of a mutex
relationship does not imply consistency, only that we can’t prove inconsistency.

Although we have defined mutexes in terms of graph nodes, it is also possible to
consider mutex relationships as holding until a particular expiry time. In this case, a
mutex between two elements holds until the first time at which both can be simultane-
ously reached. Mutexes that can never be reached simultaneously are said to have an
expiry time of co. This view of mutex relationships is possible because of their mono-
tonicity over time. That is, once a mutex relationship does not hold at a particular
time, then it cannot hold for any future time.

Now that we have established the general conditions under which a mutex relation-
ship can exist, we describe the rules that are used in their computation. We start with
the action rules. For a given planning graph level, a pair of action nodes are mutexed

if:

1. The actions have competing needs. That is, if there is a mutex between any of
their respective predecessor nodes.

2. The immediate effects of the actions conflict with one another. That is, there are
inconsistent immediate effects.

3. An immediate effect of one action deletes a precondition of the other. This is the
equivalent of the interference condition.

These action computation rules are almost identical to those for the standard planning
graph. The only difference is that only an action’s immediate effects are considered.
Or more specifically, only the immediate effects that are applicable to all outcomes.®

Next we define the rules for outcomes. For a given graph level, a pair of outcome

nodes are mutexed if:

5This does not make any distinction between normal and persistence actions; both are treated in
the same way.

5Since it is technically possible to have immediate effects that only apply to a particular outcome,
even if this is not the norm.
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1. The outcomes are different probabilistic alternatives of the same action. That is,
if the outcome nodes are different, but have the same predecessor.

2. The outcomes’ actions are themselves mutexed in the given level.

3. There is an inconsistency in the outcomes’ timed effects. That is, if one effect
adds a proposition at the same time as another deletes it. It is important to note
that this condition only applies to effects that occur at exactly the same time.

4. One of the outcomes’ effects conflicts with a condition of the other’s action. This
applies to all types of conditions, whether it be at start, over all or at end.
The relative outcome duration plays a part, as an effect can only conflict with a
condition that has been asserted for the effect’s time.

The outcome computation rules do not have a direct parallel to those for the stan-
dard planning graph. They directly reflect the possibility for probabilistic effects, and
different duration outcomes.

Finally, there are the rules for propositions. For a given graph level, a pair of
distinct proposition nodes are mutexed if:

1. The proposition nodes are the inverse of one another. That is, if one is TRUE,
and the other is FALSE.

2. The propositions have inconsistent support. That is, all pairs of outcomes that
can achieve the respective proposition nodes are themself mutexed.

The computation rules for propositions are identical to those for the standard planning
graph, except that outcomes provide support in the place of actions.

These computation rules might seem reasonable, but there is a subtle problem.
That is, they do not take into account the possibility of actions starting at different
times. It isn’t possible to just use the rules that we have already defined. This is
because the rules do not take into account the possibility that other interactions might
make starting an action at a slightly different time possible, even if it is mutexed with
another action that is currently in progress.

The easiest way of fixing this problem is to define a separate set of rules for deter-
mining whether or not a pair of simultaneously starting actions are mutexed. A pair
of action nodes, that belong to different graph levels, are mutexed if:

1. There are competing needs between the action preconditions at the latest of the
actions’ graph levels.

This condition is testing whether or not the later action is able to start, given that
the earlier action is already in progress. There is no analog to the inconsistent effects
or interference conditions. These only make sense on the assumption that the actions
start at the same time.
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3.3.3 Construction

The way in which a planning graph is constructed largely depends on which represen-
tation is being used. For a standard planning graph, this generally involves creating
an initial level, and then creating successive levels, each based on the previous. The
process for creating a compact planning graph is similar, in that it starts from the
initial state and adds to the graph by looking forwards in time. The main difference
- aside from those in the representation - is that an event queue is used to work out
what gets added next.

When creating a level-based planning graph for probabilistic temporal planning, the
key thing to realise is that the construction can be also be managed by using an event
queue. When an outcome node is created, then events for each of its effects should be
added to the queue. Once a level is completed, then the time of the next set of events
on the queue is used as the time of the next one. These events are dequeued, and then
used to correctly add the edges from their respective outcome nodes to the appropriate
proposition nodes in the new level. The main complication to graph construction is
dealing with immediate effects. We resolve this by allowing immediate effects to loop
back on the current level, rather than adding them to the event queue. An alternative
to this would be to allow multiple graph levels with the same time. Both solutions
complicate the computation of the heuristic estimates. We prefer dealing with a cyclic
graph to the potential over-representation of actions.”

When Prottle constructs a planning graph, it starts by creating a structural rep-
resentation of the proposition, action and outcome relationships.® This compact repre-
sentation is then used to generate a level-based one. The level-based graph is extended
by adding one level at a time. When the point is reached where the next level would
exceed the search horizon, then the graph expansion is stopped. It does not matter if
the graph would have ‘levelled off’ before this, we require that the entire search timeline
is represented. This is because of the way in which heuristic estimates are computed,
where the structure of the planning graph is used to represent the possibilities at the
different points in the timeline.

3.3.4 Cost Propagation

At the heart of Prottle’s graph-based heuristic is the idea of cost propagation. Con-
ceptually, this involves ‘pushing’ cost values through the structure of the graph. These
values are then used to compute the heuristic estimates. But before going into the de-
tails of this computation, we need to explain how cost values get propagated through
the graph.

Every node in the graph is associated with a set of cost values. These sets include a
value that corresponds with each of the goal propositions, where each value represents

It is possible to alleviate the later problem by only allowing new actions to be included in the
‘immediate levels’. However, this comes at the cost of breaking the graph’s monotonicity properties.

8This is similar to the compact graph representation, but does not keep track of all of the required
information.
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the cost of achieving its goal proposition from the given node.? More specifically, these
values are a lower bound on goal reachability. As Prottle currently only supports
a lower bound cost heuristic, we confine our description to those. In principal, the
techniques that we describe could be adapted to support an upper bound heuristic,
although this would most likely require structural changes to the planning graph.!®

The costs used in cost propagation are restricted by the same bounds that are used
by the search algorithm. That is, cost values are required to be in the range [0, 1]. This
should be no surprise, as the purpose of doing this is to generate heuristic estimates
for the search algorithm.

Cost propagation is based on a recursive relationship. This relationship computes
a node’s cost values based on those of other nodes. In Prottle, the propagation occurs
backwards through the graph, with initial values given to the final level’s proposition
nodes forming the base case. For goal nodes, this is a value of 0 for their own cost
component, and 1 for those corresponding to other goal propositions. Non-goal nodes
are given a value of 1 for all cost components. The propagation then pushes the cost
values back onto the preceding level, and so on until all nodes are associated with cost
values. To simplify the edge cases, initial cost values are also given to nodes not in the
final level. These are given a value of 1 for all cost components.

The propagation formulae are defined as:

Co(n,i) = [ Cpo(n'i) (3.1)

n’eS(n)

Ca(n,i) = Y P)Co(n’,i) (3.2)
n’eS(n)

Cp(n,i) = [ Caln',i) (3.3)
n’eS(n)

where C' is the ith cost component, S are the successors, and P is the probability of
node n. Subscripts are given to C' according to node type: o for outcome, a for action
and p for proposition. Both C, and C, are admissible; the values associated with
their successors are multiplied on the chance that they lead to distinct non-exclusive
possibilities. The C, formula is an exact computation.

For many domains, a proposition or action node’s successors cannot lead to distinct
and non-exclusive possibilities.!! If we assume that this is the case, then we are able
to greatly improve the quality of the cost propagation formulae:

Co(n,i) = min Cp,(n,i) (3.4)
n’eS(n)

9The cost components are general, and could be extended to include other things. This could
include values for metric resource costs, or an aggregation of the other cost components.

0This is because lower bound heuristics require the planning graph to represent a lower bound
on the reachability problem, where elements are never included in the graph too late. Upper bound
heuristics would require the opposite, where elements are never included too early.

HThis applies, for example, to any domain where there is no possibility of concurrency.
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Ca(n,i) = Y. P(n')Co(n',i) (3.5)
n/eS(n)

Cp(n,i) = n’rélg'r(ln) Cq(n' ;1) (3.6)
Now we say that C, and C), are conditionally admissible. That is, they are admis-
sible as long as the assumption holds. These formulae essentially exhibit what has
been called called maz-propagation [Do and Kambhampati 2002].12 Tt is interesting to
consider that max-propagation is admissible for temporal planning, and also for non-
concurrent probabilistic planning. But as soon as concurrency and probabilistic effects
are combined, the admissibility property is lost.

We speculate that it is possible to combine both sets of propagation rules without
the need to make a simplifying assumption. The basic idea is to use mutexes to compute
the sets of possibly consistent actions, each of which would be exclusive with the others.
The weaker propagation rules are then used to compute cost values for each of these
sets, and are then combined by taking the minimum of each of the cost components.
This could possibly be facilitated by adding extra layers to the planning graph, with a
node to represent each distinct action set.

Independent of the propagation rules that are being used, there are a couple of
implementation issues that need to be resolved. This has to do with the way in which
the propagation rules are applied, which is unfortunately not as straight-forward as it
might first appear. Recall the method by which we deal with immediate effects, by
introducing potential cycles in the graph. To make sure that any cycles get dealt with
correctly, the propagation is done in a level-based manner. That is, the propagation
formulae are only applied for a single level at a time; computing the values first for
outcomes, then actions and finally the propositions of the level’s predecessor. Because
all nodes are given initial cost values, it is not necessary to ignore immediate outcome
effects. The propagation is then repeatedly applied to the level until its cost values
stop changing.

In some abnormal situations, it is possible for the cost adjustment step to get stuck
in a loop that does not terminate. Fortunately, there is a bound on the number of
times that this step needs to be repeated before there is a guarantee of admissibility.
This is the same as the number of non-persistence actions present in the graph level.
We know that this is a bound because it is not possible for there to be more distinct
steps for a given level than there are actions.!3

Finally, there is an issue about what to do about actions that do not have any
preconditions. The propagation formulae only function as intended if all actions do
have at least one precondition, as there needs to be something to propagate cost values
back to. This issue can be resolved simply by creating a ‘fake’ proposition for each
of the affected actions, which are then used to give the actions each a prerequisite. '

20thers have shown that taking the summation of costs gives more accurate estimates, but only by
sacrificing admissibility.

13The extreme case is one distinct step for each action.

141f the more general propagation rules are being used, then there only needs to be a single proposition
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These propositions are initially true, and cannot be deleted.

3.3.5 Heuristic Computation

When Prottle is using its planning graph heuristic, then a cost estimate is computed
for each new state that is created. The full process for computing such an estimate
includes the following steps:

1. generate a planning graph for the current state,
2. propagate cost values through the newly created graph, and finally

3. use the cost values computed during cost propagation to compute the actual
estimate.

We have explained how the first two of these steps work, but not the third. But before
we get to that, we consider the cost of generating a new planning graph for every state
that is created. As a planning graph is polynomial in size, this would be prohibitively
expensive. That is, the cost would make it unlikely for the use of this heuristic to
produce any overall speed benefit.

Fortunately, it is possible to compute cost estimates without going through this
process for every such computation. This can be done by reusing planning graphs for
many different states. The only restriction on such reuse is that the graph must have
been computed for one of the current state’s predecessors. For instance, it is possible
to compute the graph only once for the initial state, and to compute cost estimates for
all states.

The reuse of planning graphs does not come without a price; a graph that is gen-
erated for a particular state can be a much better representation of reachability than
if it was generated for some previous state. That is, by taking the state properties
into account, the graph will only represent the possibilities from the given state. In
contrast, a graph generated from the initial state will represent every possibility. There
is a clear tradeoff to be made here, between the quality of the cost estimates, and the
speed with which they are computed. It is not clear how often new planning graphs
should be generated to give the maximum overall speed benefit, although we suspect
that it depends both on the size of the problem and the complexity of its domain.
Prottle generally uses a single planning graph for all heuristic computation.

To actually produce a cost estimate for a state, the cost values of the relevant nodes
are combined into a single value. For this purpose, the relevant nodes are some set
of nodes that reflect the full range of possibilities that are reachable from the given
state. Ignoring for the moment the issue of how the costs get combined, we focus on
the question of how the set of relevant states is determined. This set needs to take into
account two different aspects of the given state: its model, and also the contents of its
event queue.

for this purpose.



64 Heuristics

The most obvious way of taking a state’s model into account is to select those
proposition nodes that are both from the level that corresponds to the state’s time,
and whose proposition state is represented in the state’s model. The problem with
this approach is in its interaction with the search algorithm. We would like there to
always be a potential of assigning successive states different cost estimates, but this
is not always the case. The problem is that, because only event states can have a
different model to their parent, successive action and outcome states are not properly
distinguished from one another. We address this problem by selecting: (1) the nodes
from the next time step that correspond to current propositions, (2) the nodes for the
startable actions that the search algorithm has not already considered for the current
time step, if the state is a choice state, and (3) the outcome nodes for the current
unprocessed probabilistic events if the state is a chance state. There is a complication
to this solution in that it doesn’t work for a planning graph’s final level, as there is no
successor level from which to select nodes. In this case, we are forced to select from
the current proposition nodes; although at this point, the lack of distinction doesn’t
really matter.

Once the method of selecting the nodes relevant to a state’s model is understood,
the method for dealing with the event queue is relatively straight-forward. The nodes
corresponding to the queue’s effect events are all relevant, as are the possible effects of
the outcome events. Condition events are not relevant for the purposes of this heuristic,
and are ignored.

All that is left is the method for combining costs. As might be expected, the exact
details of this depend on which set of the propagation formulae are being used. For
the generally admissible propagation formulae, the relevant states’ cost components
are aggregated with the formula:

R(i):== ] C(m.i) (3.7)

1<n<N

where R is the aggregate cost of component i, and N is the number of relevant nodes.

This formula reflects the possible independence of the different nodes, where the cost

might be lower than the minimum value. The aggregation for the conditionally admis-
sible propagation formulae is only slightly different:

R(i) ;== min C(n,i 3.8

(@) = min C(n,i) (3.8)

As we are assuming a lack of independence, we know that the actual cost of achieving

the goal represented by component ¢ cannot be less than the minimum value for that

component.
The final estimate is computed in the same way, irrespective of how the cost com-

ponents are aggregated:

H:= max R(7) (3.9)

where H is the final lower-bound cost estimate.



Chapter 4

Evaluation

4.1 Introduction

The aim of our evaluation of Prottle is twofold. First, we want to get some sense of
how efficient its algorithms and implementation actually are. That is, we want to know
how complex we can make a problem before Prottle starts to have difficulty solving
it. The other aim is to determine the effectiveness of Prottle’s heuristics. We want
to establish whether or not they are able to reduce the time needed to solve significant
problems.

This evaluation considers a number of different problems and domains, each of
which has been written with consideration for Prottle’s capabilities. The complete
set of PDDL definitions can be found in appendix B.

The method that we used for this evaluation is described in section 4.2. This
includes some of the conventions that we use when presenting the results, as well
as relevant details of Prottle’s implementation. The results and are described and
discussed in section 4.3. The chapter concludes with section 4.4, which is a summary
of what was learnt.

4.2 Experimental Method

Before an attempt can be made to solve a problem, Prottle’s implementation requires
the definition of what we call a configuration. This defines the parameters under which
the attempt to solve the problem is made. For the purpose of this evaluation, we are
concerned with the following:

delta The interval that is used for cost convergence.
horizon The maximum time that can be considered in a valid plan.

plangraph The use of the planning graph-based heuristic. For these experiments, we
always use the conditionally admissible propagation rules.’

meta The use of the meta state heuristic.

We expect that the generally admissible rules would have a much smaller benefit. Unfortunately,
we do not have a satisfactory implementation of these rules to confirm this.
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When tabulating the results, we sometimes label the cases where neither the plan-
graph or meta heuristics are being used as none. Similarly, we use both when both
heuristics are being used in combination. All experiments are done using the optimising
version of EXPAND-SOLUTION.

For each experiment, we are concerned with two different quantities:

cost The expected cost of executing the resulting plan. This is determined by evalu-
ating the plan using the recursive cost relationship.?

time The time taken to solve the problem. This is always shown in seconds, and does
not include the time taken to parse the PDDL definitions. We only measure the
userspace time; this is an attempt to exclude the effects of IO operations and

paging.

Prottle is written in Common Lisp, and is compiled using CMUCL version 19a.% One
quirk of this version of CMUCL is that it defers some compilation until certain code paths
are first exercised. To ensure that this does not affect the results, we used Prottle to
solve a variety of different problems before we started recording the results. Another
consideration is CMUCL’s use of automatic garbage collection. To make the starting
point as equal as possible for all experiments, we force the garbage collector to do a
full collection immediately before starting each experiment. We do, however, include
the time taken by the garbage collector during the execution of the experiments. All
experiments were performed on a machine with a 1.5 GHz CPU and 512 MB RAM.

4.3 Results

We start our evaluation with the alchemy domain. This domain is based on the idea of
mixing substances to create other substances. The most important characteristic of this
domain is that it tends to produce problems that have lots of different solutions. There
are three different problems that we use from this domain: alchemy1, alchemy2 and
alchemy3. The experiments for the first alchemy problem are designed to determine
the effect that the choice of delta has on the results.

Figure 4.1 shows a comparison of the meta state heuristic with the unadorned
search. From this, we can see that both give very similar results. The main point
of difference is for low values of delta, where the meta state heuristic is slower and
gives less accurate results. Considering now only the unadorned search, we can see
that there is a trend for lesser quality solutions as delta is increased, although there
are some irregularities. In contrast, the trend for cost is also downward, with a slight
increase for the highest value of delta.

We also test the use of the plangraph heuristic with the first alchemy problem.
The results of this are shown in figure 4.2. These are not included in the other results

2The cost of the initial state is potentially unreliable, both because of the selective cost updates
during solution expansion, and the inadmissibility of the planning graph propagation rules.
3eMUCL stands for CMU Common Lisp.
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Delta ‘ None Cost ‘ Meta Cost ‘ None Time ‘ Meta Time

0.9 0.3362 0.3362 0.22 0.23
0.8 0.369 0.369 0.07 0.08
0.7 0.3182 0.3182 0.17 0.17
0.6 0.3182 0.3182 0.19 0.19
0.5 0.3182 0.3182 0.21 0.22
0.4 0.396 0.396 2.37 2.40
0.3 0.3182 0.3182 29.56 29.04
0.2 0.2956 0.3380 58.21 58.75
0.1 0.2956 0.3380 87.67 114.65
0.0 0.2956 0.3380 111.49 121.94

Figure 4.1: Shows the first set of results for the first alchemy problem. These experiments
have a horizon of 3, and do not use the plangraph heuristic.

for this problem because we wanted to test some extra values of delta. Looking first at
solution quality, we can see that it remains reasonably constant, and also deteriorates
for the high values. The cost values are not optimal; we have only been able to
produce an optimal solution to this problem by abstaining from the use of heuristics,
and keeping delta relatively low. As for time, the results show a similar pattern to the
unadorned search. As delta is increased, the time gradually decreases, but increases
for the very high values. We can demonstrate a positive effect from the plangraph
heuristic from the drastic decrease in time for the low values of delta.

An analysis of why these experiments do not always produce an optimal solution
showed that it was - at least in part - because of the inadmissibility of the optimising
solution expansion algorithm. An unoptimal branch will be selected if its cost has a
smaller lower bound than the optimal branch. Normally, we expect this to be rectified
on the backtracking step. However, because the cost isn’t always updated on the
backtracking step, there is a chance that it won’t be. We speculate that solution
expansion might produce a better result if priority is given instead to the upper bounds
of costs, rather than the lower.

The second alchemy problem is significantly harder than the first, to the point
where we were not able to efficiently solve it without using the plangraph heuristic.
On all experiments without heuristics, the memory was exhausted before the state costs
converged. However, we did observe the cost upper bound decreasing below 1, which
indicates that the unadorned search was able to find at least some ways of satisfying the
goal. We start with figure 4.3, which shows another set of experiments that compare
time with different values of delta. The minimum value with which we were able to
solve the problem is 0.4, and we see a familiar decrease in time as delta is increased.
This time though, we do not have any variation in solution quality.

We also compare the time across different horizon values, as shown in figure 4.4.
Disregarding the horizon value that is too small for a solution to be possible, the cost
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Delta ‘ Cost ‘ Time ‘ None Time ‘ ‘ Delta ‘ Cost ‘ Time ‘ None Time
0.9 0.5956 | 5.72 0.22 0.2 0.369 | 0.31 58.21
0.8 0.5287 | 5.10 0.07 0.1 0.369 | 0.39 87.67
0.7 0.369 0.31 0.17 0.05 | 0.369 | 0.54 -

0.6 0.369 0.31 0.19 0.01 | 0.369 | 0.74 -
0.5 0.369 0.32 0.21 0.005 | 0.369 | 0.82 -
0.4 0.369 0.32 2.87 0.001 | 0.369 | 0.82 -
0.3 0.405 0.18 29.56 0.0 0.369 | 0.83 111.49

Figure 4.2: Shows the second set of results for the first alchemy problem. These experiments
also have a horizon of 3, but all use the plangraph heuristic. For convenience, the time
results for no heuristics are included from figure 4.1.

Delta | 0.4 05 |06 | 0.7 | 0.8 | 0.9
Time || 73.93 | 2.64 | 2.84 | 2.79 | 8.93 | 0.82

Figure 4.3: Shows the first set of results for the second alchemy problem. These experiments
have a horizon of 5, and use the plangraph heuristic. The results all have a cost of 0.55.

remains constant across all values. This reflects the lack of a better solution for larger
horizons, even though the search will spend longer before it will conclude that such a
solution does not exist.

The results for the third and final problem for the alchemy domain are shown
in figure 4.5. We show a small number of results for this problem, which is slightly
more difficult than the previous. As with the previous, we were only able to solve this
problem by using the plangraph heuristic.

The next domain that we explore is called teleport. It is based on the idea of
moving people between locations with a probability of success that depends on whether
the movement is done quickly or slowly. There are also three problems for this domain:
teleportl, teleport2 and teleport3. This domain is intended to be conducive to
significant problems that can be solved without heuristics.

Figure 4.6 shows the experiments for the first teleport problem. This is a compar-
ison of all of the heuristic combinations over the significant values of delta. Overall,

Horizon 2 3 4 5 6
Cost 1.0 | 0.55 | 0.55 | 0.55 | 0.55
Time || 0.04 | 0.14 | 0.14 | 2.64 | 22.04

Figure 4.4: Shows the second set of results for the second alchemy problem. These experi-
ments have a delta of 0.5, and use the plangraph heuristic.
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Horizon 4 5 6
Time || 18.57 | 18.88 | 140.93

Figure 4.5: Shows the results for the third alchemy problem. These experiments also have a
delta of 0.5, and use the plangraph heuristic

Delta ‘ None Time | Meta Time ‘ Plangraph Time | Both Time

0.3 2.08 2.12 1.73 0.81
0.2 10.39 10.57 1.75 0.81
0.1 78.99 186.64 1.77 0.81
0.0 194.89 211.19 2.80 4.34

Figure 4.6: Shows the results for the first teleport problem. These experiments have a
horizon of 30, and their results a cost of 0.19.

the plangraph heuristic shows the best performance. It is interesting that the meta
state heuristic by itself shows the worst performance, but the best - for at least some
values of delta - when used in combination with the plangraph heuristic.

The experiments for the next teleport problem compare the plangraph time
with that of the unadorned search algorithm. Figure 4.7 shows the results of this,
where the plangraph heuristics again show a significant time improvement over the
unadorned search. The results for the last teleport problem are shown in figure 4.8.
This problem is almost identical to the second, and shows how making even small
changes can significantly change a problem’s difficulty.

Because Prottle’s cost mechanism doesn’t currently consider any temporal prop-
erties of a plan, it is difficult to evaluate against problems where effects are not proba-
bilistic. It is able to solve such problems, but is not able to discriminate between plans
that eventually lead to goal satisfaction, no matter how many superfluous actions they
contain. As soon as one way of satisfying the goal is found, then this is returned as the
solution. However, there is a way of reformulating temporal problems so that we get
some form of discrimination. We do this by giving each action two outcomes; one has
the action’s actual effects, and the other creates a situation from which it is impossible
to satisfy the goal. If all of the ‘real’ outcomes are given the same probability, then
Prottle will tend to minimise the number of actions in the plan.

‘ Delta ‘ Horizon ‘ Cost ‘ None Time ‘ Plangraph Time ‘
| 00 | 25 03440 64050 | 19.00 |

Figure 4.7: Shows the results for the second teleport problem.
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Delta 0.1 0.2 0.3
Time || 862.85 | 423.22 | 658.30

Figure 4.8: Shows the results for the third teleport problem. These experiments have a
horizon of 20, and use the plangraph heuristic. Their results all have a cost of 0.7975.

Delta ‘ None Time ‘ Meta Time | Plangraph Time ‘ Both Time ‘

0.1 8.89 8.84 13.11 13.12
0.0 8.70 8.92 13.77 13.70

Figure 4.9: Shows the results for the first walk problem. These experiments have a horizon
of 21, an their results a cost of 0.5676.

The walk domain is a example of using this problem reformulation technique. There
are only two problems: walkl and walk2. Figures 4.9 and 4.10 show the results of the
experiments for these problems, respectively. The main thing to note is that the effect
of the meta state heuristic ranges from negligible to negative.

We have also tested Prottle on other similarly modified temporal domains. A
non-probabilistic temporal planner called LPG was used to provide a comparison.? We
found that Prottle’s performance was substantially inferior to that of LPG, and that
it was having trouble solving even simpler problems. We believe that a large part of
the reason for this is the amount of branching in the search space.

The maze domain was designed to give the meta state heuristic a chance to be
effective. We have observed that for many of the other problems, it took a long time to
find even a single way of satisfying the goal. As there is no chance of getting any benefit
from the meta state heuristic until the cost upper bounds start decreasing, it should
not be surprising that it does not provide an overall benefit in such circumstances.
The maze domain is designed to give the meta state heuristic a chance by making the
possible solutions with the smallest number of actions the least likely to succeed.

Figure 4.11 shows the results for the maze problem. This compared the use of the
plangraph heuristic with both heuristics in combination. Our attempt to create a
situation that benefited from the meta state heuristic was only partially successful;

4LPG was awarded as the best fully-automated planner at the International Planning Competition
in 2002.

‘ Delta ‘ Horizon ‘ Cost ‘ Plangraph Time ‘ Both Time ‘
| 00 | 12 [0.5675 | 284.27 | 34051 |

Figure 4.10: Shows the results for the second walk problem.
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Delta | Plangraph Cost ‘ Both Cost ‘ Plangraph Time | Both Time

0.2 0.1941 0.1941 12.31 11.91
0.1 0.1941 0.1941 14.75 20.36
0.0 0.1780 0.2590 93.05 31.86

Figure 4.11: Shows the results for the only maze problem. These experiments have a horizon
of 10.

although we were able to show a significant speedup for a delta of 0.0, this only came
at the expense of solution quality. This is not particularly promising, although to be
fair, the loss of quality is probably at least partially caused by the previously mentioned
problem with solution expansion.

4.4 Summary

We have come to conclude that Prottle is able to solve problems of an interesting size,
although it seems to be sensitive to the level of branching, and on purely temporal
domains it is not competitive with current state-of-the-art planners. The choice of
delta can make a substantial difference to how long it takes to solve the problem,
and can also influence the quality of the eventual solution. Unfortunately - but not
unexpectedly - the value that works best seems to vary from problem to problem. The
horizon can also make a large difference to how easy it is to solve a problem, and it
is important to choose a value that is not too large.

The plangraph heuristic has shown itself to be a great success. It has consistently
reduced the amount of time needed to solve substantial problems, and has allowed us
to solve problems that were infeasible with the unadorned search. In contrast, the
meta state heuristic has shown itself to be erratic. It might still be useful in certain
specific situations, but only when used in combination with the plangraph heuristic.

This evaluation has also exposed a problem with the way in solution expansion is
currently done, in that the states with the smallest cost lower bound are chosen. This
can lead to a suboptimal solution being expanded, even if an optimal solution was
discovered during the search.
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Chapter 5

Conclusion

5.1 Summary

In this thesis, we have presented a probabilistic temporal planner called Prottle. That
is, a planner that can deal with concurrent durative actions and probabilistic effects.
We have developed a general action formalism for this planner, one that is partly based
on that for PDDL2.1. In this formalism actions can have outcomes with different
durations, and the effects associated with each outcome can occur at any time in the
interval of the action’s duration. We discuss the issue of knowledge that arises when
probabilistic effects are combined with time, and develop a flexible and generic solution
that resolves it. For our planner’s input language, we develop a backwards-compatible
extension to PDDL2.1.

We present a generic search framework for probabilistic temporal planning. This
includes a novel search algorithm that combines various properties of both AO* and
LRTDP, and a way of structuring the search space that is aimed at maximising the
search algorithm’s ability to discriminate between different choices. We also show how
a search algorithm can make use of both lower and upper bounds of state costs, and
how an event queue data structure can be used to efficiently detect inconsistencies
between action effects.

To augment the search framework, we identify two different types of heuristics:
labelling and cost-based. The first is based on the idea of labelling unlikely states as
solved, and we give an example in what we call the meta state heuristic. The second
type of heuristic works by computing initial estimates for state cost bounds. Our
example of this is based on the idea of propagating cost values through the structure
of a planning graph.

Our evaluation of Prottle showed that the algorithms and techniques are effective,
in that they are able to be used to solve problems of at least an interesting size. In
particular, it showed that the planning graph heuristic can make a substantial difference
to the amount of time that it takes to solve a problem. However, it also showed that
there is still a lot of room for improvement, and we have some ideas about what could
be done to achieve this.
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5.2 Further Work

Although Prottle has shown itself to be successful, our evaluation has shown that there
is still a large potential for improvement. Any future work would need to investigate
ways of making the algorithms more practical for large problems; where there is a high
level of branching in the search space.

5.2.1 Implementation

Although some attention was paid to code-level efficiency, Prottle is not heavily op-
timised. We are also not entirely satisfied with with all parts of the implementation.
This applies in particular to the implementation of the planning graph heuristic. In
hindsight, some of the early design decisions in its implementation turned out to be a
mistake, and have possibly been detrimental to the heuristic’s effectiveness. It would
be worthwhile to revisit some parts of the implementation, and to generally address
the bottlenecks that are identified by a profiler.

5.2.2 Branching

There are several ways in which the level of branching in the search space could be
reduced. The one that we believe that has the greatest chance of making a big impact
is to adopt a more compact search space structure, by combining equivalent states. We
don’t think that this should be done indiscriminately; with our search space structure,
testing every state for equivalence would be wasteful. Instead, we would use one of the
ideas from the meta state heuristic, which only considers action-event states that
advance time by a non-zero amount.

With the formalism that we have presented, combining equivalent states would
make the search space an acyclic graph. However, some very recent research into prob-
abilistic temporal planning has explored the problem of eliminating global time from
the state representation entirely. What this does is make the search space potentially
cyclic, and thus make it possible to extract solutions that contain loops. This research
is described in [Mausam and Weld 2004a]. It would be interesting to see if it could be
applied to Prottle’s framework, which is more general than the one that is described.

Related to this research, two different rules for pruning action choices have been
presented in [Mausam and Weld 2004b]. These rules are called combo skipping and
combo elimination. They are intended for a concurrent MDP framework, and might
be made applicable to Prottle. Without going into the gory details, we doubt that
combo skipping could be directly applied to Prottle’s framework, as it seems to re-
quire that the search and cost mechanism work differently. However, combo elimination
looks quite promising. This rule compares cost lower and upper bounds, and prunes
action selection branches when a lower bound on the branch’s cost can be shown to be
higher than the parent state’s upper bound. Interestingly, the author’s suggest that
the problem be solved without concurrency to obtain the upper bounds. In Prottle’s
framework, this isn’t necessary. We had actually already considered a similar optimi-
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sation, but decided that it would be unlikely to help much.! However, the parent state
of an action selection branch would be the equivalent of an outcome-event state. This
lead to the realisation that a similar rule could be used to test a state against any of
its predecessors, as long as a suitable adjustment was made for probability. We believe
that these ideas deserve to be investigated further.

5.2.3 State Compacting

One of the distinguishing features of Prottle’s search framework is the structure of
its search space. In particular, there is an advantage in choosing the actions to start
sequentially, rather than all at once, because it better allows for pruning. However,
once the search space has been sufficiently explored, this advantage does not provide
any ongoing benefit, and we instead pay a price for having more states than we strictly
need to.

We believe that it is possible to ‘compact’ the search space on the backtracking step
of a search trial. This would still give us the benefit during the initial exploration, but
we would not have to pay the ongoing price once the states become superfluous. The
challenges with getting this to work would in in working out the conditions under which
the search space can safely be compacted, and also making sure that no information is
lost when this is done.

5.2.4 Planning Graph

Being able to compute reasonable cost estimates quickly is an essential part of mak-
ing Prottle’s search framework practical. The planning graph heuristics have shown
themselves to be effective in this regard, although we believe that they can still be
improved. For example, the backwards cost propagation has the property that any of
an action’s individual preconditions get assigned a cost as if they were the only precon-
ditions. When the conditionally admissible propagation rules are being used, the effect
of this is marginal. But for the generally admissible rules, it contributes to an extreme
amount of over-counting, and weakens the effectiveness of the heuristic substantially.
One way of addressing this issue might be to do some form of ‘cost splitting’, where
the cost of an action node is divided among its preconditions. Another would be to
make use of some form of ‘dependency’ information.

We also believe that there is a potential to make better use of mutex information.
For instance, it is possible to adjust the cost propagation rules to give more accurate
estimates when it is known that the alternative possibilities are exclusive. One idea is
to compute the sets of action or proposition nodes that are possibly consistent. Costs
could then be computed for each set, the best of which would be taken as the actual
estimate.

Aside from improving the quality of the cost estimates, it would also be worth
investigating whether or not computing initial upper bound cost estimates would have
a net benefit. It is possible that it would, especially if more heuristics that make use of

1We have now reconsidered this, as it would assist the labelling optimisation.



76 Conclusion

the upper bound value are introduced. The main challenge would be figuring out the
ways in which the planning graph and cost propagation would need to be adjusted for
the estimates to be an upper bound.

5.2.5 Cost Functions

Although the Prottle’s cost mechanism currently only considers probability, it was
designed to consider other factors. In section 2.4.3, we described the way in which
the cost mechanism could be extended. It would be very worthwhile to put this into
practise, as there is currently nothing that can distinguish between the temporal aspects
of candidate solutions. What would be ideal would be a system that allows arbitrary
functions to be used, which could take things like probability, makespan, and the
number of actions into account. As long as both upper and lower bounds can be
established for all of the variables that are used, this can be done entirely within the
existing framework.

5.2.6 Resources

Many practical problems involve some form of resource management. And although
problems can be formulated to use propositions as resources, this can be very inefficient
when they are used in large numbers. The standard way of dealing with this problem
is to use what are called metric resources. This allows entities to be associated with
numerical quantities, which can be consumed and produced. Actions can include re-
source requirements in their preconditions. Adding support for metric resources would
be an important step in improving Prottle’s suitability for practical use.

5.2.7 Iterative Search

In the original conception of Prottle’s search algorithm, an iterative deepening process
was to be used for the search. The idea is that the problem is first solved for an
initial search horizon. Successive attempts are then made to solve the problem, with
the horizon being extended for each attempt. This process terminates when some
condition is met, which could be simply solving the problem, finding a solution with a
‘good enough’ quality, or reaching some limit on the number of iterations.

The idea with this is that the states that are explored for one iteration can be
reused for the next. This requires two main things: (1) that lower cost bounds are
discarded after each iteration, and (2) that a distinction is made between states that
have ‘failed’ for the current iteration, and those that have failed permanently.

It is possible that the overhead of discarding the cost lower bounds would be great
enough that iterative horizon extension would not be worthwhile, even though the
upper bounds are still valid for successive iterations. However, there is still another
possibility for an iterative search, which is to reduce the interval used for convergence
on each iteration. This has a substantially lower overhead, cost lower bounds do not
have to be discarded. It also has an additional benefit of making the distinction between
temporarily and permanently failed states unnecessary.
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A further possibility is a combination of both types of iteration, where successive
iterations extend both the horizon and reduce the delta. In fact, any combination of
parameters could be changed on successive iterations, and control a series of searches
in an attempt to obtain a solution with the desired qualities. It would be interesting to
see if an iterative approach is feasible, and whether it could be manipulated to somehow
provide an overall benefit.

5.2.8 Processes

One very new area of planning research is in planning with processes. In this context,
a process refers to an activity that occurs independently of a executors of a plan,
although they may be able to influence its effects. For example, a process could be
used to model the movement of items that are placed on a conveyer belt.

We believe that the structure of outcomes in Prottle’s action formalism lends itself
naturally to the idea of a process. If we discard the assumption that the outcomes are
structured as a tree, and allow nodes to be structured as a graph, then this could
form the basis of process planning framework. The elegance of this approach is that
the fundamental mechanisms for dealing with the discrete steps in such a process are
already built into the search algorithm. The most obvious challenge would be figuring
out how this would need to be adapted to handle things like conditional outcomes. One
possibility would be to use the structure of an AND-OR graph. And of course, once
things like conditional effects have been figured out, they could be used to extend the
capabilities of ordinary action outcomes.

5.3 Conclusion

We have developed and implemented a general framework for probabilistic tempo-
ral planning. The framework satisfies both of its major objectives; it is domain-
independent, and we have shown how it can be used with planning graph heuristics.
We have also done some work towards optimising the framework’s efficiency, such as
through the optimisations made to the search algorithm, and the investigation of la-
belling heuristics. And finally, we have shown that it is possible to extend PDDL for
probabilistic temporal planning in a backwards-compatible manner.
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Appendix A

Durative Action Grammar

This grammar specification describes the durative action grammar that is implemented
by Prottle. It is intended to be read in conjunction with the description of the
PDDL extension in section 2.3. This grammar is written to be consistent with that for
PDDL2.1 [Fox and Long 2003]. Most missing functionality can be restored simply by
adding the relevant PDDL2.1 productions.’

A convention for PDDL grammars is to label productions that are conditional on a
required capability. We use :probabilistic-temporal as the label for the extensions
that we make.?

<durative-action-def> ::= (:durative-action <da-symbol>
:parameters (<typed list (variable)>)
<da-def body>)

<name>

<da-symbol>
<da-def body>

[:duration <duration-constraint>]
:condition <da-GD>
effect <da-effect>

<variable> = 7<name>

<typed list (x)> =gt

<typed list (z)> ;i=iPing ot _ <type> <typed list (z)>
<primitive-type> = <name>

<type> = <primitive-type>

<duration-constraint> <simple-duration-constraint>

(<d-op> ?duration <d-value>)

<simple-duration-constraint> ::

<d_0p> ci= =
<d-value> = <number>
<da-GD> = Q0

<da-GD> = <timed-GD>
<da-GD> = (and <timed-GD>%*)

!The :conditional-effects, :fluents and :continuous-effects capabilities would need some addi-
tional changes.
2In the terminology of PDDL, :probabilistic-temporal is a requirement.
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<timed-GD>
<timed-GD>
<time-specifier>
<time-specifier>
<interval>

<GD>

<GD>

<GD>

<GD>
<literal (t)>
<literal (t)>
<atomic formula (¢)>
<term>
<term>
<predicate>
<number>

<da-effect>
<da-effect>
<da-effect>
<timed-effect>
<da-time-specifier>
<da-time-specifier>

<pt-effect>
<pt-effect>
<pt-effect>
<pt-effect>
<c-effect>
<p-effect>
<p-effect>

<probabilistic>
<outcome>
<label>

<o-effect>
<o-effect>
<o-effect>
<o-timed-effect>
<o-time-specifier>
<o-time-specifier>

(at <time-specifier> <GD>)
(over <interval> <GD>)
start

end

all

9)

<atomic formula (term)>

—:negative-preconditions <literal (term)>

(and <GD>*)

<atomic formula (¢)>

(not <atomic formula (¢))
(<predicate> t*)

<name>

<variable>

<name>

Any numeric literal

(integers and floats of the form n.n).

O

(and <da-effect>™)

<timed-effect>

(at <da-time-specifier> <pt-effect>)
<time-specifier>

—:probabilistic-temporal <d_value>

O
(and <c-effect>*)
<c-effect>

—:probabilistic-temporal <pr0bab1 1i st i c>

<p-effect>
<atomic formula (term)>
(not <atomic formula (term)>)

(probabilistic <outcome>*)
<d-value> <label> <o-effect>
<name>

O

(and <o-effect>*)

<o-timed-effect>

(at <o-time-specifier> <pt-effect>)
end

<d-value>



Appendix B

PDDL Domains

This appendix contains the PDDL definitions for the problems and domains that were
used in the evaluation of Prottle, the results of which can be found in chapter 4.
These definitions are all written using Prottle’s extension of PDDL2.1.

B.1 Alchemy

(define (domain alchemy)
(:requirements :probabilistic-temporal :typing)
(:types powder potion - substance)
(:constants red blue green yellow orange
grey white black gold - powder
water dilute potent - potion)
(:predicates (have 7substance))
(:durative-action mix-red-blue
:parameters ()
:condition (at start (and (have red) (have blue)))
reffect (and (at start (and (not (have red))
(not (have blue))))
(at 1 (probabilistic
0.5 yellow (at 1 (have yellow))
0.5 orange (at 1 (have orange))))))
(:durative-action mix-blue-green
:parameters ()
:condition (at start (and (have blue) (have green)))
reffect (and (at start (and (not (have blue))
(not (have green))))
(at 1 (probabilistic
0.25 red-grey (and (at 1 (have red))
(at 2 (have grey)))
0.75 red-white (and (at 1 (have red))
(at 3 (have white)))))))
(:durative-action mix-red-yellow
:parameters ()
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:condition (at start (and (have red) (have yellow)))
teffect (and (at start (and (not (have red))
(not (have yellow))))
(at 1 (probabilistic
0.5 white (at 2 (have white))
0.5 grey (at 1 (have grey))))))
(:durative-action mix-white-orange
:parameters ()
:condition (at start (and (have white) (have orange)))
:effect (and (at start (and (not (have white)) (not (have orange))))
(at 1 (probabilistic
0.9 gold (at 1 (have gold))
0.1 red-blue-green (at 2 (and (have blue)
(have green)

(have red)))))))

(:durative-action mix-grey-yellow
:parameters ()
:condition (at start (and (have grey) (have yellow)))
:effect (and (at start (and (not (have grey)) (not (have yellow))))
(at 2 (probabilistic
0.2 gold (at 2 (have gold))
0.8 black-blue (and (at 2 (have black))

(at 3 (have blue)))))))
(:durative-action mix-potion

:parameters (7p - powder)
:condition (at start (and (have water) (have 7p)))
:effect (and (at start (and (not (have water)) (not (have 7p))))
(at 3 (probabilistic
0.3 potent (at 4 (have potent))

0.7 dilute (at 3 (have dilute))))))
(:durative-action strengthen-potion

:parameters ()
:condition (at start (and (have dilute) (have gold)))
:effect (and (at start (and (not (have dilute)) (not (have gold))))
(at 3 (probabilistic
0.9 potent (at 3 (have potent))

0.1 water (at 4 (have water))))))
(:durative-action recycle

:parameters (7p - powder)
:condition (at start (have ?7p))
:effect (and (at start (not (have ?7p)))
(at 1 (probabilistic
0.3 red (at 1 (have red))
0.3 blue (at 1 (have blue))
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0.2 green (at 1 (have green))
0.1 yellow (at 1 (have yellow))
0.1 black (at 4 (have black)))))))

(define (problem alchemyl)
(:domain alchemy)
(:objects)
(:init (have red) (have blue) (have green))
(:goal (have yellow)))

(define (problem alchemy?2)
(:domain alchemy)
(:objects)
(:init (have red) (have blue) (have white))
(:goal (have gold)))

(define (problem alchemy3)
(:domain alchemy)
(:objects)
(:init (have yellow) (have orange) (have grey) (have water))
(:goal (have potent)))

B.2 Teleport

(define (domain teleport)
(:requirements :probabilistic-temporal :typing)
(:types person location)
(:predicates (at ?p - person 71 - location)
(linked 711 712 - location) (movable 711 712 - location))
(:durative-action fast-teleport
:parameters (7p - person 7from 7to - location)
:condition (and (at start (and (at 7p 7from)
(linked 7from ?7to)))
(over all (linked 7from 7to)))
:effect (and (at start (not (at 7p 7from)))
(at 5 (probabilistic
0.5 life (at 7 (at 7p 7to))
0.3 bounce (at 5 (at ?p 7from))
0.2 death ()))))
(:durative-action slow-teleport
:parameters (7p - person 7from 7to - location)
:condition (and (at start (and (at 7p 7from)
(linked 7from ?7to)))
(over all (linked 7from 7to)))
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:effect (and (at start (not (at 7p 7from)))
(at 10 (probabilistic
0.9 life (at 15 (at 7p ?to))
0.1 death ()))))
(:durative-action link
:parameters (7source 7old-to 7new-to - location)
:duration (= ?duration 10)
:condition (at start (and (linked ?7source 7old-to)
(movable ?source 7old-to)))
:effect (and (at start (not (linked ?source 7old-to)))
(at end (probabilistic
0.9 switch (at end (linked ?7source 7new-to))

0.1 snap O)))))

(define (problem teleportl)
(:domain teleport)
(:objects pl - person
11 12 13 - location)

(:init (linked 11 12) (linked 12 13)
(movable 11 12) (movable 11 13)
(movable 12 13) (movable 12 11)
(at pl 11))

(:goal (at pl 13)))

(define (problem teleport2)
(:domain teleport)
(:objects pl p2 - person
11 12 13 - location)
(:init (linked 11 12) (linked 13 12)
(movable 11 12) (movable 13 12)
(at p1 11) (at p2 13))
(:goal (and (at pl 13) (at p2 11))))

(define (problem teleport3)
(:domain teleport)
(:objects pl p2 - person
11 12 13 - location)
(:init (linked 11 12) (linked 13 12) (linked 12 11)
(movable 11 12) (movable 13 12)
(at p1 11) (at p2 13))
(:goal (and (at pl 13) (at p2 11))))
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B.3 Walk

(define (domain walk)
(:requirements :probabilistic-temporal :typing)
(:types item person - locatable
location)
(:predicates (at 7o - locatable 71 - location)
(hold ?p - person 7o - item)
(linked 7from 7to - location)
(ready 7p - person)
(good))
(:durative-action walk
:parameters (7p - person 7from 7to - location)
:duration (= ?duration 5)
:condition (at start (and (good) (ready ?7p)
(1inked ?from 7to) (at 7p 7from)))
:effect (and (at start (not (at 7p 7from)))
(at 0 (probabilistic
0.9 good (at end (at ?p 7to))
0.1 bad (at 0 (not (good)))))))
(:durative-action jog
:parameters (7p - person 7from 7to - location)
:duration (= 7duration 6)
:condition (at start (and (good) (ready ?7p)
(l1inked ?from 7to) (at 7p 7from)))
reffect (and (at start (and (not (at ?p ?from))
(not (ready 7p))))
(at 0 (probabilistic
0.9 good (and (at 4 (at 7p 7to))
(at end (ready 7p)))
0.1 bad (at 0 (not (good)))))))
(:durative-action run
:parameters (7p - person 7from 7to - location)
:duration (= 7duration 10)
:condition (at start (and (good) (ready ?7p)
(l1inked 7from 7to) (at 7p 7from)))
reffect (and (at start (and (not (at ?p ?from))
(not (ready 7p))))
(at 0 (probabilistic
0.9 good (and (at 2 (at 7p 7to))
(at end (ready ?7p)))
0.1 bad (at 0 (not (good)))))))
(:durative-action get
:parameters (7p - person 7o - item 71 - location)
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:duration (= 7duration 2)
:condition (and (at start (and (good) (at 7o 71) (at 7p 71)))
(over all (at 7p 71)))
teffect (and (at start (not (at 7o 71)))
(at 0 (probabilistic
0.9 good (at end (hold ?p 70))
0.1 bad (at 0 (not (good)))))))
(:durative-action drop
:parameters (7p - person 7o - item 71 - locatiomn)
:duration (= 7duration 2)
:condition (and (at start (and (good) (hold ?p 7o) (at ?p 71)))
(over all (at 7p 71)))
:effect (and (at start (not (hold ?7p 70)))
(at 0 (probabilistic
0.9 good (at end (at 7o 71))
0.1 bad (at 0 (not (good))))))))

(define (problem walkl)
(:domain walk)
(:objects pl - person
ol 02 - item
11 12 13 - location)
(:init (linked 11 12) (linked 12 11)
(l1inked 12 13) (linked 13 12)
(at pl 11) (at ol 11) (at o2 13)
(ready pl) (good))
(:goal (and (at pl 11) (at 02 12) (at ol 13))))

(define (problem walk2)
(:domain walk)
(:objects pl p2 - person
ol 02 - item
11 12 13 - location)
(:init (linked 11 12) (linked 12 13) (linked 13 12) (linked 12 11)
(at ol 11) (at 02 13)
(at pl 11) (at p2 13) (ready pl) (ready p2) (good))
(:goal (and (at ol 13) (at o2 11))))

B.4 Maze

(define (domain maze)
(:requirements :probabilistic-temporal :typing)
(:types key person - locatable
red-key green-key blue-key - key
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location)
(:constants start finish limbo - location)
(:predicates (at 7o - locatable 71 - location)
(have ?p - person 7k - key)
(red 7from 7to - location)
(green 7from 7to - location)
(blue ?from ?to - location)
(open ?from 7to - location)
(closed 7from 7to - location))
(:durative-action move
:parameters (7p - person 7from 7to - location)
:condition (at start (and (at ?p ?from) (open 7from ?7to)))
:effect (and (at start (not (at 7p 7from)))
(at 2 (probabilistic
0.95 move (at 3 (at ?p 7to0))))))
(:durative-action open-red
:parameters (?p - person 7k - red-key 7from 7to - location)
:duration (= 7duration 1)
:condition (at start (and (at ?p ?from) (have 7p 7k)
(red 7from 7to) (closed 7from 7to)))
reffect (and (at start (not (have 7p 7k)))
(at 0 (probabilistic
0.8 open (at end (and (open 7from 7to)
(not (closed 7from 7to))))
0.2 closed ()))
(at end (probabilistic
0.5 kept (at end (have 7p 7k))
0.5 lost (0))))
(:durative-action open-green
:parameters (7p - person 7k - green-key ?from 7to - location)
:duration (= ?duration 1)
:condition (at start (and (at ?p ?from) (have 7p 7k)
(green 7from 7to) (closed 7from 7to)))
reffect (and (at start (not (have 7p 7k)))
(at 0 (probabilistic
0.8 open (at end (and (open 7from 7to)
(not (closed 7from 7to))))
0.2 closed ()))
(at end (probabilistic
0.5 kept (at end (have 7p 7k))
0.5 lost (0))))
(:durative-action open-blue
:parameters (?p - person 7k - blue-key 7from 7to - location)
:duration (= 7duration 1)
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:condition (at start (and (at 7p 7from) (have 7p 7k)
(blue 7from ?to) (closed 7from 7to)))
:effect (and (at start (not (have 7p 7k)))
(at 0 (probabilistic
0.8 open (at end (and (open 7from 7to)
(not (closed 7from 7to))))
0.2 closed ()))
(at end (probabilistic
0.5 kept (at end (have 7p 7k))
0.5 lost (0))))
(:durative-action get-key
:parameters (7?p - person 7k - key 7?1 - location)
:duration (= ?duration 1)
:condition (and (at start (and (at 7p 71) (at 7k 71)))
(over all (at 7p 71)))
teffect (and (at start (not (at 7k 71)))
(at end (have 7p 7k))))
(:durative-action gamble
:parameters (7p - person 7k - key)
:duration (= ?duration 2)
:condition (at start (have 7p 7k))
:effect (and (at start (not (have 7p 7k)))
(at 0 (probabilistic
0.05 win (at end (at 7p finish))
0.45 draw (at end (at ?p start))
0.5 loose (at end (at ?7p limbo)))))))

(define (problem mazel)
(:domain maze)
(:objects pl - person
k1 - red-key
k2 - green-key
k3 - blue-key
11 12 13 - location)
(:init (at pl start) (at k1 start) (at k2 11) (at k3 13)
(closed start 11) (closed 11 finish) (closed 11 12)
(closed 12 finish) (closed start 13) (closed 13 finish)
(open start 13) (open 11 start) (open 12 11) (open 13 start)
(red start 11) (red 11 finish) (green 11 12) (green 12 finish)
(green 13 finish) (blue 13 finish))
(:goal (at pl finish)))
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