
We present an approach to automatically identify fine-grained traffic analysis 
zones, estimate a sparse OD matrix for this fine-grained zoning, and evaluate 
the performance of competing OD estimates. 
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Motivation: Urban OD Estimation 
Our work is borne out of forecasting flow under closure to 
certain high volume links in an urban environment. This 
requires the accurate modelling of the OD matrix at a 
sufficiently fine level of granularity. 
 
However, we face some challenges: 
•  How do we identify suitably detailed zones? 
•  How do we reliably estimate OD matrices at a fine 

granularity? 
•  How do we choose between competing OD matrices? 

Goal: Ensure a minimal number of intra-zonal trips, so as to account for flow on high-
volume links. 
 
Strategy: Use as zonal centroids those sites that frequently rely on high-volume links for 
travel to other sites. 
 
Details: Define: 
 
P(e) = Set of OD pairs relying on link e for travel (with high probability) 
C(i, j) = Count of high-volume links that the pair of sites (i, j) relies on for travel. 
 
•  Perform equilibrium assignment on a per-site zoning, with uniform OD matrix. 
•  Compute P(e) for every link. 
•  Compute C(i, j) for every pair (i, j) of sites. 
•  Select site pairs in decreasing order of C(i, j), until sufficient high-volume links are 

accounted for. 
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3.4 Shrinkage Methods 71

TABLE 3.4. Estimators of βj in the case of orthonormal columns of X. M and λ
are constants chosen by the corresponding techniques; sign denotes the sign of its
argument (±1), and x+ denotes “positive part” of x. Below the table, estimators
are shown by broken red lines. The 45◦ line in gray shows the unrestricted estimate
for reference.

Estimator Formula

Best subset (size M) β̂j · I(|β̂j | ≥ |β̂(M)|)
Ridge β̂j/(1 + λ)

Lasso sign(β̂j)(|β̂j |− λ)+

(0,0) (0,0) (0,0)
|β̂(M)|

λ

Best Subset Ridge Lasso

β̂ β̂2
. .β
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FIGURE 3.11. Estimation picture for the lasso (left) and ridge regression
(right). Shown are contours of the error and constraint functions. The solid blue
areas are the constraint regions |β1| + |β2| ≤ t and β2

1 + β2
2 ≤ t2, respectively,

while the red ellipses are the contours of the least squares error function.

���� ����

	
��

�
�

�


�
��
�

���� ����

	
��

�
�

�


�
��
�

Results of fine-grained zoning 
On urban network. 

Comparison of predicted flows, 
coarse and fine zoning. 

Comparison of OD estimates, L2 
and L1 regularisation. 

We apply our techniques to a real-world urban network with 136 sites and 331 links. The 
automated zoning scheme discovers ~40 sites that ensure good coverage of high volume links. 
 
With the fine-grained zoning, we are able to get a much better fit to the observed link flows as 
compared to a manually created zoning of the network. We diagnose the quality of OD 
estimates by looking at held-out flow prediction, as is popular in statistics and machine learning. 
 
The use of L1 regularisation is seen to induce sparse OD estimates. These estimates are much 
more interpretable than those produced by standard L2 regularisation. 
	



Goal: With a fine-grained zoning, we have to estimate a large # of OD flows reliably. 

Details: With L1 regularisation, we need to solve 
 
 
 
 
so that the regulariser is simply linear. This 
objective can be minimised by optimisers 
suitable for box-constraints, such as L-BFGS-B. 

out flow on certain links. The choice of � similarly determines how crucial a particular OD
pair is to explaining traffic on a link. While there is the potential for automated setting of these
parameters in turn, we simply experimented with a few values to determine which minimised
the amount of intra-zonal flow, as well as the number of zones itself.

3.2 OD estimation

Having defined a set of fine-grained traffic analysis zones, we turn to the problem of estimating
the OD matrix x. Our basic idea is that for a fine-grained zoning, the underlying OD matrix
should be sparse: for most OD pairs, there should be exactly zero flow between that pair. This
is because our intuition is that the traffic observed in the network should largely be the result of
the travel between a small subset of the |Z|2 candidate pairs, which e.g. reflects that during the
AM peak, we expect there to be a few popular destinations (corresponding to office locations,
parking lots, and so on), with most other zones seeing minimal in-flow. We may similarly
expect most origins of flow in a business district to come from the boundaries of the network
(corresponding to suburbs and residential areas).

The question then is how we can achieve the sparsity in the OD matrix. Following the GLS
objective (Equation 2), we will consider an objective of the form

min

x⌫0

(Ax� y)

T
W

�1
(Ax� y) + ⌦(X). (4)

Here, W is a diagonal matrix whose entries are of the form

(8e 2 L)Wee = y

�
e

for some � 2 R+. This represents non-isotropic noise in the observed link flows, with higher
link flows (corresponding to more heavily used roads) subject to higher errors. When � = 1,
this is seen to mimic a Poisson model. Further, ⌦ denotes our generic regulariser, which is of
the form

⌦(X) = �1||x||1 + �2(x� x

old
)

T
V

�1
(x� x

old
). (5)

Here, xold is a prior OD matrix, derived for example from survey data. The matrix V is
diagonal matrix, with entries of the form

(8z 2 Z)Vzz0 = (X

old
zz0)

↵

for some ↵ 2 R+. We shall refer to the term (x � x

old
)

T
V

�1
(x � x

old
) as an `2 regulariser,

as it is a weighted version of the `2 norm of x� x

old.

The term ||x||1 =

P|Z|
i,j=1 |Xij| encodes the belief that the true OD matrix is sparse. The

intuition for such a term inducing sparsity follows by interpreting it as a convex relaxation to
the `0 “norm”, which is exactly the number of non zeros in x. We shall refer to this term as
an `1 regulariser. The use of `1 regularisation to discover sparse solutions has seen wide use
in compressed sensing (Donoho, 2006) and in applications of the Lasso algorithm (Tibshirani,
1996).
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⌦(X) = 1T vec(X)

 
Strategy: Intuitively, most OD pairs will not be involved in any trips over a fixed period (e.g. AM 
peak). We thus regularise OD estimates to be sparse, by employing L1 regularisation. The more 
popular L2 (squared) regularisation typically produces dense solutions.	


	



Standard GLS objective Regulariser 


