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Abstract. Image classification is becoming an increasingly useful, important, and relevant process today; it is hence 

important that images can be accurately identified and classified into its appropriate category. In this paper, we utilise 

the CIFAR10 dataset to perform a classification task of images into one of the 10 corresponding classes, using a 

convolutional neural network model. Attempts to make improvements to the original basic model was done by 

changing parameter values manually, but did not result to significant changes in testing accuracy. The model 

performance was compared with that of other literature papers that utilised the same dataset, where we found that 

classification of images with the CIFAR10 dataset can be improved by performing Bayesian optimisation of 

hyperparameters to improve our performance. To further reduce the size of our convolutional neural network, pruning 

can be revisited to significantly speed up performance.  
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1 Introduction 

The classification of images is becoming an increasingly popular and important technique that can be used for real-life 

applications today. For example, classification of soybean leaves images can be used to help identify whether a 

particular soybean is infected with some form of plant diseases, which can highly impact the agriculture sector. Other 

examples might include its application in recognizing, perhaps, faces of criminals on the street easily. With such high 

relevance and significance, it thus became important for an accurate and reliable method to be implemented for the 

classification of images. 

Our previous work has seen the use of artificial neural networks for an accurate identification and classification not of 

images, but of image segments. Image segmentation is defined as the process of dividing an image into multiple 

segments that share similar attributes (MathWorks, n.d.), and is generally considered to be the first step to any attempt 

for automatic analysis or interpretation of an image. It bridges the gap between low-level image processing and high-

level image processing (Qi, n.d.), and is involved in many relevant applications such as object detection, recognition, 

and measurement in digital images (Qi, n.d.). With such clear relationship of image and image segments, one might 

naturally think that the method being employed in our previous work might seem relevant or be deemed useful for the 

aim of classifying images accurately and reliably. Depending on the dataset being used, this might be true. In our case, 

we aim to employ a method that can accurately and reliably classify a real image and not just numerical or categorical 

attributes of an image, whereas our previous method is mainly targeted for simple datasets containing numerical or 

categorical inputs. An extended or advanced method is hence necessary, where we propose the use of convolutional 

neural networks, considered as a ‘deeper’ artificial neural network, which will be explained in a later section. For 

references and background information, this paper will first provide a more detailed description regarding our previous 

work, before the use of convolutional neural networks to classify real images is then discussed. 
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2 Previous Work 

2.1 Choice of Dataset 

Previous work involved the classification of image segments using a dataset called “Image Segmentation”, which can 

be found on the UCI Machine Learning Repository. This dataset was chosen because it aligns perfectly well with our 

previous goal of improving the process of image segmentation, and has a good number of instances and attributes. 

Instances of the dataset were randomly drawn from a database of 7 outdoor images, which were then segmented to 

create a classification for every pixel. The dataset consists of 19 continuous input attributes1, and one output attribute 

that consists of one of the 7 possible classes. There are no missing values. 

The dataset has been split into two parts, one for training and the other for testing. The training data consists of 210 

instances, with 30 instances per class, while the testing data consists of 2100 instances, with 300 instances per class. 

While this ratio is evidently very different from the standard 80-20 ratio that most people use for neural network 

models, the original 210-2100 ratio was used out of respect for the dataset provided by the donors, who have split the 

dataset in this specific manner. Using this dataset, a classification task for the image segments was performed using our 

proposed artificial neural network model. The aim was to develop a neural network model that can, as accurately as 

possible, classify the image segments into one of the 7 possible output classes using just the 19 input attributes. 

2.2 Basic Implementation of Artificial Neural Network 

Initially, a basic neural network was constructed with a python script using various packages2, and the model was then 

fed with the training Image Segmentation dataset (segment-data.csv) for training. The original training dataset 

contained some unnecessary information and its columns were not appropriately labeled, so it was manually (directly 

from the csv file) massaged to remove any unnecessary content, and to adjust its columns so that they match with the 

corresponding labels. The output column, which did not have any label, was given the label “SEGMENT” and was 

placed at the last column instead of the first. We additionally noticed that the target values were written as string values 

(such as “BRICKFACE”, “SKY”, and so on), but numeric values (0, 1, and so on) are what is required for training a 

neural network instead. There are too many instances to manually convert the string target values into numeric values, 

so the conversion process was done in the python script. 

 

The neural network model was designed to contains one hidden layer with 10 hidden sigmoid neurons, and the neural 

network was trained with Stochastic Gradient Descent (SGD) as an optimizer. Performance was later evaluated using 

cross-entropy (measuring distance between actual and targeted output), which works well for a classification task and is 

the preferred method compared to others such as using the Mean Squared Error (MSE). The neural network model 

additionally employs a backpropagation learning algorithm to calculate neural errors and adjust the hidden layer 

weights. While this algorithm is often associated with slow network-training time (Gedeon, 1995), speed is not our 

main concern as we are mainly interested in a higher accuracy. The testing dataset (segmentation-test.csv) was 

preprocessed in a similar manner as the training dataset, before it was then used to test our neural network. 

 

To evaluate and visualize how well the neural network model performs on the different classes more easily, a confusion 

matrix was created, which indicates how many instances the model correctly classifies for every possible segment, and 

if not, in which class those instances were classified. The figure below shows the confusion matrix generated for one 

execution of the neural network model, which gives a testing accuracy of 38.95%. 

 

 

Confusion matrix for testing: 

2 0 95 23 16 25 139 

0 300 0 0 0 0 0 

1 0 192 3 41 16 47 

3 53 26 119 8 6 85 

3 0 66 20 108 49 54 

3 0 84 13 0 0 200 

0 0 194 0 2 7 97 

[torch.FloatTensor of size 7x7] 

Fig. 1. Confusing matrix for testing for early implementation of our neural network model. 

                                                           
1 Please refer to the Appendix section for more details regarding the 19 continuous input attributes 
2 Please refer to the Appendix section for more details regarding the various packages being used 
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As evident from the percentage accuracy reported, this model does not perform well in the classification of image 

segments, and requires additional implementation to improve its accuracy. To achieve an improvement in accuracy, we 

experimented with different values of hidden neurons to find the most suitable value for our neural network model, and 

implemented the shared weight topology into our original implementation. 

2.3 Improved Implementation 

2.3.1 Experimenting with the Number of Hidden Neurons 

The number of hidden neurons can significantly affect the performance of the neural network model (Log0, 2016). It is 

also associated with image quality and degree of compression; in particular, a greater number of hidden neurons would 

result to a higher image quality, but smaller degree of compression, and vice versa (Gedeon & Harris, 1992). Deciding 

the number of hidden neurons to be used can be thought of as one of the most difficult problem (Gedeon & Harris, 

1992). With too few hidden neurons, the neural network model will “not have the capacity to learn enough of the 

underlying patterns” to correctly and effectively identify and classify the classes (Log0, 2016). On the other hand, with 

too many hidden neurons, we gain nothing, and instead will just have a decrease in the speed of the network due the 

increase in size (Gedeon & Harris, 1992). There are many ways to change the value of the hidden neurons, but in our 

previous work, we used brute force to change this value. Our neural network model started off with 10 hidden neurons, 

and different values were then experimented with to find a more suitable value that would increase performance the 

most in terms of accuracy. A value of 200 was eventually chosen as it yielded the highest accuracy among other values. 

2.3.2 Implementation of the Shared Weight Topology 

In simple terms, the shared weight topology means that the same weights are used for multiple layers in the neural 

network model (Chopra, 2017); in our case, the same weight was used for the connection between input to hidden layer 

and the connection between hidden to output layer. The main advantage of the shared weight topology is that the space 

of possible network weight configurations is reduced or constrained to a great extent (Gedeon, 1998). With fewer 

parameters to train (Pennlio, 2014), the generalization performance is expected to improve (Gedeon, 1998). If an 

appropriate function can be found, the implementation of shared weight can result to a better network performance than 

a standard backpropagation network (Gedeon, 1998). To implement weight sharing, a PyTorch “Control Flow + Weight 

Sharing” model (PyTorch, 2017) has been adapted, with inspiration from the shared weight topology technique outlined 

by Gedeon (1998). However, it was slightly modified to better fit our neural network model and problem definition. 

Performance was still measured with cross-entropy, which we have established to be better than using MSE (which the 

PyTorch implementation used). Additionally, the random value was constrained into a range of 0 to 2, instead of the 

original 0 to 3. After doing some experimentations, we found that constraining the range of the random value leads to 

better performance. This could perhaps be due to a more consistent learning pattern. 

2.4 Results 

The above implementations have improved classification performance in terms of accuracy. Testing accuracy has 

increased to 87.57% for one of the runs, with the following confusion matrix as shown below. 

 

 

Confusion matrix for testing: 

289 0 2 9 0 0 0 

0 285 0 15 0 0 0 

0 0 256 2 39 2 1 

9 11 10 208 18 44 0 

1 0 61 14 213 11 0 

0 0 2 7 0 291 0 

3 0 0 0 0 0  297 

[torch.FloatTensor of size 7x7] 

Fig. 2. Confusing matrix for testing after changing number of hidden neurons and applying weight sharing. 

As shown in the confusion matrix above, the network is becoming even more accurate in classifying the image 

segments into its appropriate classes. The instances are now mainly classified into its correct class (for instance [0, 0], 

[1, 1], and so on) and showing more 0 classifications on the wrong classes. The historical loss for this neural network 

model has also been plotted using the “matplot” package, and is shown in the graph below. 
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Fig. 3. A graph showing the historical loss after changing number of hidden neurons and applying weight sharing. The 

y-axis represents the losses (difference between target and actual value), whereas the x-axis shows the epoch 

representations. The downward curve shows the degree of learning, this figure shows that the network is more quickly 

getting closer and closer to the target value over time. 

 

Surprisingly, the curve being produced looked rather strange in comparison to how such graphs usually look like. The 

loss value started off significantly higher, but has achieved learning at a faster rate, showcasing a small loss value very 

early in the epoch representations (~Epoch [10/500]). There is also a strange spike in the loss value at the beginning. 

Additionally, the learning between 0 to 100 showed an unstable loss value, continuously increasing and decreasing, 

making that section of the curve looked like uneven zig-zag lines. This phenomenon might be due to the high learning 

rate. In general, take note that the network still has not achieved a perfect accuracy and performance, but it is high 

enough for a fairly accurate classification. 

2.5 Performance Comparison and Evaluation 

The Image Segmentation dataset has previously been used in other literatures before, with its performance in the 

classification of image segments discussed. We compared our performance with those presented in other literatures to 

shed some inspiration into how a better classifier for image segments can be built. A research paper by Tveit (2017) 

outlined the author’s attempt at a classification task for many different datasets chosen, one of which is the Image 

Segmentation dataset. For each dataset, multiple different classifiers were used and the accuracy was compared against 

each other. Tveit (2017) did not employ any neural network model in his study involving the Image Segmentation 

dataset, but used other classifiers including “Multicategory Incremental Proximal Support Vector Machine 

(MIPSVM)”, “C4.5”, “Naïve Bayes”, and “C-SVM”. In the following bar graph below, Tveit (2017) compared the 

accuracy of 3 different dataset, using the four listed classifier for each dataset. We are only interested in the bar graphs 

for “Segment” (Image Segmentation dataset), and not the “Waveform” or the “Letter” dataset, which can be found in 

the UCI Machine Learning Repository as well. 

 

 

Fig. 6. Bar graph showing the accuracy of classifying image segments with different classifiers (Tviet, 2017). 
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Although the exact accuracy value was not written, careful observation to the graph above showed that our neural 

network model has a similar accuracy value to the MIPSVM classifier. C4.5 was shown to perform better, while Naïve 

Bayes and C-SVM performed worse than our neural network model. However, this does not necessarily mean that 

neural network is inferior compared to the C4.5 classifier. Perhaps with more improvements and suitable 

implementation, our model might even outperform C4.5, to be investigated upon as room for further exploration. Other 

areas for future work might include normalizing the input values, evaluating the accuracy if dataset was to be split in a 

more standard 80-20 manner, and network reduction techniques (Gedeon & Harris, 1991) to remove the excess hidden 

neurons which we may have overlooked in our model, perhaps by using k-cross validation instead of brute force. 

3 Classification of Images 

While an artificial neural network is not strong or sufficient enough for the classification of real images, some of the 

techniques discussed in the previous section can still be used in the implementation of a convolutional neural network. 

This section will first introduce the concepts of a convolutional neural network, before its implementation is discussed, 

and discussing the results based on some experimentation. 

3.1 Convolutional Neural Networks 

Convolutional neural network is a common and popular form of deep learning, with particular success in spatial 

problem domains and increasingly in temporal domains too. In other words, convolutional neural networks excel at 

machine vision tasks such as image recognition and action recognition, which is highly relevant and applicable to our 

aim of implementing an accurate technique for the classification of images. Convolutional neural network makes use of 

convolutional layers instead of densely connected neurons, and performs convolutions rather than general matrix 

multiplication. Convolutional neural network transforms raw input, layer by layer, to final class scores. More complex 

features are learnt as we go deeper into the network by combining simpler ones. Higher level abstracted representations 

are combinations of several lower level features. 

 

Convolutional neural network “takes advantage of local spatial coherence in the input (often images), which allow them 

to have fewer weights as some parameters are shared. This process, taking the form of convolutions, makes them 

especially well-suited to extract relevant information at low computational cost”, helping to identify spatial patterns 

(Despois, 2018). Since convolutional neural network already has weight sharing (using the same weight vector to do the 

convolution), we do not have to do it by ourselves again in the same fashion we did for our previous work. 

 

Fig. 7. Weight sharing as seen from convolutional neural network (Despois, 2018). 

3.2 Choice of Dataset 

The CIFAR-10 (Canadian Institute for Advanced Research) dataset, which can be found in Krizhevsky’s (n.d.) 

university homepage, was used to train our convolutional neural network model. The dataset consists of 60,000 32x32 

colour images in 10 classes3, with 6,000 images per class. It was split into 50,000 training images and 10,000 testing 

images, which is roughly a ratio of 83-17 (close to 80-20). The dataset is highly relevant and applicable to our goal 

since they are all real images, not just numerical or categorical inputs. Data preprocessing was done through a python 

script, using the transform function. Data was shuffled to ensure the classes are not clustered together, and normalized 

to reduce data redundancy and improve data integrity with 0.5, 0,5.  

 

 

                                                           
3 Please refer to Appendix C for a description of 10 classes 
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Fig. 8. Some example of inputs from the CIFAR10 dataset. 

 

3.3 Implementation 

The convolutional neural network model was constructed with a python script using various packages4 and was then fed 

with the CIFAR10 dataset for training and testing. Most notably, the model is now highly dependent on the 

“torchvision” package, whereas the artificial neural network model does not. The model uses the default learning rate of 

0.01, 10 epochs to train, 64 input batch size for training, and 1000 input bath size for testing. The original kernel size 

was 5x5. Since a non-linear activation layer is more ideal for convolutional neural network, it was chosen for our 

model. Studies have found that ReLU layers work far better because the network is able to train a lot faster because of 

the computational efficiency without making a significant difference to the accuracy (Deshpande, 2016), and hence was 

chosen instead of other activation functions such as tanh or sigmoid. ReLU layers also help to alleviate the vanishing 

gradient problem, where lower layers of the network tend to train very slowly as gradient decreases exponentially 

through the layers (Deshpande, 2016). Similar to our previous work, performance was evaluated using cross-entropy 

(measuring distance between actual and targeted output), which is suitable for our classification task. 

3.4 Experimenting with Different Parameters and Techniques 

Instead of experimenting with the value of hidden neurons, we can experiment with the size of our kernels, albeit with 

just minor changes, with values of 4x4 and 5x5. We also tried experimenting with the learning rate, but there is no 

difference in performance, even when learning rate was increased from 0.01 up to 0.7. As convolutional neural 

networks are known for their huge number of parameters, high redundancy in weights, and tremendous computing 

resource consumptions, attempts were made to prune our network in an attempt to speed up our model. This attempt, 

however, was dropped since it reduces the model’s accuracy, which is our main concern and objective. 

3.5 Results 

Experimentations show that changing the kernel size does not change our average loss or accuracy to a great extent. 

Results for our default kernel size of 5x5 yielded a test accuracy value of 63% with average loss of 0.2795, whereas 

kernel size of 4x4 yielded a test accuracy value of 63% with average loss of 0.2897 for Epoch batch 10 (the last batch). 

There is barely any difference between these two parameter values, except the tiny increase in average loss when kernel 

size was 4x4. Other parameter values for kernel size resulted to a run time error during execution of our python script, 

and hence the parameter value of 5x5 was chosen. 

                                                           
4 Please refer to Appendix D for more details regarding the various packages being used 



Classification of Images from the CIFAR10 Dataset: A Deep Learning Approach Using Convolutional Neural Networks  7 

 

 

Fig. 9. Testing results for one execution using the model. 

 

From figure 9 presented above, we see that the convolutional neural network has successfully done its job, learning 

more complex features as we go deeper into the layers judging from the improvements seen with higher Epoch batch 

value. We can see that testing accuracy has increased, while average loss decreases, although there was an anomaly in 

Epoch 8. 

3.6 Performance Comparison and Evaluation 

The CIFAR10 dataset has previously been used in other literatures before, with its performance in the classification of 

images discussed. In this section, we attempt to compare the performance of our convolutional neural network model to 

the performance of the model being employed in another research paper that uses the same CIFAR10 dataset. This is 

done to shed some inspiration into how a better classifier for images can be built. 

 

Snoek, Larochelle, and Adams (2012) presented methods for performing Bayesian optimisation of hyperparameters 

associated with general machine learning algorithms. The authors introduced a fully Bayesian treatment for expected 

improvement, and algorithms for dealing with variable time regimes and parallelised experiments. Results from the 

proposed Bayesian optimisation could find better hyperparameters significantly faster, even surpassing human experts 

at selecting hyperparameters. Their approach yielded a testing accuracy of 85%, which is much higher than the result of 

our normal and unoptimised convolutional neural network model. This was 3% higher than the test accuracy obtained 

with the same model, but with the hyperparameters selected by human experts. 

4 Conclusion and Future Work 

The use of convolutional neural network has helped us perform the classification of images, which are becoming 

increasingly more useful and relevant today. Convolutional neural networks have been proven to be suitable for image 

classification, and in the case of our model, has yielded a testing accuracy of 63%. In this paper, minor 

experimentations were performed to find suitable parameter values for the model, but our accuracy shows that we are 

very much lacking behind compared to another model we reviewed from Snoek, Larochelle, and Adams’ work (2012). 

This might be because our parameter values were chosen manually, and because we are not the best human experts in 

the field of deep learning as well. Future work could investigate Snoek, Larochelle, and Adams’ approach (2012) for 

performing Bayesian optimisation of hyperparameters to improve our performance, and perhaps revisiting our pruning 

attempt to reduce our network size. Other documentation and approach () has shown that while their accuracy only 

dropped from 98.7% to 97.5% for a chosen large dataset, the network size could be reduced from 538MB to 150MB. 

With further improvements, hopefully we could classify images not just more accurately, but more effectively as well. 
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Appendix B. The packages required for the artificial neural network implementation discussed in Section 2. 

1. import numpy as np 

2. import pandas as pd 

3. import torch 

4. from torch.autograd import Variable 

5. import torch.nn.functional as F 

6. import random 

7. import matplotlib.pyplot as plt 

 

 

Appendix C 

1. Plane 

2. Car 

3. Bird 

4. Cat 

5. Deer 

6. Dog 

7. Frog 

8. Horse 

9. Ship 

10. Truck 

 

 

Appendix D. The packages required for the artificial neural network implementation discussed in Section 2. 

1. import numpy as np 

2. import pandas as pd 

3. import torch 

4. from torch.autograd import Variable 

5. import torch.nn.functional as F 

6. import random 

7. import matplotlib.pyplot as plt 

 


