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Abstract

This thesis is about how Bayesian methods can be applied to explicitly model

and efficiently reason about uncertainty to make optimal recommendations. We

are interested in three dimensions of recommender systems: (1) preference elicita-

tion, (2) set-based recommendations, and (3) matchmaking. The first dimension

concerns how one can minimize the elicitation efforts in learning a user’s utility

function to propose the maximal utility recommendation. The second dimension

concerns set-based recommendations, and the problem of how one can optimize

the relevance of the recommended set, with respect to uncertainty over the rel-

evance of each item in the set. The third dimension concerns the problem of

matchmaking, which is the process of pairing competitors based on similar latent

skill levels, given match outcomes, e.g., score, or win/lose/draw.

All three dimensions face an inherent problem of handling uncertainty : user

utility uncertainty for preference elicitation, query topic uncertainty for set-based

retrieval in the context of document retrieval, and skill uncertainty in match-

making. Bayesian approaches prove to be extremely flexible in modeling various

problems, and are robust to risk. However, it is not until recently that efficient

Bayesian inference techniques have been introduced for complex models. Thus, we

utilize recent advances in Bayesian approaches for addressing these three prob-

lems. Our contributions in the thesis are twofold. First, we present compact

Bayesian graphical models for dimensions (1)–(3). Second, for each dimension,

we make use of advanced Bayesian inference techniques to learn and make optimal

recommendations.
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Chapter 1

Introduction

1.1 Background

Recommender systems are software applications that make product/service rec-

ommendations with the aim of optimizing some user-oriented objective in light

of inherent uncertainty over users and contents. Traditionally, recommender sys-

tems have been useful in assisting users when they search in large information

spaces such as collections of products (movies, books, music CDs), documents

(news article, medical texts, Wikipedia articles), or users for matchmaking (dat-

ing services, online game players/teams, consumer-to-consumer marketplaces).

Recommender systems can save a user’s efforts in searching for products or ser-

vices in a variety of ways, for example, by (a) interacting with users in order to

reduce uncertainty in their preferences, or (b) recommending a set of results to

handle uncertainty from different sources such as user preferences, or ambiguous

search queries.

It is not only users with underlying needs who can benefit from the meaningful

recommendations made by recommender systems; service or product providers

can benefit from these systems as well (Farias et al., 2009). More specifically,

providers can increase their revenues by providing personalized recommendations

of products or services1. For example, Greg Linden, developer of Amazon’s rec-

ommendation engine (Linden et al., 2003), reports that over 20% of Amazon’s

sales resulted from personalized recommendations in 2002.

Overall, recommender systems have been widely applied in various domains

to deal with various forms of recommendation uncertainty, for example:

1Henceforth, we use the term items to represent products and services without distinction.

1



2 CHAPTER 1. INTRODUCTION

• Book / movie recommendations: there is an increasing number of on-

line stores, such as Amazon (Linden et al., 2003) and Netflix (Bell et al.,

2007), which offer personalized recommendations for novel items based on

user purchase history or ratings of items. Uncertainty in these settings

comes from item attributes and user preferences.

• Search engine personalization (Manber et al., 2000; Agrawal et al.,

2009; Rafiei et al., 2010): search engines rank items (e.g., documents, news

article, and images) from evolving collections, and recommend a ranked list

of relevant items, in response to a query for different users. Query relevance

and user interests are the sources of uncertainty for search engines.

• Contextual advertising (Richardson et al., 2007; Chakrabarti et al., 2008;

Anastasakos et al., 2009): contextual advertising recommends advertise-

ments based on their relevance to user contexts. Online advertising has

become the cornerstone of many sustainable Internet business models, in-

cluding search engines (e.g., Google), content providers (e.g., Yahoo!), and

social networks (e.g., Facebook) (Chen et al., 2009). Uncertainty for contex-

tual advertising comes from user contexts and relevance between contexts

and advertisements, although efficiency and scalability are two major con-

cerns for contextual advertising. For a brief summary of the history of

contextual advertising, we refer readers to (Fain and Pedersen, 2006).

• Matchmaking: matchmaking systems refer to those systems where users

want to be paired with others to satisfy some underlying need (Diaz et al.,

2010), and these systems have wide applications including online gaming,

dating systems, etc. In light of uncertainty over user skills, matchmak-

ing in online gaming systems can help to match game players, and thus

bring the most enjoyable experiences to game players (Elo, 1978; Herbrich

et al., 2006). Online dating predicts compatibility matches under uncer-

tainty over people’s preferences over their partners, and is becoming a

widespread means of finding a partner in both the U.S. and many other

countries around the world (Hitsch et al., 2004).

• Personalized tourism recommender systems (Cheverst et al., 2000):

personalized tourism recommender systems process available tourism infor-

mation related to tourism sites for a city, and make personalized site and

activity recommendations according to locations and uncertainty over user
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preferences (Zheng et al., 2010). Currently, social networks and trust infor-

mation are also being integrated to provide high fidelity recommendations

(Bustos et al., 2009).

In summary, recommender systems are of importance in diverse applications,

and have drawn increasing attention from different research communities such

as information retrieval, electronic commerce and machine learning, as indicated

by the recent emergence of series of the ACM Conference on Recommender Sys-

tems (RecSys) since 20072 and the highly publicized Netflix competition (Bennett

and Lanning, 2007). However, challenges remain in designing optimal personal-

ized recommender systems, particularly due to the uncertainties from various

sources under different contexts. This thesis focuses on compact graphical mod-

els and efficient inference to maximize recommendation quality under uncertainty.

Specifically, we take a Bayesian modeling and inference approach to address the

uncertainty that arises in various recommendation settings.

1.2 Bayesian Recommendations

1.2.1 Why be Bayesian?

Uncertainty exists in many aspects of recommender systems such as user prefer-

ences, query topics, and user skills. There are two commonly used methodologies

for modeling uncertainty: strict or Bayesian.

Under strict uncertainty (Braziunas, 2006), recommender systems incorpo-

rate knowledge from different sources by assuming a set of hypotheses, with no

belief on the strength of these hypotheses. Provided additional evidence, uncer-

tainty can be refined by restricting the feasible hypothesis set. Under this strict

framework, it can be difficult to handle noisy data such as noise in user responses.

An alternative to strict uncertainty is to be probabilistic where one maintains

a distribution over the hypotheses. In this probabilistic uncertainty setting, it

could be more robust to take a full Bayesian approach that minimizes risk in

expectation rather than selecting the most likely hypothesis, e.g., maximum a

posteriori (MAP).

2http://recsys.acm.org/2007/

http://recsys.acm.org/2007/
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1.2.2 Issues

There are inherently two issues associated with managing uncertainty using Bayesian

approaches:

1. Model specification: there are two crucial aspects of model specification

for recommender systems. First, how can one choose the right model for var-

ious recommendation tasks? Second, how can one choose the model of right

complexity for the expected quantity of data? A common way to approach

these two questions is by making use of graphical models, which is a formal

language for probabilistic model specification (Jensen, 2001). Graphical

modeling approaches can compactly represent arbitrary complicated prob-

ability distributions (Friedman, 2004), and provide a flexible language to

model recommendation tasks with varying levels of complexity.

2. Bayesian inference: historically, Bayesian inference has been studied ex-

tensively, with many inference approaches proposed including numerical

integration (Naylor and Smith, 1982), analytical methods using conjugate

priors (Berger, 1985), and simulation and importance sampling (Geweke,

1989; Eddy et al., 1992). These inference approaches are either inefficient

in conducting inference for practical applications, or not flexible enough to

incorporate prior knowledge, which precludes wide applications of Bayesian

methods. However, this difficulty in Bayesian inference has been alleviated

due to the recent advances built upon

• Gibb’s sampling (Geman and Geman, 1984),

• Variational inference (Jordan et al., 1999), and

• Expectation propagation (Minka, 2001).

This thesis uses some of these recent advances in graphical models for Bayesian

modeling and efficient inference to study various dimensions of making recommen-

dations under uncertainty from a Bayesian perspective.

1.3 Questions Studied in The Thesis

As we mentioned above, two major issues of recommender systems are the spec-

ification of compact graphical models and the application of efficient inference

algorithms for learning to make optimal recommendations, which differ widely in
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order to suit specific contexts of recommender systems. This thesis studies the

models and algorithms for three important dimensions of recommender systems:

1. Preference elicitation: preference elicitation (PE) is an important com-

ponent of interactive decision support systems that aim to make optimal

recommendations to users by actively querying their preferences.

2. Set-based recommendations: in set-based recommendations, a set of

items is proposed to a user, in order to maximize the relevance of the set

with respect to the user. We focus on the derivation of an optimal set

recommendation algorithm.

3. Matchmaking: in the context of online gaming systems, matchmaking is

the problem of pairing competitors based on similar skill levels. Traditional

matchmaking systems, such as TrueSkill (Herbrich et al., 2006), make use of

match outcomes in terms of win, lose, or draw. We are interested in finding

an appropriate model for learning player skills with more informative score-

based match outcomes.

Our study will lead us to formulate appropriate graphical models for these

three dimensions. By making use of the recent advances in Bayesian inference

techniques, we intend to propose improved recommendations in each dimension.

Now we discuss each dimension in more detail.

Bayesian Preference Elicitation

There are many approaches that can be used to develop an efficient and accurate

recommender system. A widely used approach is to learn user preferences by

making using of formalisms in Bayesian decision theory. More specifically, one

can learn preferences passively by using collaborative filtering techniques, which

infer user preferences passively based on the available user-item rating matrix

(Goldberg et al., 1992). But if we are allowed to actively learn a user’s prefer-

ences, a natural problem is: how can one learn user preferences without requiring

unnecessary or excessive user efforts

As one of the common strategies for PE, one can maintain a user prefer-

ence/utility model explicitly, and refine uncertainty in the model by querying

or likewise interacting with the user (Braziunas and Boutilier, 2010). PE is a

straightforward way to learn a user’s utilities, but the user can be easily upset if

excessive efforts are required. Thus, the challenge for PE is to minimize the num-

ber of queries required to make good recommendations. Efforts have been made
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towards better understanding of query types, utility models, and belief updating

for PE (Chajewska and Koller, 2000; Chajewska et al., 2000; Boutilier, 2002).

PE is not limited to the application in recommender systems, and one can

find its applications in marketing research, such as conjoint analysis — a practical

set of methods for predicting consumer preferences for multiattribute options in

various product and service contexts (Green and Rao, 1971; Green and Srinivasan,

1978).

Set-based Recommendations

PE helps to improve recommendation quality by refining the uncertainty in user

preferences. However, user preferences drift over time, and vary according to

different contexts, over which there is uncertainty external to users, e.g., meaning

of a query and topics of a document in information retrieval.

In order to handle uncertainty both internal and external to users, one recom-

mendation strategy is to recommend a set of items rather than the single optimal

one, and we call this strategy set-based recommendations. However, set-based

recommendations induce the need for set-based relevance optimization. Tradi-

tional algorithms have emphasized diversity when optimizing the recommended

set, and treated diversity as part of the objective functions. For example, as one

of the most widely cited algorithms for selecting a diverse set of items, maximal

marginal relevance (MMR) requires one to manually balance relevance and di-

versity (Carbonell and Goldstein, 1998). But we are interested in the following

questions: how can one effectively handle uncertainty in queries and document

topics and directly optimize set relevance? Is diversity emergent from this set

optimization?

Bayesian Matchmaking

A matchmaking system refers to a system where users want to be paired with

others to satisfy some underlying need, e.g., dating services, online game players,

employers and employees (Diaz et al., 2010). In the thesis, we focus on match-

making for applications in online gaming.

It is important for online game systems to match game players with similar

skill levels so that players can have the most enjoyable gaming experience. For

this problem, we focus on skill learning, since it helps to achieve the objective of

matchmaking.

The Elo system (Elo, 1978) is perhaps the first skill rating system developed
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half a century ago developed by Arpad Elo in 1959 and adopted by the World

Chess Federation FIDE in 1970 (Glickman, 1995). Since then, many proposals

have been made for optimal matchmaking (Herbrich et al., 2006; Dangauthier

et al., 2007; Birlutiu and Heskes, 2007). However, most proposals are restricted

to model match results in terms of win, lose or draw outcomes, and have to

discard the meaningful score-based results even if they are available. Some ex-

ceptions can be found in (Dixon and Coles, 1997; Karlis and Ntzoufras, 2003).

We present a Bayesian treatment that integrates the score information and con-

sequently can predict match outcomes in terms of scores, which is potentially

useful for matchmaking.

1.4 Major Contributions

The contributions in the thesis are the compact graphical models and efficient

inference in each of the three dimensions of recommender systems. In this section,

we briefly summarize the contributions in each dimension.

1.4.1 Bayesian Preference Elicitation

In the first research investigation, the contribution is a novel preference elicitation

algorithm that addresses the following five essential requirements (see Section 3.1

for details) for real-life preference elicitation (PE) problems. We are not aware

of any other PE system that meet all of these five requirements.

1.4.2 Set-based Recommendations

In the second research investigation, we derive a principled variant of maximal

marginal relevance (MMR) (Carbonell and Goldstein, 1998) via probabilistic in-

ference in a latent variable graphical model. This novel derivation presents a

formal probabilistic latent view of maximal marginal relevance that

• removes the need to manually balance relevance and diversity parameters;

• shows that specific definitions of relevance and diversity metrics similar to

MMR emerge naturally;

• formally derives variants of latent semantic indexing (LSI) (Cristianini et al.,

2002);
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• formally derives a LSI-like diversity kernel, a similarity metric for use in

PLMMR;

• provides a modern portfolio theory perspective (Markowitz, 1952);

• derives a set-covering diversity objective, similar in spirit to what has been

used in (Yue and Joachims, 2008).

We are not aware of previous work that formally derives all of these diversity

results directly from a set-based relevance objective.

1.4.3 Score-based Bayesian Matchmaking

For matchmaking, this thesis proposes novel graphical models as extensions of

TrueSkill that

• model player’s offence and defence skills separately;

• model how these offence and defence skills generate score-based match out-

comes.

We derive efficient (approximate) inference methods for inferring latent skills in

these new models and evaluate on real data sets.

1.5 Outline

Chapter 2 introduces the foundations of the thesis: (1) decision theory, (2) graph-

ical models and inference, and (3) recommender systems. Decision theory con-

cerns making optimal decisions under uncertainty, which reflects the problem of

preference elicitation — to select optimal queries under uncertainty in prefer-

ences required for making optimal recommendations. Thus, we introduce some

fundamental concepts from decision theory, including the expected utility theo-

rem, and the four axioms of preferences. As the study for the second foundation

of modern recommender systems, we present a short review of graphical mod-

els and advances in inference in graphical models. Finally, we give a review of

recommender system literature with three views, passive vs active, individual vs

collaborative, and non-Bayesian vs. Bayesian.

Chapter 3 introduces our Bayesian treatment of learning a user’s utility func-

tions actively by querying the user with pairwise comparison queries. We report



1.5. OUTLINE 9

our evaluations on three datasets, and demonstrate the superiority of our query

strategy compared with several other query strategies.

In Chapter 4, we introduce our treatment of diversity in set-based recommen-

dations. Specifically, we formulate how one can optimize a simple criterion of

set-based relevance in a latent variable graphical model with diversity as a natu-

rally emergent property of the solution. We report our experiment evaluations on

a diversity testbed from the Text REtrieval Conference (TREC) 6-8 Interactive

Track.

In Chapter 5, we present several Bayesian graphical models and inference

algorithms for score-based skill learning, with the objective of making optimal

matches for game players. We present experimental evaluations on three datasets

including Australian Football League, UK Football League, and Halo 2.

Chapter 6 concludes this thesis with a summary and a number of interesting

future directions.





Chapter 2

Foundations

As discussed in Chapter 1, this thesis intends to address three problems associated

with recommender systems: preference elicitation, set-based recommendations,

and matchmaking. Before systematically formulating these problems and our

treatments, let us first introduce the foundations of the thesis:

• Decision theory concerns making optimal decisions under uncertainty

over outcomes, under the assumption that perfect information of user pref-

erences are available. Formalisms from decision theory can help to address

problems of recommender systems, since these systems are characterized by

uncertainty from various sources, e.g., user preferences. Section 2.1 reviews

the formalisms related with this thesis.

• Graphical models allow compact representation of joint probability dis-

tributions. We introduce two types of graphical models – directed graph-

ical models and factor graphs. The key in successfully applying graphical

models to the Bayesian recommendation problems in this thesis depends

on efficient inference. Thus, we review some approximate Bayesian infer-

ence approaches including sampling-based methods, variational Bayes, and

assumed-density filtering, each of which is used in one of the main chapters

(e.g., Chapter 3-5) of this thesis.

• Recommender systems have been developed for various applications as

outlined in Chapter 1. Section 2.3 review previous work on recommender

systems according to three perspectives: (1) passive vs. active, (2) individ-

ual vs. collaborative, and (3) non-Bayesian vs. Bayesian.

11
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2.1 Decision Theory

This section introduces several aspects of decision theory by following (Fonseca,

2003). Classic decision theory concerns making optimal decisions under uncer-

tainty in outcomes, based on the assumption that complete user preferences are

available. One can consider simple preferences as a binary preference relation

over items. For instance, a user’s preference over a “PC” to a “Mac” implies a

binary relation over these two items. It is essential to understand user preferences

in order to make optimal recommendations; however, it can be difficult to work

directly with preferences. A major difficulty is the complexity in maintaining

user preferences, since it requires O(N2) space to specify all pairwise preferences

over a set of N items.

Due to the complexity of working with preferences, one can introduce a utility

function that maps each item to a real value, and compare items based on their

utilities. As Von Neumann and Morgensterm show: if one has preferences defined

over outcomes that have uncertain consequences, then there is a utility function

that assigns a utility to every outcome that represents these preferences (von

Neumann and Morgenstern, 1947). Utility functions allow one to directly compare

arbitrary items, and reduce the space complexity of preference representation to

O(N).

This section first defines preferences, then introduces formalisms from decision

theory and Bayesian decision theory, and finally introduces multiattribute utility

theory.

2.1.1 Preferences and Decision Theory Formalisms

In order to formally define preferences, let us first introduce lotteries — proba-

bility distributions over outcomes — and then define preferences over lotteries.

Lotteries

Let us give an intuitive example of a simple lottery in a scenario where there

are two outcomes X = {x1,x2} with x1 = “USD 100” and x2 = “USD 0”. A

lottery p in this scenario is a probability distribution over these two outcomes x1

and x2, such that
∑

x∈X p(x) = 1 and ∀x ∈ X, 0 ≤ p(x) ≤ 1. For example, a

lottery p can be given by p(x1,x2) = (0.9, 0.1). Likewise, one can have a lottery

q(x1,x2) = (0.1, 0.9) (Figure 2.1).
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Figure 2.1: Two simple lotteries defined over binary random variables X =

{x1,x2}, with x1 = “USD 100” and x2 = “USD 0”. Left: lottery p(x1,x2) =

(0.9, 0.1). Right: lottery q(x1,x2) = (0.1, 0.9).

Preferences

Let us represent all possible probability distributions, i.e., lotteries, on the out-

come set X by ∆(X), and define a binary preference relation � over all possible

lotteries on ∆(X), with p � q representing that either lottery p is preferred to

lottery q or lottery p and lottery q are equivalent. Provided that the definition

of preferences satisfies four of the Von Neumann and Morgenstern’s axioms (see

Section 2.1.1 for details), one can construct a utility function that maps from

∆(X) to R, according to the Von Neumann and Morgenstern’s main existence

theorem (Theorem 2.1). Let us introduce the four axioms and the theorem next.

Axioms of Preferences

We present the Von Neumann-Morgenstern axioms as below:

Completeness: for any two lotteries p, q in ∆(X), either p � q or q � p holds.

Transitivity: if a user prefers p to q and prefers q to r in the meantime, then it

holds that the user prefers p to r, i.e., p � r. Put all together: p � q and

q � r imply p � r.

Continuity: given strict preferences over any three lotteries, i.e., p � q � r,
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there exists a linear combination of the most and least preferred lotteries

such that ap+ (1− a)r � q and r � bp+ (1− b)q where a, b ∈ [0, 1].

Independence: the preference relation between any two lotteries p and q remains

unchanged when they are combined in the same way with a third lottery.

Provided the defined binary relation � satisfies these four axioms, Von Neumann

and Morgenstern’s main existence theorem (Theorem 2.1) states that there exists

a utility function that represents preferences over lotteries, i.e., U : ∆(X)→ R.

Von Neumann-Morgenstern’s Main Existence Theorem

Von Neumann and Morgenstern’s main existence theorem (von Neumann and

Morgenstern, 1947) allows one to represent preferences by using utility functions.

Let us introduce this important theorem by following (Fonseca, 2003), which

contains the proof of this theory.

Theorem 2.1. Von Neumann and Morgenstern’s Theorem Suppose that

∆(X) is a convex subset1 in a linear space. Then, the binary preference relation �
on ∆(X) satisfies the four axioms if and only if there exists a real-valued function

U : ∆(X)→ R such that:

1. U represents �, i.e., ∀p, q ∈ X, p � q ↔ U(p) ≥ U(q),

2. U is affine, i.e., ∀p, q ∈ X,U [ap + (1 − a)q] = aU(p) + (1 − a)U(q) for

∀a ∈ (0, 1).

Now that there exists a utility function that allows one to compare lotteries

directly, the remaining question is: how can one represent such a utility function?

Let us describe a commonly used utility representation next.

Expected Utility Representation

It turns out that the utility function U : ∆(X) → R has an expected utility

representation, meaning that the utility of lottery p can be represented by:

U(p) =
∑
x∈X

p(x)u(x) (2.1)

where u : X → R is an elementary utility function — a utility function that

operates on the underlying outcomes x ∈ X not lotteries. Such a representation

1By convexity, ∀p, q ∈ ∆(X), one has ap+ (1− a)q ∈ ∆(X),∀a ∈ (0, 1)
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is supported by the expected utility representation hypothesis — a corollary to

the Von Neumann and Morgenstern’s theorem (Theorem 2.1). Let us introduce

this corollary by following (Fonseca, 2003) that contains the proof of this corollary.

Corollary 2.2. Expected Utility Representation, the corollary to the

Theorem 2.1: Let ∆(X) be the set of all simple probability distributions on

X, and � a binary relation on ∆(X). � satisfies the four axioms: complete-

ness, transitivity, continuity, and independence, if and only if there is a function

u : X → R such that ∀p, q ∈ ∆(X): p � q if and only if
∑

x∈X p(x)u(x) ≥∑
x∈X q(x)u(x).

Corollary 2.2 allows one to compare user preferences over items via the ele-

mentary utility function u(·). The major contribution of the expected utility rep-

resentation is to deduce the implied preferences over underlying outcomes from the

preferences over distributions. Back to our example, given the utilities for “PC”

and “Mac” is 10 and 5, i.e., u(“PC”) = 10 and u(“Mac”) = 5, the preference

relation “PC” � “Mac” holds. Clearly, it reduces the complexity of preference

representation to O(N) when using utility over outcomes. Note that we omit the

proof of Theorem 2.1 and Corollary 2.2.

In summary, it is useful to operate on preferences by using a utility function

on items, which assigns a real value to an item as the representation of its utility.

The major benefit is that utility functions allow a mathematical framework for

preference comparison. In addition, one can handle the uncertainty associated

with outcomes and preferences by introducing probability models for practical

problems.

2.1.2 Bayesian Decision Theory

As discussed in Chapter 1, uncertainty exists in the most interesting cases of

recommender systems. A natural way to handle uncertainty is to introduce prob-

ability distributions over the variables of interest. Bayesian decision theory plays

an important role in making optimal decisions under uncertainty represented by

probability distributions, so let us give a brief introduction of Bayesian decision

theory by following (Long et al., 2010). More details can be found in (French,

1986; Peterson, 2009).

The objective of Bayesian decision theory is to minimize the expected loss of

actions/recommendations. Imagine that one can choose item x ∈ X for a user,

where the user’s utility function u : X → R is given by a probability model
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parameterized by θ. From a Bayesian perspective, given observation data D,

one specifies a prior p(θ) over the model parameter θ and a probability model

p(u|x, θ), and updates the posterior over θ according to Bayes’ rule:

p(θ|D) =
p(D|θ)p(θ)
p(D)

(2.2)

where p(D|θ) is the likelihood function. The posterior predictive utility distribu-

tion of the item x is given by

p(u|x, D) =

∫
θ

p(u|x, θ)p(θ|D)dθ. (2.3)

Note that Bayesian approaches marginalize out model parameters θ when con-

ducting inference.

In order to determine the optimal item, Bayesian decision theory needs a loss

function, an overall measure of loss incurred in taking any of the available deci-

sions or actions (Bishop, 2006). Let l(x, u) be the loss incurred by recommending

item x when the true utility function is u. Then the Bayesian expected loss

for recommending x is defined as the expected loss (EL) under the predictive

distribution given by Equation 2.3:

EL(x) =

∫
u

l(x, u)p(u|x, D)du. (2.4)

According to Bayesian decision theory, the optimal item x∗ is the one that mini-

mizes the expected loss, i.e.,

x∗ = arg min
x∈X

EL(x) (2.5)

2.1.3 Multiattribute Utility Theory

Multiattribute utility theory (MAUT) studies numerical representations that re-

flect structure underlying user preferences over multiattribute spaces of prod-

ucts/services (Keeney and Raiffa, 1976). Let us introduce MAUT and two inde-

pendence assumptions on utility functions by following (Braziunas, 2006), and use

laptop recommendations as a running example. Intuitively, a user can be inter-

ested in multiple attributes of a computer, e.g., its manufacturer, screen size, and

weight; each attribute can have multiple choices/levels, e.g., “Apple”/“Dell” for

attribute “Manufacturer”, 11 inch, 13 inch, 15 inch for attribute “Screen Size”,

etc. Multiattribute utility theory proposes to represent user utility functions over

an item x with m attributes, {x1, · · · , xm} by using:

u(x) = u(x1, . . . , xm) (2.6)
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Additive Independence: It can be hard to work with a global function u(·)
in Equation 2.6, thus one often decomposes the global function u(·) according

to some assumptions. A common one is the additive independence (Keeney and

Raiffa, 1976), which assumes that (1) attribute utilities are independent according

to the independence assumptions, e.g., user utility of manufacturers independent

from that of screen size, and (2) one can write the resulting utility as a sum of

the individual constituents according to the additive assumptions. The additive

independence assumption allows one to decompose Equation 2.6 into

u(x) =
m∑
i=1

ui(xi) (2.7)

where ui(·) is the subutility function that denotes the utility function for the i-

th attribute of item x (Braziunas, 2006). Additive independence is not flexible

enough to encode the underlying correlation among some attributes. For this

reason, generalized attribute independence is proposed.

Generalized Attribute Independence (GAI) generalizes the additive inde-

pendence assumption, by assuming independence among certain subsets of item

attributes, rather than individual item attributes. Thus the GAI assumption

allows us to model utility correlations among attributes. Note that the GAI as-

sumption was introduced by (Fishburn, 1967) with the term interdependent value

additivity. Let I = {I1, . . . , IK} be a set for indexing the attributes {x1, . . . , xm}
of x. Under the GAI assumption, Equation 2.6 factorizes into

u(x) =
k∑
k=1

uk(xIk) (2.8)

2.2 Graphical Models

Graphical models have been studied extensively in the artificial intelligence and

statistics communities (Jordan et al., 1999; Bishop, 2006; Koller and Friedman,

2009). A probabilistic graphical model can represent a joint probability distri-

bution compactly with a graph comprising nodes and links, in which nodes rep-

resent random variables and the missing links encode conditional independence

(Section 2.2.1) assumptions. Depending on whether links are directed or not,

there are two types of graphical models: (1) undirected graphical models, also

known as Markov random fileds, and (2) directed graphical models, also known

as Bayesian networks (BNs). We omit the discussion on Markov random fields
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and other graphs with both undirected and directed links, and focus on BNs and

factor graphs (Section 2.2.1) since they are used in this thesis.

In this section, we first introduce a toy example to motivate the use of Bayesian

networks and factor graphs in Section 2.2.1. Then, we describe several important

Bayesian inference methods in Section 2.2.2. We conclude this section with the

description of two models – TrueSkill (Section 2.2.3) and Latent Dirichlet Allo-

cation (Section 2.2.6), based on which we address the three key questions as laid

out by Section 1.3.

2.2.1 An Example: Why a Rock Can Float?

Let us first follow (Zagorecki and Druzdzel, 2004) and introduce an example to

motivate the use of BNs and factor graphs. Suppose one discovers a new type of

extraterrestrial rock, which can float in the air; however, it is unclear what causes

the rock to float. In a preliminary study, it is discovered that three independent

factors can help the rock to float: halogen light, X-rays, and high air temperature.

An appropriate model for this example is the Noisy-OR model proposed in

(Pearl, 1988). Similarly to the deterministic OR model, the noisy-OR model

assumes that each factor can cause the result to occur, and the influence of each

factor is independent with others. However, the influence of each factor on the

effect is not determined but stochastic: if a factor occurs, the effect does not

necessarily occur.

Bayesian Networks

In BNs, conditional independence refers to the property that a variable is con-

ditionally independent from its non-descendants given its parents. We show how

to model the floating rock example using a Bayesian network in this section. Let

x1, x2, x3 denote the factors — halogen light, X-rays, and high air temperature,

and y the effect variable. One can represent the joint probability of x1, x2, x3 and

y by

P (x1, x2, x3, y) = P (y|x1, x2, x3)P (x1, x2, x3) (2.9)

Given the assumption under the Noisy-OR model (Pearl, 1988), one can represent

the term P (y|x1, x2, x3) at the right hand side of Equation 2.9 using:

P (y = 1|x1, x2, x3) = 1−
3∏
i=1

[1− P (y = 1|xi)] (2.10)
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Figure 2.2: A Bayesian network for the Noisy-OR model of the floating rock

example. θ1, θ2, θ3 are model parameters.

A BN representing the joint distribution P (x1, x2, x3, y) is shown in Figure 2.2,

where we introduce model parameters θ1, θ2, θ3, which allow one to model the

binary variable xi as a Bernouli distribution with parameter θi. In the following,

we do not distinguish between random variables and their assignments; usage

will be evident from contexts. To completely specify the BN, let us define the

conditional probability table for y given x1, x2, x3 in Table 2.1.

Table 2.1: Conditional probability table for the BN of the floating rock example.

pi is the probability that a positive factor causes a positive effect.

x1 x2 x3 P (y = 0|x1, x2, x3) P (y = 1|x1, x2, x3)
0 0 0 1 0

0 1 0 (1− p2) p2

0 0 1 (1− p3) p3

0 1 1 (1− p2)(1− p3) 1− (1− p2)(1− p3)
1 0 0 1− p1 p1

1 1 0 (1− p1)(1− p2) 1− (1− p1)(1− p2)
1 0 1 (1− p1)(1− p3) 1− (1− p1)(1− p3)
1 1 1

∏3
i=1(1− pi) 1−

∏3
i=1(1− pi)
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Factor graphs

A factor graph is a bipartite graph that represents how a global function factorizes

(Kschischang et al., 2001). Factor graphs have been widely used for Bayesian

inference, thanks to their advantages:

1. Factor graphs can represent graphically how a global function factorizes.

2. Factor graphs allows efficient inference of marginal distributions of inter-

ested variables through message passing, e.g., the sum-product algorithm

(Kschischang et al., 2001).

3. All of the graphical model algorithms work on factor graphs regardless of

whether originally directed or undirected, so conversion to factor graphs

allows one to apply a variety of algorithms, e.g., loopy belief propagation

and its variants (Kschischang et al., 2001).

For the floating rock example, one can factorize the joint distribution of

p(x1, x2, x3, y) shown in Figure 2.3 as below:

P (x1, x2, x3, y) =
1

Z
f1(x1)f2(x2)f3(x3)f4(x1, y)f5(x2, y)f6(x3, y) (2.11)

where Z is a normalization constant. Note that fi(·), i = {1, 2, 3} represent the

priors, and fi(xi−3, y), i = {4, 5, 6} the stochastic influence of the factor xi on the

effect y.

2.2.2 Bayesian Modeling and Inference

Let us make use of the floating rock example to introduce Bayesian updating and

inference. Assume that a factor xi in the rock example has a Bernoulli distribution

with parameter θi represents the probability that the event xi occurs, then we

have P (xi|θi) = θxii (1 − θi)
(1−xi). A Bayesian perspective often assumes that

the model parameter θi is drawn from some prior probability distribution with

some parameters called hyperparameters used to distinguish them from the model

parameters. Note that hyperparameters can be set by optimizing some objective

functions. A natural prior on θi is a Beta distribution parametrized by α and β.

Bayesian updating refines the uncertainty in the model parameter θi given

observed data by computing the posterior distribution over model parameter θi.

Once the posterior is estimated, one updates the old model hyperparameters α

and β with the corresponding parameters of the posterior distribution. Suppose
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Figure 2.3: A factor graph for the Noisy-OR model of the running example.

we observe a data sample on xi, the model hyperparameters α and β can be

updated according to Bayes rule:

p(θi|xi, α, β) =
P (xi|θi)p(θi|α, β)

P (xi)

=
P (xi|θi)p(θi|α, β)∫

θi
P (xi|θi)p(θi|α, β)dθi

∝ θxii (1− θi)1−xi︸ ︷︷ ︸
P (xi|θi)

θαi (1− θi)β︸ ︷︷ ︸
p(θi|α,β)

= θα+xii (1− θi)β+1−xi (2.12)

where the denominator P (xi) =
∫
θi
P (xi|θi)p(θi)dθi is a normalization constant.

An interesting observation is that the Beta prior on model parameter θi — θi ∼
θαi (1 − θi)

β — is conjugate to the likelihood P (xi|θi). Thus, the posterior has

the same functional form as the prior. Bayesian updating leads to a posterior

distribution on the model parameter θi with updated hyperparameters αnew and

βnew. For example, if one has an observation with xi = 1, then αnew = α+ 1 and

βnew = β; whereas an observation of xi = 0 leads to αnew = α and βnew = β + 1.

In general, given the observation xi, we have the following updating equations:

αnew = α + xi,

βnew = β + 1− xi. (2.13)
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With the updated distribution over the model parameter θi, Bayesian infer-

ence make predictions for a new data sample x′i by marginalizing out the model

parameters θi:

P (x′i|xi, αnew, βnew) =

∫
θi

P (x′i, θ|xi, αnew, βnew)dθi

=

∫
θi

P (x′i|θi)p(θi|αnew, βnew)dθi. (2.14)

Note that both Bayesian updating and inference require an integral compu-

tation, e.g., the right hand sides of Equation 2.12 and Equation 2.14. Integration

is considered as the dominant computational task in Bayesian inference (Minka,

2001). For many applications, integration requires efficient approximation tech-

niques such as numerical integration, variational methods, and sampling methods.

Numerical integration makes use of numerical techniques, e.g., Gaussian quadra-

ture (Naylor and Smith, 1982). We refer interested readers to (Davis and Rabi-

nowitz, 1984; Press et al., 1993) for a description of various numerical integration

methods. We focus on sampling-based methods and variational methods since

they are used in the thesis.

Inference

Bayesian inference often involves the computation of an integral in a general form

of
∫
θ
p(θ)f(θ)dθ. For most interesting cases, there is no closed-form solution to

this integral, which requires one to approximate the integral. This section reviews

three kinds of approximation inference: sampling methods, variational Bayes, and

assumed-density filtering, which are used in Chapter 4, Chapter 5, and Chapter

3 respectively.

Sampling Methods Sampling methods propose to acquire samples of θ from

the distribution of p(θ), and approximate the integral by:∫
θ

p(θ)f(θ)dθ ≈ 1

n

n∑
i=1

f(θi), (2.15)

where θi is the i-th sample of θ. Since 1990s, various Monte Carlo-based sampling

algorithms have been developed (Neal, 1993) and applied to various inference

problems in arbitrary graphical models. Monte Carlo-based sampling algorithms

are simple to implement and can guarantee convergence, but they can be slow to

converge and it can be hard to diagnose their convergence (Jordan et al., 1999).
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Markov chain Monte Carlo (MCMC) is a very general and powerful Monte Carlo-

based sampling framework, and originates from physics (Metropolis and Ulam,

1949). MCMC scales well with the dimensionality of sample spaces (Bishop,

2006), and applies for sampling from arbitrary probability distributions. There

have been theoretical innovations toward MCMC, together with publicized tools

for conducting inference, e.g., Bayesian inference Using Gibbs Sampling (BUGS)

(Lunn et al., 2000). For a review of recent advances in MCMC, we refer readers

to (Murray, 2007). We review Gibbs sampling since it is used in Chapter 4 for

conducting inference in the latent Dirichlet allocation model (Blei et al., 2003)

(see Section 2.2.6 for an introduction of the model).

Gibbs sampling (Geman and Geman, 1984; Hastings, 1970) is a technique

commonly used to sample joint posterior distributions of random variables in

probabilistic models (Gilks et al., 1994). We describe the Gibbs sampling algo-

rithm by following (Heinrich, 2009). As a special case of MCMC, a Gibbs sampler

proposes sampling each dimension of the variables of interest one at a time, con-

ditioned on the values of all other dimensions. Specifically, the sampler consists

of two steps:

• Step 1. Choose a dimension i randomly or by permutation,

• Step 2. Sample θi from p(θi|θ\i).

where θ is a vector random variable and θ¬i denotes all other dimensions of θ

except its ith dimension.

To build a Gibbs sampler requires one to estimate the univariate condi-

tional probability distribution for each dimension, i.e., ∀i, p(θi|θ\i), which can

be achieved by using:

p(θi|θ\i) =
p(θ)

p(θ\i)

=
p(θ)∫

θi
p(θ)dθi

(2.16)

For most interesting cases, there are latent variables z in probabilistic models,

and one is often interested in the posterior of the latent variables, i.e., p(z|θ). In

this case, one can adapt a general Gibbs sampler for latent variable models by
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using:

p(zi|z\i, θ) =
p(z, θ)

p(z\i, θ)

=
p(z, θ)∫

zi
p(z, θ)dzi

(2.17)

Gibbs sampling and its variants (e.g., collapsed Gibbs sampling (Liu, 1994))

are relatively simple inference algorithms for approximate inference in high-dimensional

models such as latent Dirichlet allocation – a generative probabilistic model for

collections of discrete data such as text corpora (Blei et al., 2003). This thesis

makes use of Gibbs sampling algorithm in Chapter 4. Interested readers can find

a good introduction to Gibbs sampling in (Casella and George, 1992).

Variational Bayes Variational Bayes (Attias, 1999; Jordan et al., 1999) origi-

nates from the work of Euler, Lagrange, and others on the calculus of variations

in the 18th century. VB can approximate arbitrarily complicated probability dis-

tributions, and its idea is to use variational optimisation in order to search for

an optimal approximation for exact posterior distributions. Let us briefly review

VB since our contribution in Chapter 4 is built on VB.

For a fully Bayesian model, VB is motivated by maximizing the log marginal

probability of observed data. Let denote by θ and x the latent and observed

variables in a model, and the question is to find the optimal approximation q(θ)

of the posterior distribution p(θ|x) together with the estimation of the model

evidence p(x). One can optimize the approximating posterior q(θ) by maximizing

the log marginal probability of the observed variables x:

ln[p(x)] =

∫
q(θ) ln[p(x)]dθ

=

∫
q(θ) ln

{
p(x, θ)

p(θ|x)

}
dθ

=

∫
q(θ) ln

{
p(x, θ)

q(θ)
· q(θ)

p(θ|x)

}
dθ

=

∫
q(θ) ln

{
p(x, θ)

q(θ)

}
dθ +

∫
q(θ) ln

{
q(θ)

p(θ|x)

}
dθ

=

∫
q(θ) ln

{
p(x, θ)

q(θ)

}
dθ −

∫
q(θ) ln

{
p(θ|x)

q(θ)

}
dθ

= L(q) + KL(q‖p), (2.18)
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where

L(q) =

∫
q(θ) ln

{
p(x, θ)

q(θ)

}
dθ, (2.19)

KL(q‖p) = −
∫
q(θ) ln

{
p(θ|x)

q(θ)

}
dθ. (2.20)

To optimize the log marginal probability ln[p(x)], one has to optimize both L(q)

and KL(q‖p). It turns out that maximizing the lower bound L(q) w.r.t. q(θ) is

equivalent to minimizing the KL divergence, KL(q‖p) (Bishop, 2006). Thus, one

can focus on optimizing the KL divergence in order to maximize ln[p(x)].

Suppose that any possible choice of q(θ) is allowed for approximating the

true posterior p(θ|x), then the maximum of the lower bound occurs when the

approximation q(θ) is the same as the true posterior. However, the assumption is

that it is intractable to work directly with the true posterior. In order to achieve

tractability, one is only allowed to consider a restricted but highly flexible family

of distributions (e.g., exponential family) for q(θ), and search for the one in

this family that minimizes KL(q‖p). Note that VB is a very efficient inference

method compared with Gibbs sampling, although Gibbs sampling is in principal

more accurate since it asymptotically approaches the true distribution.

Assumed-Density Filtering Let us conclude this section of Bayesian infer-

ence with assumed-density filtering to lay groundwork for Chapter 3 of the thesis.

Assumed-density filtering (ADF) is a technique for computing approximate pos-

teriors in Bayesian networks and other statistical models, and it is also called

“moment matching” (Minka, 2001). ADF applies when the true posterior is in-

tractable and needs to be approximated by a distribution family that is easy to

work with. The idea of ADF is to project the true posterior after belief updat-

ing for each observation onto this distribution family, where projection means

to match the moments of the true posterior and the distribution family used to

perform approximation. To the end, the approximation comes down to moment

matching, and following (Ranganathan, 2004) we present a derivation of moment

matching.

One often chooses a broad class of distributions called the exponential family

(Section 2.4 in (Bishop, 2006)) as the approximating distribution, leading to the

following set of approximating distributions:

q(x) = h(x) exp(ηTf(x) + g(η)), (2.21)
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where η are the natural parameters of the distribution and f(x) is some function

of x. Suppose that p(x) is the true posterior after the belief update with an

observation, we minimize the KL divergence between p(x) and q(x) by setting
dKL(p(x)||q(x))

dη
= 0 to find the natural parameters of q(x):

dKL(p(x)||q(x))

dη
= − d

dη

∫
x

(
p(x)ηTf(x) + p(x)g(η)

)
dx

= −
∫
x

(
p(x)f(x) + p(x)

g(η)

dη

)
dx. (2.22)

Now the question is to find the η that satisfies:∫
x

(
p(x)f(x) + p(x)

g(η)

dη

)
= 0. (2.23)

Given q(x) is a probability distribution, we have∫
x

q(x)dx = 1, (2.24)

and differentiate Equation 2.24 with regard to η:

d

dη

∫
x

q(x)dx =

∫
x

d

dη
(q(x))dx

=

∫
x

d

dη

(
h(x) exp(ηTf(x) + g(η))

)
dx

=

∫
x

q(x)
d

dη

(
ηTf(x) + g(η)

)
dx

=

∫
x

q(x)

(
f(x) +

g(η)

η

)
dx. (2.25)

Setting d
dη

∫
x
q(x)dx = 0 leads to

〈f(x)〉q(x) = −dg(η)

dη
, (2.26)

where < · > is used to represent the mathematical expectation. Plugging this

result into Equation 2.23, we get:

〈f(x)〉q(x) =

∫
x

f(x)p(x)dx, (2.27)

Thus, the moments of the approximating distribution q(x) that minimizes the

KL-divergence to the true posterior are the same as that of the true posterior,

which reflects the name “moment matching”.
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Note that both ADF and VB optimize the KL divergence but in the reverse

forms: ADF minimizes KL(p‖q), whereas VB minimizes KL(q‖p) (a.k.a., the

reverse KL-divergence) (Minka, 2005). Since ADF requires to compute the mo-

ments of the true posterior, one often relies on VB when the moments can not

be computed.

2.2.3 TrueSkill

Now that we have introduced graphical models and Bayesian inference, we can go

one step further to understand some practical models and inference methods that

serve as the thesis foundations. Let us first reviews TrueSkill (Herbrich et al.,

2006) – a Bayesian skill rating system, since both Chapter 3 and Chapter 5 are

built on TrueSkill.

2.2.4 TrueSkill Factor Graph

TrueSkill (Herbrich et al., 2006) is a state-of-the-art Bayesian skill learning sys-

tem: it has been deployed in the Microsoft Xbox 360 online gaming system for

both matchmaking and player ranking. TrueSkill itself allows for matches involv-

ing more than two teams and learning team members’ individual performance.

However, we restrict our description of TrueSkill for the case of two single-player

teams.

Suppose there are n teams available for pairwise matches in a game. Let

M = {i, j} specify the two teams participating in a match and define the outcome

o ∈ {team-i-win, team-j-win, draw}. TrueSkill models the probability p(o|l,M) of

o given the skill level vector l ∈ Rn of the teams in M (namely li and lj), and

estimates posterior distributions of skill levels according to Bayes’ rule

p(l|o,M) ∝ p(o|l,M)p(l), (2.28)

where a factorising Gaussian prior is assumed:

p(l) :=
n∏
i=1

N (li;µi, σ
2
i ). (2.29)

To model the likelihood p(o|l,M), each team i is assumed to exhibit a stochastic

performance pi ∼ N (pi; li, β
2) in the game. From this we can model the perfor-

mance differential d as p(d|p,M) = δ(d = pi − pj) and finally the probability of
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each outcome o given this differential d:

p(o|d) =


o = team-i-win : I[d > ε]

o = team-j-win : I[d < −ε]

o = draw : I[d ≤ |ε|]

(2.30)

Then the likelihood p(o|l,M) in (2.28) can be written as

p(o|l,M) =

∫
· · ·
∫
Rn

∫ +∞

−∞
p(o|d)p(d|p,M)

n∏
i=1

p(pi|li) dp dd.

The entire TrueSkill model relevant toM is shown in the factor graph of Figure 2.4

with P (o|d) given for the case of o = team-i-win.

2.2.5 Inference in TrueSkill

TrueSkill uses approximate message passing based on the sum-product algo-

rithm (Kschischang et al., 2001) to infer the posterior distribution in (2.28)2. The

sum-product algorithm for factor graphs exploits the sparse connection struc-

ture of the graph to perform efficient inference of single-variable marginals by

message passing. Following (Kschischang et al., 2001), we first introduce the

single-variable sum-product algorithm before presenting the inference approach

in TrueSkill.

The single-variable sum-product algorithm starts at the leaves of the factor

graph. Each leaf variable node sends a trivial “identity function” message to its

parent, and each leaf factor node sends a description of itself to its parent. Each

node representing a variable or a factor waits for messages from all of its children

before computing the message to be sent to its parent: a variable node simply

sends the product of messages received from its children, whereas a factor node f

with parent v forms the product of f with the messages received from its children,

and then operates on the results by an integral to integrate out the children of

f . The computation terminates at the root node, where the marginal function

of this node can be computed by taking the product of all messages received by

this node.

We now present the mathematical formulations for the computations de-

scribed above for the single-variable sum-product algorithm by following (Her-

2 note that the posterior over li and lj will be updated according to the match outcome

while the posterior over lk (k /∈ {i, j}) will remain unchanged from the prior.
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Figure 2.4: TrueSkill factor graph for a match between two single-player teams

with team i winning. There are three types of variables: li for the skills of all

players, pi for the performances of all players and d the performance difference.

The first row of factors encode the (product) prior; the product of the remaining

factors characterizes the likelihood for the game outcome team i winning team j.

The arrows show the optimal message passing schedule: (1) messages pass along

gray arrows from top to bottom, (2) the marginal over d is updated via message

1 followed by message 2 (which requires moment matching), (3) messages pass

from bottom to top along black arrows.

brich et al., 2006). Three equations are involved in this algorithm:

p(vk) =
∏
f∈Fvk

mf→vk
(vk), (2.31)

mf→vj
(vj) =

∫
· · ·
∫
f(v)

∏
i 6=j

mvi→f (vi)dv\j, (2.32)

mvk→f (vk) =
∏

f̃∈Fvk
\{f}

mf̃→vk
(vk), (2.33)

where Fvk
represents the set of factors connected to variable vk and v\j denotes

the components of the random vector v except for its jth component. (2.31)

computes the marginal of a variable; (2.32) computes the message from a factor

to a variable; (2.33) computes the message from a variable to a factor.
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Provided that the factor graph is acyclic and the messages can be computed

exactly, one can compute the marginal of each variable via the Equation 2.31.

However, the message along arrow 2 from the factor δ(d > ε) to the performance

difference variable d (Figure 2.4) is a step function that leads to intractability

for exact inference, and thus TrueSkill uses message approximation via moment

matching (Section 2.2.2) to find an approximation with a Gaussian p̂(d) with the

same mean and variance as p(d). The update equations for the marginal and

messages associated with the performance difference variable d is given as below:

p̂(d) = m̂f→d(d) ·md→f(d),

m̂f→d(d) =
p̂(d)

md→f(d)
. (2.34)

We refer the interested readers to the Table 1 in (Herbrich et al., 2006) for all other

update equations of the marginals and messages in the TrueSkill factor graph

(Figure 2.4). Note that an optimal message passing schedule in the TrueSkill

factor graph (Figure 2.4) is provided in the caption.

2.2.6 Latent Dirichlet Allocation

We conclude the review on graphical models by discussing latent Dirichlet allo-

caiton (LDA) (Blei et al., 2003) by following (Heinrich, 2009). We review LDA

because it is used in Chapter 4 for learning the topic distributions of terms and

documents in a corpus.

Consider the Bayesian network of LDA in Figure 2.5. We can interpret LDA

as follows: LDA generates a stream of observable words wm,n, partitioned into

document wm with Nm words. For document m, a topic proportion ϑm is drawn,

and from this, topic-specific words are emitted. That is, for each word, a topic

indicator zm,n is sampled according to the document-specific mixture proportion,

and then the corresponding topic-specific term distribution ϕzm,n to draw a word.

The topics ϕk are sampled once for the entire corpus.

Now, we can specify the complete-data likelihood of a document – the joint

distribution of all known and hidden variables given the hyperparameters:

p(wm, zm, ϑm,Φ|α, β) =
Nm∏
n=1

p(wm,n|ϕzm,n)p(zm,n|ϑm) · p(ϑm|α)p(Φ|β), (2.35)

where Φ = {ϕk}Kk=1. Given the likelihood, the probability that a word wm,n

instantiates a particular term t given the LDA parameters can be obtained by



2.2. GRAPHICAL MODELS 31

m ∈ [1,M ]
n ∈ [1, Nm]k ∈ [1, K]

α ϑm

zm,n

β ϕk wm,n

Figure 2.5: Graphical model for LDA (Figure 6 in Heinrich (2009)).

marginalizing zm,n and omitting the parameter distributions:

p(wm,n = t|ϑm,Φ) =
K∑
k=1

p(wm,n = t|ϕk)p(zm,n = k|ϑm). (2.36)

To the end, the likelihoods of a document wm and of the corpus {w1, · · · ,wM}
are just the joint likelihood of the independent events of the term observations

wm,n given by

p(w1, · · · ,wM |Θ,Φ) =
M∏
m=1

p(wm|ϑm,Φ)

=
M∏
m=1

Nm∏
n=1

p(wm,n|ϑm,Φ), (2.37)

where Θ = {ϑ}Mm=1.

The main objectives of LDA inference are to find (1) the term distribution

p(t|z = k) = ϕk for each topic k and (2) the topic distribution p(z|d = m) = ϑm

for each document m. The common approaches for inferring Θ and Φ are based

on Gibbs sampling (Heinrich, 2009) and variational inference (Blei et al., 2003).

We omit the details for LDA inference, and refer readers to (Heinrich, 2009) for

more information.
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2.3 Recommender Systems

For the third part of the thesis foundations, let us review recommender systems. A

recommender system is a software tool that makes product/service recommenda-

tion, with the aim of optimizing some user-oriented objectives in light of inherent

uncertainty over users and contents. To present an informative description of

various aspects of recommender systems, let us discuss three dimensions:

1. Active Vs. Passive: whether a recommender queries a user or not makes

the difference between active and passive recommenders. One often finds it

is useful to actively query a user’s preferences when there is no knowledge

about the user, because active querying can minimize the elicited prefer-

ences needed to make a (nearly) optimal recommendation.

2. Individual Vs. Collaborative: an individual recommender makes rec-

ommendations based only on the information from the target user, without

encoding knowledge from other users; whereas a collaborative recommender

leverages multiple users with similar preferences for better predictions.

3. Non-Bayesian Vs. Bayesian: one can address problems associated with

recommender systems from Bayesian and non-Bayesian perspectives. Let

us review various approaches from these two perspectives in the literature,

and discuss their advantages and disadvantages.

Note that the first two dimensions correspond to the aspects of recommen-

dation tasks, whereas the third dimension is associated with solutions. With

these three dimensions, previous work can be catogorized into eight classes:

{Active,Passive}×{Individual,Collaborative}×{Non-Bayesian,Bayesian}. Fig-

ure 2.6 shows these eight classes together with the representative work.

2.3.1 Passive Vs. Active Recommenders

A passive recommender learns a user’s preferences implicitly by observing user

behavior without the need of querying the user explicitly. This type of recom-

mender system is very useful in electronic commerce websites (e.g., Amazon,

eBay), search engines (e.g., Google, Bing), and content recommender systems,

because user preferences are reflected by implicit feedback, e.g., purchasing his-

tory of books in Amazon, click through log when interacting with search engines,

etc.
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P, I, NB. 
Herbrich et al. 1998

A, I, NB
Zionts 1981;
Korhonen et al. 1984;
Le & Haddawy 2001;
Ghosh & Kalagnanam, 2003

A, I, B 
Chajewska & Koller 2000
Chajewsak et al. 2000
Boutilier 2002
Guo & Sanner 2010

P, I, B 
Kersting & Zhao 2009
Chu & Ghahramani 2005b

P, C, NB
Breese et al. 1998
Goldberg et al. 2001
Abernethy et al. 2009

A, C, NB
Rish & Tesauro, 2008

A, C, B
Harpale and Yang 2008
Bonilla et al., 2010

P, C, B
Sutskever et al. 2009
Stern et al. 2009 

Collaborative

Individual

Bayesian

Non-Bayesian

Passive Active

Figure 2.6: Categorizations of previous work on recommender systems according

to three dimensions: active (A) vs. passive (P), individual (I) vs. collaborative

(C), non-Bayesian (NB) vs. Bayesian (B).
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Contrasted with passive recommenders, active recommenders build a user

model by querying the user for explicit preference statement. Being active is

extremely useful in minimizing elicited preferences to make a good recommen-

dation, and has been applied in various domains, e.g., clinical decision making

(Chajewska et al., 1998, 2000), and conjoint analysis – a statistical technique

used to determine how users value different features of a product or service with

the aim of optimally designing the product/service (Green and Rao, 1971). One

can also find the use of active recommender systems in dialogue system or mixed-

initiative systems, specifically when they relate to a specific product or service

(buying a computer, camera, and flight ticket) as well as during the creation of a

new user profile to overcome the cold start problems, which is different from the

use of passive recommenders.

Passive Recommenders

Let us introduce passive recommender approaches for two problems of recom-

mender systems relevant to this thesis: preference learning and matchmaking.

Preference Learning is to learn a user’s preferences based on implicit feedback

from his/her behaviour. Some common approaches and representative work for

preference learning are described as follows:

• constraint-based methods: Constraint-based methods can be found in (Cha-

jewska et al., 2001), where Chajewska, Koller, and Ormoneit propose to

learn a user’s utility function by observing the user’s behavior, i.e., actions

made in various states. Section 2.3.3 explains constraint-based methods in

more detail.

• kernel methods: Kernel-based preference learning can be found in (Her-

brich et al., 1998), which casts preference learning as a binary classification

problem and uses support vector machine (SVM) for preference learning.

• Gaussian processes: Gaussian processes can also be used for preference

learning (Chu and Ghahramani, 2005b; Birlutiu et al., 2010). Chu and

Ghahramani (2005b) propose a nonparametric Bayesian approach to learn

user preferences over items, applicable to tasks such as multi-class learning,

and the complexity of this approach is linear with regard to the number of

unique items in the training preference pairs. Similar approaches can been

found in (Birlutiu et al., 2010), which has been used to support clinical
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decision making. Note that there is some work on preference learning by

integrating Gaussian processes with relational learning such as (Kersting

and Xu, 2009), which is not reviewed since it is not related with the main

contributions of this thesis.

All of the passive learning approaches presented so far except (Birlutiu et al.,

2010) are restricted to model single user only, and have to discard other users’

preferences. An alternate is to utilize other users’ preferences when building a

user preference model. This perspective is reviewed in Section 2.3.2.

Matchmaking For matchmaking (Section 1.3), common approaches propose

to learn latent skills or traits that will be later used in matching processes such

as skill estimation in online gaming to match players of comparable skill levels

(Elo, 1978; Herbrich et al., 2006; Dangauthier et al., 2007; Birlutiu and Heskes,

2007). For instance, the Elo system is perhaps the earliest skill rating system for

rating chess players (Elo, 1978). The idea behind the Elo system is to assign a

number to each player to represent his/her skill levels, and update the skill levels

by encoding both the true match results and the estimated match results.

The Elo system can not handle the situation where multiple players or teams

participate in a game, e.g., football matches. TrueSkill (Herbrich et al., 2006)

addresses this deficiency, and becomes a globally deployed Bayesian skill rating

system for online gaming, e.g., Microsoft Halo 2. Dangauthier et al. (2007) further

extend TrueSkill by accounting the dynamics of player skill levels, and propose

to learn players’ skills over time. Both this extension and TrueSkill itself do not

model the correlation between skill levels of distinct players, which may be use-

ful in modeling player skills. Birlutiu and Heskes (2007) model the correlation

between players’ skills, and propose a correlated version of expectation propa-

gation, namely, EP-Correlated, which significantly outperforms its counterpart –

EP-Independent that fails to account for the correlation.

Active Recommenders

Being active in user modeling is to actively query users for their preferences.

It is more effective and reliable for user modeling to use active queries rather

than implicit feedback, because active queries target at reducing uncertainty from

various sources that lead to better recommendations. User responses to active

queries can help to refine uncertainty in user utility functions, either modeled

by a set of feasible functions (strict uncertainty) or probability distributions over
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utility functions. In this section, we restrict to the discussion on three aspects of

active recommenders for preference elicitation of a single user. The three aspects

are (1) query types, (2) decision theoretic criteria for optimizing queries, and (3)

one-shot vs sequential query strategies (Figure 2.7).

Active 
Recommenders

Query 
Types

Decision 
Theoretic 

Criteria

One-Shot vs.
Sequential

Figure 2.7: A diagram for the structure of our review for active recommenders.

We review three aspects of active recommenders: query types, decision theoretic

criteria, and one-shot vs. sequential query selection.

Query Types We describe commonly used query types in the context of rec-

ommending a computer to a user as follows:

• Likert scale or item rating (Likert, 1932): the Likert scale is one type

of scale that is frequently used in questionnaires, and it has a predefined

number of ordered response levels. For instance, a 5-level Likert scale can

be: Strongly dislike, Dislike, Indifference, Like, and Strongly like. One can

relate these five ordered responses as ratings from 1 to 5. Although a Likert

scale allows a user to specify a numerical value to indicate the preference

strength, it can be hard for a user to choose ratings for unfamiliar items.

Examples of eliciting ratings using a Likert scale can be found in (Rish and

Tesauro, 2008).

• Standard gamble query (probability elicitation) (Keeney and Raiffa,

1976): a standard gamble query asks a user whether he prefers an item xi

to a gamble in which the best item with probability l and the worst item
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occurs with probability 1 − l. For those users without extensive training

experiencing, it can be hard to understand such kind of queries, as demon-

strated by the longest average response time for standard gamble queries

in (Braziunas and Boutilier, 2010).

• Critiquing: critiquing-based queries show a user one or multiple items, and

ask the user to critique either single or a combination of features (Reilly

et al., 2004, 2005; McCarthy, 2008). For example, a critiquing query shows

a computer with price “USD 1500”, and asks a user to critique on the shown

price.

• Pairwise comparison query: queries of this type ask a user to state pref-

erences over a pair of items. An example query is: do you prefer Computer

a to Computer b?

Computer a: Silver, 13-inch, MacBook Pro,

Computer b: Red, 15.6-inch, Dell Inspiron.

Each of these query types has advantages and disadvantages. As stated in

(Abbas, 2004), utility elicitation process is subject to many cognitive and moti-

vational biases (Keeney and Raiffa, 1976; Froberg and Kane, 1989). Thus, one

needs to balance the cognitive load of queries with informativeness of a query.

While much work focuses on eliciting probabilities from users (Weber, 1987), some

authors propose to query preferences over pairs of items in order to alleviate user

cognitive load (Moskowitz et al., 1993). It is demonstrated that pairwise com-

parison queries take shorter time to be responded, compared with that required

by standard gamble queries (Braziunas and Boutilier, 2010), indicating a lower

cognitive load and greater ease with which pairwise comparison queries can be

answered.

Query Selection Criteria are used to evaluate the value of queries, based on

which one can choose the optimal queries. By following (Braziunas, 2006), we

briefly review three criteria for optimizing queries because query selection is one

of the key problems studied in Chapter 3.

• Minimax regret (Savage, 1951) was first described in the scenario of un-

certainty over world states, e.g., user utility functions. Minimax regret

criterion consists of two steps. First, one estimates the maximum regret of
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choosing item x ∈ X under a feasible utility function set U , i.e.,

MR(x, U) = max
u∈U

max
x′∈X

[u(x′)− u(x)]. (2.38)

Second, one chooses the optimal query q∗ that minimizes the maximal regret

w.r.t. the refined realizations of the utility function set Uq after each query

q in a query set Q by

q∗ = arg min
q∈Q

[
min
x∈X

MR(x, Uq)

]
. (2.39)

The minimax regret criterion has been widely used in the literature (Boutilier

et al., 2001, 2003a; Wang and Boutilier, 2003; Boutilier et al., 2004, 2005;

Patrascu et al., 2005; Boutilier et al., 2006; Viappiani and Boutilier, 2009).

• Information gain Entropy measures the uncertainty associated with a ran-

dom variable (Shannon, 1948). For a vector random variable u representing

user utility over a multi-dimensional item attribute space (Section 2.1.3),

its entropy is defined as follows:

H(u) = −
∫
u

p(u) log(p(u))du. (2.40)

where p(u) is the probability distribution function over the vector random

variable u. Information gain is the reduction of entropy of u due to a query

q leading to a posterior utility distribution p(u|q), and information gain

criterion proposes to choose the optimal query q∗ by

q∗ = arg max
q∈Q

[H(u)−H(u|q)] ,

= arg max
q∈Q

[
H(u) +

∫
u

p(u|q) log(p(u|q))du
]
. (2.41)

where H(u|q) is the conditional entropy for u given query q. This criterion

can guide one to choose the query that reduces uncertainty maximally in

the utility variable u. Applications of this criterion can be found in (Abbas,

2004; Rashid et al., 2008).

• Value of information (Howard, 1966) identifies, via a cost-benefit anal-

ysis, the most valuable new information to acquire from a probability dis-

tribution that models variables of interest (Howard, 1968; Pennock et al.,

2000). Applications of this criterion can be found in (Chajewska and Koller,

2000; Chajewska et al., 2000; Boutilier, 2002; Boutilier et al., 2003b; Brazi-

unas and Boutilier, 2005; Guo and Sanner, 2010b; Bonilla et al., 2011). We

postpone the detailed description of the value of information in Section 3.3.
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There is a strong argument against using information gain to choose queries

for preference elicitation and collaborative filtering. For preference elicitation,

information gain has a bias towards the reduction of uncertainty for the entire

utility distribution, which does not necessarily reduce the expected recommen-

dation loss. On the contrary, the value of information criterion will learn about

the distribution only if it reduces the expected recommendation loss. Practically,

there can be many queries that maximize the entropy gain substantially (i.e.,

reduce uncertainty in the overall user utility function) but have no effect on the

expected utility of the best recommended item.

One-Shot vs. Sequential The third aspect for active recommenders is whether

to cast query selection as an one-shot or a sequential query selection problem. We

review this aspect because (1) Chapter 3 addresses the problem of one-shot query

selection for preference elicitation and (2) Chapter 6 presents possible extensions

of our work in Chapter 3 for sequential query selection.

One-shot query selection is a greedy method, and it maximizes myopic decision

theoretic criteria, e.g., expected value of information. An advantage of one-

shot methods is their efficiency, and that explains why they are widely applied,

particularly with the expected value of information criterion (Chajewska et al.,

2000; Boutilier et al., 2003b; Jin and Si, 2004). For instance, Chajewska et al.

(2000) propose a myopically optimal elicitation strategy that involves asking the

(single) query leading to the maximal expected value of information with respect

to the current distribution on utilities.

However, greedy query selection can fail to propose the optimal queries, be-

cause it ignores the value of future queries when estimating the value of the

current query. Alternatively, one can cast query selection as a sequential decision

problem, which proposes to look ahead for multiple steps in order to choose the

(approximately) optimal queries. Sequential query selection can be carried out

under the framework of partially observed Markov decision processes (POMDPs)

(Boutilier, 2002; Doshi and Roy, 2008). For instance, Boutilier (2002) extends

the one-shot PE method proposed in (Chajewska et al., 2000), and treats PE as

a sequential optimization process. Instead of computing optimal queries online,

Boutilier proposes offline estimation of optimal queries. However, computational

complexity is exponential in the lookahead depth. To reduce computational com-

plexity, one can make constraints on the structure on utility functions. Doshi

and Roy (2008) introduce the following assumption to add constraints on utility

functions: a user’s optimal actions depend only on its uncertainty over states and
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not about which particular states a PE system is confused. Interested readers

can refer to (Meuleau et al., 1999; Porta et al., 2006) for various treatments of

the computational complexity issues for POMDPs.

2.3.2 Individual Vs. Collaborative Recommenders

Individual Recommenders

Individual recommenders build a user model by querying the user or making use

of the user’s past behaviors, e.g., ratings, purchase history, web search click log,

likes or dislikes, without referring to other users’ behaviors. The key of individual

recommenders is to build and maintain a scalable user model, and efficiently refine

the model if necessary, with the aim of making personalized recommendations.

One can find two lines of work in building an individual user model: preference

learning, and preference elicitation. These two lines of individual recommender

systems have been covered in Section 2.3.1.

Collaborative Recommenders

This section reviews various collaborative recommenders by following the struc-

ture shown in Figure 2.8.

Collaborative Filtering (CF) (Goldberg et al., 1992; Breese et al., 1998) has

been widely adopted for building recommender systems. Traditional CF tasks

provide a partially observed user-item rating matrix, and the task is to predict

the missing ratings in the matrix, also known as matrix completion problem

(Salakhutdinov and Srebro, 2010). We show an example user-item rating matrix

in Table 2.2. Given this matrix, an example CF question is: how will user “Doug”

rate movie “Alpha and Omega”? The fundamental assumption of CF is: if two

users give similar rates to items (e.g., books, music, movies), or have similar

behaviours (e.g., buying, reading, listening, watching), then they will rate or

act on other items similarly (Goldberg et al., 2001). Based on this assumption,

CF makes predictions by making use of the similarity of users or items, where

similarity is computed based on rating patterns — implicit descriptors of users

and items that can be extracted from the user-item rating matrix (Breese et al.,

1998).

CF approaches form the basis of recommender systems in various domains

including books, movies, jokes, and newsgroup articles (Goldberg et al., 1992;



2.3. RECOMMENDER SYSTEMS 41

Collaborative
Recommenders

CF

Hybrid

CBF

Figure 2.8: A diagram for the structure of the review for collaborative recom-

menders. We review three collaborative recommenders: collaborative filtering

(CF), content-based filtering (CBF), and hybrid of CF and CBF.

Resnick et al., 1994; Lang, 1995; Shardanand and Maes, 1995; Konstan et al.,

1997; Breese et al., 1998; Nguyen and Haddawy, 1998; Hofmann and Puzicha,

1999; Goldberg et al., 2001; Das et al., 2007). We list representative approaches in

Table 2.3, and discuss a variety of matrix factorization techniques including non-

Bayesian matrix factorization (Section 2.3.3) and Bayesian matrix factorization

techniques.

Table 2.2: An example user-item rating matrix with four users and five movies.

Ratings are often discrete integers, e.g, {1, · · · , 5}. The entry rij denotes the

ratings given by user i to item j.

User Inception Avatar Casablanca Alpha and Omega

Alice 5 2

Bob 1 5

Carol 3 4

Doug 2 ?

Content-based Filtering (CBF) (Basu et al., 1998) represents users and
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Table 2.3: Representative CF approaches

Work Model

Hofmann 2001 Latent aspect (class) model

Canny 2002 Latent factor model

Hofmann 2003 Gaussian PLSA

Marlin 2003 User rating profile model

Ross and Zemel 2003 Multiple cause vector quantization

Si and Jin 2003 Flexible mixture model

Marlin and Zemel 2004 Multiple multipli. factor model

Raiko et al. 2007 VB-PCA

Lim and Teh 2007 VB-SVD

Salakhutdinov and Mnih 2008 Bayesian probabilistic matrix factorization

Porteous et al. 2010 BMFSI with Dirichlet process mixture

Zhang et al. 2010 Multi-domain probabilistic matrix factorization

items by feature vectors, and evaluate user/item similarity based on user features

or item contents. For instance, in Table 2.2, user Alice may be described by

her demographical features: country—Australia, age—25, and gender—Female,

and movie Avatar may be described by genres—action, adventure, and fantasy.

Applications of CBF can be found in applications, such as multimedia (Casey

et al., 2008), books (Mooney and Roy, 2000), web search engines, and social

matchmaking sites, since informative content descriptions are available in these

applications.

Hybrid Filtering (Burke et al., 1997; Claypool et al., 1999) is to combine mul-

tiple approaches (e.g., content-based, collaborative, knowledge-based and others)

to improve the performances of recommendations. We restrict the review of hy-

brid filtering to the combination of the approaches that use ratings and contents

of users and items, and refer to (Burke, 2002) for a review on the hybrid of other

approaches. Hybrid filtering is developed in order to balance the advantages and

disadvantages of CF and CBF: CF evaluates user/item similarity based only on

rating information, and discards meaningful user and item features; CBF eval-

uates user/item similarity by using features of users and items, but it ignores

ratings when evaluating similarity. A natural question is: can it improve pre-

diction quality by integrating user/item features with ratings, i.e., using hybrid
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filtering rather than CF or CBF?

Hybrid filtering is perhaps motivated by earlier research from the information

retrieval community. Vogt et al. (1996) demonstrates that it improves the perfor-

mance of an individual information retrieval system by combining these systems

linearly. Given appropriate combinations of CF and CBF, hybrid filtering proves

to be superior to either CF or CBF as supported by the empirical results. For in-

stance, Basilico and Hofmann (2004) propose a kernel function between user-item

pairs that allows simultaneous generalization across the dimensions of users and

items, and demonstrate that hybrid filtering outperforms CF and CBF. However,

a remaining question is: how can one effectively integrate CF and CBF?

Recent efforts in effectively integrate CF and CBF are summarized in Ta-

ble 2.4. Si and Jin (2004) propose a unified probabilistic framework to model the

joint probability of a user x rating r for an item y. The joint probability is given

as follows:

P (x, y, r) =
∑
Zx

∑
Zy

P (x, y, r, Zx, Zy)

=
∑
Zx

∑
Zy

P (r|Zx, Zy)P (Zx|x)P (Zy|y)P (x)P (y) (2.42)

where Zx and Zy are the latent class variables for users and items. This approach

incorporates item contents into a mixture model through a conditional exponen-

tial model for the item class distributions P (Zy|y). This probabilistic framework

is very general, and can be further extended in many ways, for instance by using

appropriate models for P (Zx|x) and P (Zy|y) (see Figure 2.9 for a graphical model

representation of this framework).

More recently, many hybrid filtering approaches are proposed to integrate

meaningful side information (e.g., user demographic information or explicit stated

user preferences, item meta data) to improve recommendation quality (Stern

et al., 2009; Agarwal and Chen, 2009; Porteous et al., 2010). Stern et al. (2009)

make use of user and item meta data, and propose a large scale online Bayesian

recommender system called MatchBox. MatchBox models the generation of rat-

ings from users and items using a bi-linear model (similar with Salakhutdinov

and Mnih (2008)), and it features feedback and dynamics models. Inference in

MatchBox is based on expectation propagation. Agarwal and Chen (2009) pro-

pose a model that integrates side information into latent factors, however, the

proposed model treats regression coefficients for side information separately from

those latent factors. Porteous et al. (2010) treat the coefficients for side infor-
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x y

Zx Zy

r

Figure 2.9: A directed graphical model for representing the joint probability

distribution P (x, y, r) of a user-item-rating tuple (x, y, r). Zx and Zy are latent

class variables for users and items respectively. Shaded nodes represent observed

variables.

mation and latent factors in the same way, with Gibbs sampling as the inference

algorithm.

Table 2.4: Representative hybrid filtering approaches. LDA: latent Dirichlet

allocation.

Publication Model Item or User

Yu et al. 2003 Collaborative Ensemble Learning Item

Si and Jin 2004 Mixture and Exponential Model Item

Yu et al. 2004 Hiera. Nonpara. Bayesian Models Item

Lam et al. 2008 User-info aspect model User

Porteous et al. 2008 Bi-LDA and Multi-HDP User and Item

Stern et al. 2009 Bi-linear model and SVD User and Item

2.3.3 Non-Bayesian vs. Bayesian Recommenders

The previous section discussed aspects of recommender tasks, this section reviews

an aspect of solutions for recommender systems according to two methodologies:

non-Bayesian and Bayesian. Note that the non-Bayesian approaches are further

catogorized into five classes.
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Non-Bayesian Recommenders

Constraint-based Recommenders work by assuming a feasible set of util-

ity functions, and incrementally adding constraints on the function set to refine

uncertainty(Zionts, 1981; Korhonen et al., 1984; Le and Haddawy, 2001). Graph-

ically, we categorize these approaches at the A, I,NB node in Figure ??. Zionts

assumes that utility function is linear additive (Zionts, 1981), and this assumption

is extended in (Korhonen et al., 1984) that applies quasi-concave utility function.

Le and Haddawy (2001) further extend the utility assumption, and assume multi-

attribute utility functions (see Section 2.1.3 for MAUT), with uncertainty in utility

functions refined by adding hyperplanes to the polyhedral that represent utility

functions. An issue with the elicitation approaches in (Korhonen et al., 1984; Le

and Haddawy, 2001) is that they rely on complex linear or nonlinear optimiza-

tion solutions. Contrasted with these optimization-based approaches, Ghosh and

Kalagnanam propose a sampling-based approach for inferring in a polyhedral that

represents user preferences (Ghosh and Kalagnanam, 2003).

Non-Parametric Recommenders A traditional non-parametric recommender

is based on a vector space model in the context of document retrieval. This model

represents documents in terms of vectors with its component associated with a

particular word in a vocabulary (Salton et al., 1975). In general, each component

is assigned with a value, i.e., a weight, according to the estimated importance of

the word in the document. A commonly used weighting method is based on term

frequency-inverse document frequency (TFIDF), which is a statistical measure

used to evaluate how important is a word to a document in a collection (Dumais

et al., 1998; Joachims, 1998). Once documents and queries are represented in

the same vector space, one can user various similarity measures to evaluate the

relevance between documents and queries, and similarity between documents.

A main drawback of the vector space model is that it assumes that all terms

are independent. Therefore, this model cannot account polysemy (the same term

has multiple meanings in different contexts, e.g., a river bank and a reserve bank

of a country) and synonymity (different terms have the same meaning, e.g., a car

dealer and a automobile dealer). One way to overcome this is to find a latent

topic/semantic space in a low-dimensional representation by decomposing the

original document-term matrix based on SVD or PCA. Recently, Yu et al. (2009b)

allow SVD and probabilistic PCA (Tipping and Bishop, 1999) to be data-driven,

with the model dimensionality increasing with the size of available data, and
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develop novel optimization methods for nonparametric SVD and nonparametric

PCA.

Probabilistic Non-Bayesian Recommenders Probabilistic non-Bayesian rec-

ommenders model uncertainty with probability distributions, and often use max-

imum likelihood to find the single optimal model. These systems can be found

in (Tipping and Bishop, 1999; Rendle and Schmidt-Thieme, 2010). In (Tipping

and Bishop, 1999), the authors introduce probabilistic principal component anal-

ysis, and use maximum likelihood estimation for learning model parameters. To

accommodate multidimensional data (e.g., user/item/tag), Rendle and Schmidt-

Thieme propose a pairwise interaction tensor factorization model, which explicitly

models the pairwise interactions among users, items, and tags. This approach

has linear runtime both for learning and prediction (Rendle and Schmidt-Thieme,

2010).

Classification-based Recommenders One can cast preference learning as a

classification/regression problem, and use kernel-based solutions. Kernel meth-

ods allow the nonlinear interactions between features of users/items for learning

preferences. For instance, Herbrich et al. (1998) treat user preference learning

from the observed pairwise preferences over documents as a binary classification

problem, and propose to learn a utility function underlying the training examples.

Based on the learnt utility function, one can make nearly optimal recommenda-

tions. A major drawback for this approach is its scalability, since the size of

training samples depends on the available pairwise preferences, which can be

much larger than the size of the item set.

Optimization in CF Methods A widely used technique for collaborative fil-

tering is based on singular vector decomposition, which proves to achieve the best

k-dimensional approximation of the original matrix in the least-square sense if

one keeps the greatest k singular values, as implied by the Eckart-Young theo-

rem (Eckart and Young, 1936). The latent topic/semantic space based method

has been widely used for natural language processing and information retrieval,

corresponding to latent semantic analysis (LSA) and latent semantic indexing

(LSI), respectively, (Deerwester et al., 1990). Note that one can discover latent

topic/semantic spaces by using other decomposition techniques, e.g., principal

component analysis (Jolliffe, 1986), nonnegative matrix decomposition (Lee and

Seung, 1999).
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For collaborative filtering, the observed user-item matrix can be very sparse,

which can degrade the performances of widely used models including principal

component analysis (PCA) (Raiko et al., 2007), and singular vector decomposition

(SVD) (Lim and Teh, 2007). One way to alleviate the overfitting issue is to add

a regularization term to penalize overly complex models. Regularization-based

methods for collaborative recommenders enjoy increasing attention recently (Sre-

bro and Jaakkola, 2003; Srebro et al., 2005; Rennie and Srebro, 2005; Abernethy

et al., 2009). Previous work on regularization-based CF methods commonly as-

sume that – one can decompose a utility function into a small number of latent

factors. Based on this assumption, one can optimizes a low-rank matrix that

approximates the user-item rating matrix (Srebro and Jaakkola, 2003). The rank

constraint can be considered as regularization on the hypothesis space. However,

rank constraints induces a difficult non-convex optimization problem, for which

one can only find heuristics (Srebro and Jaakkola, 2003). Rennie and Srebro

(2005) reduce the computational complexity by using classical gradient descent

techniques.

As an alternative to constraining the rank of the approximation matrix, Srebro

et al. (2005) propose penalizing the predicting matrix by its trace norm, i.e.,

the sum of its singular values. By doing so, one can reduce the non-convex

optimization problem to a semi-definite problem. In addition, it is demonstrated

that trace norm regularization can lead to a low-rank solution, given a sufficiently

large regularization parameter (Abernethy et al., 2009).

The major weakness for these regularization-based CF methods is that they

cannot account for meaningful additional information such as user features (e.g.,

age, gender, job) or item features (e.g., manufacturer, genre). Abernethy et al.

(2009) address this deficiency by solving a generalized matrix completion problem

where there are features describing the matrix dimensions. Note that one can

find Bayesian treatments for matrix factorization with side information (e.g.,

user/item features, explicitly stated user preferences) in (Porteous et al., 2010),

which will be discussed next.

Bayesian Recommenders

Bayesian approaches play important role in building scalable and online recom-

mender systems, and these approaches generally have four advantages:

1. Robust to risk: they yield a predictive distribution that allows one to infer

a confidence interval on utility beliefs and minimize the expected risk in a
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Bayesian decision theory setting (Section 2.1.2);

2. Flexibility: they are capable of integrating domain knowledge by using flex-

ible priors, e.g., (Porteous et al., 2008);

3. Robust to the overfitting problem: they provide a principled framework for

model selection, without the need of fine tuning model parameters (Porteous

et al., 2008);

4. Capable of handling missing observations: they allow missing observations

to be addressed by marginalizing out the latent variables associated with

the missing observations.

There are two main approaches to Bayesian recommenders. Next we briefly

discuss them.

Parametric Bayesian vs. Non-Parametric Bayesian A parametric model

refers to a set of functions that can be described using a finite number of pa-

rameters. For example, a univariate Gaussian distribution can be parametrized

by two parameters (mean and variance); whereas a nonparametric model cannot

be parametrized by a finite number of parameters (Wasserman, 2004). Recently,

nonparametric modeling draws much attention as demonstrated by the rich liter-

ature (Walker et al., 1999; Neal, 2000; Yu et al., 2004; Teh et al., 2006; Porteous

et al., 2008), and emergence of a series of workshops on nonparametric Bayesian

methods, for instance, the series of workshops in conjunction with the Neural

Information Processing Systems Conference since 2003. Nonparametric Bayesian

methods make fewer assumptions than their parametric counterparts, and can

be used to model a wide range of problems. Recent advances in nonparamet-

ric learning techniques include kernel machines (Cristianini and Shawe-Taylor,

2000), Gaussian processes (Rasmussen and Williams, 2006), hierarchical Dirich-

let processes (Teh et al., 2006), and others.

Non-parametric Bayesian modeling approaches have a scalability issue — it is

highly challenging to scale them to problems with large amounts of data, which

restricts their applications in tasks including collaborative filtering. For instance,

exact learning with Gaussian processes is intractable for large datasets: for lin-

ear regression, training the exact Gaussian processes model with N samples re-

quires an O(N3) cost for inverting a N by N covariance matrix (Rasmussen and

Williams, 2006). Recently, efforts have been made in order to overcome the com-

putational issue for nonparametric approaches, e.g., (Seeger et al., 2003; Yan and
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Qi, 2010). Yan and Qi (2010) propose a novel sparse Gaussian processes regres-

sion approach, which explicitly represents the trade-off between its approximation

quality and the model sparsity.

2.4 Summary

In summary, this chapter reviews the theoretical foundations of this thesis includ-

ing decision theory, graphical models and Bayesian inference, and recommender

systems. The literature review allows us to formally understand problems in

recommender systems, and provides us insights and motivations in addressing

these problems. From here out, this thesis reports the efforts in addressing the

three dimensions of recommender systems, i.e., preference elicitation (Chapter

3), set-based recommendations (Chapter 4), and matchmaking (Chapter 5).





Chapter 3

Bayesian Preference Elicitation

3.1 Introduction to Preference Elicitation

Preference elicitation (PE) is an important component of eCommerce and rec-

ommender systems that propose items or services from a potentially large set

of available choices but due to practical constraints may only query a limited

number of preferences. The PE task consists of (a) querying the user about their

preferences and (b) recommending an item that maximizes the user’s latent util-

ity. Of course, a PE system is limited by real-world performance constraints that

require phase (a) to be efficient while ensuring phase (b) can make an optimal

recommendation with high certainty. To this end, we outline five principles im-

portant for the practical application of PE in real-world settings used to guide

our research in this work:

1. Real-time: A PE system that takes more than a few seconds to propose a

query or that asks a large number of uninformative queries will likely not

be viewed as useful by a user.

2. Multiattribute: Exploiting the natural attribute structure of services or

items in the form of multiattribute utility functions (Keeney and Raiffa,

1976) is crucial when the number of recommendable items exceeds the num-

ber of queries a PE system can reasonably ask. In this case, learning prefer-

ences over attribute dimensions can simultaneously inform preferences over

many items.

3. Low cognitive load : Since the task of utility elicitation is cognitively difficult

and error prone (Chajewska et al., 2000), queries that are more difficult for

users lead to higher noise and less certainty in the utility elicited. Thus, we

51
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focus on pairwise comparison queries known to require low cognitive load

for users (Braziunas and Boutilier, 2010).

4. Robust to noise: A real-world PE system has to make robust utility pre-

dictions in the presence of noisy query responses. Bayesian PE approaches

that maintain a belief distribution over utility functions and update beliefs

using a realistic query confusion model are one natural way to handle noise,

although exact inference in these Bayesian models may often be intractable.

5. Scalable: Since many real-world decision problems (real estate, consumer

electronics) involve large numbers of items (Chajewska et al., 2000), a scal-

able PE system should not evaluate more than O(m) queries per PE stage.

Furthermore, for scalability, it is crucial for a PE system not only to choose

informative queries, but also to choose queries that help it discriminate

among the highest utility items actually available in the item set.

In the following sections, we develop an approximate Bayesian PE framework to

satisfy all five of these principles (in contrast to related work) and demonstrate

this empirically on synthetic and real-world datasets.

3.2 Bayesian Preference Elicitation

3.2.1 User Utility Model

In multiattribute utility theory (MAUT) (Keeney and Raiffa, 1976), utilities are

modeled over a D-dimensional attribute set X = {X1, . . . , XD} with attribute

choices Xd = {xd1, . . . , xd|Xd|} (where |Xd| denotes the cardinality of Xd). An

item is described by its attribute choice assignments x = (x1, . . . , xD) where xd ∈
Xd. In our model, an attribute weight vector w = (w11, . . . , w1|X1|, . . . , wD1, . . . , wD|XD|)

describes the utility of each attribute choice in each attribute dimension.

We assume that the utility u(x|w) of item x w.r.t. attribute weight vector w

decomposes additively over the attribute choices of x, i.e.,

u(x|w) =
D∑
d=1

wd,#(x,d), u∗(x) =
D∑
d=1

w∗d,#(x,d) (3.1)

where #(x, d) returns an index in {1, . . . , |Xd|} for attribute choice xd of x and

u∗ represents the user’s true utility w.r.t. their true (but hidden) w∗.

Since w∗ is unknown to the decision support system, it is the goal of pref-

erence elicitation to learn an estimate w of w∗ with enough certainty to yield
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a low expected loss on the item recommended. We take a Bayesian perspective

on learning w (Chajewska and Koller, 2000) and thus maintain a probability

distribution P (w) representing our beliefs over w∗.

Because P (w) is a distribution over a multidimensional continuous random

variable w, we represent this distribution as a Gaussian with diagonal covariance,

represented compactly in a factorized format as follows:

P (w) =
D∏
d=1

|Xd|∏
i=1

p(wdi) =
D∏
d=1

|Xd|∏
i=1

N (wdi;µdi, σ
2
di). (3.2)

We assume the vectors µ and σ represent the respective mean and standard

deviation for the normal distribution over each corresponding attribute choice in

w. The use of a diagonal covariance is a strong modeling assumption, since our

model cannot capture the correlations inherently existing between the different

components of the attribute weight vector w. However, we can exploit the prop-

erties of diagonal covariance for efficient computation; furthermore, the number

of parameters to learn (i.e, µ and σ) scales linearly with the size of w rather than

quadratically as would be the case with a full covariance assumption.

3.2.2 Query & User Response Model

We focus on pairwise comparison queries known to require low cognitive load

for users (Braziunas and Boutilier, 2010), hence reducing noise in the elicitation

process. We use Qij = {i � j, i ≺ j, i ∼ j} to represent a pairwise comparison

query indicating the user’s preferences of item xi vs. item xj (henceforth just i and

j). Depending on the user’s attribute weight vector w and the corresponding item

utilities, u(i|w) and u(j|w), the user’s response qij ∈ Qij indicates the following:

• i � j: the user prefers i to j,

• i ≺ j: the user prefers j to i,

• i ∼ j: the user is indifferent between i and j.

If the difference between two item utilities is large, it is easy for the user to

answer the query; otherwise, confusion plays a role in deciding the preference. The

Bradley-Terry model of confusion (Bradley and Terry, 1952) (see Section 3.5.2

for detailed description) is a commonly used model for user responses to pairwise

comparison queries, and provides one way to model such noise in the case of strict

pairwise preference i � j or i ≺ j. There are numerous extensions (e.g., (Rao
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and Kupper, 1967; Davidson, 1970)) attempt to model the additional indifference

choice i ∼ j as we require, but we propose a simple user response model using

an indicator function1 over the pairwise utility difference to facilitate efficient

approximate Bayesian inference:

P (qij = i � j|w) = I[u(i|w)− u(j|w) > ε],

P (qij = i ≺ j|w) = I[u(j|w)− u(i|w) > ε],

P (qij = i ∼ j|w) = I[|u(i|w)− u(j|w)| ≤ ε], (3.3)

where we can modulate the range of utility differences for which the user is

indifferent by adjusting ε. As defined in Equation 3.3, item i is preferred to

item j if the difference between their utilities is larger than the threshold ε (e.g.,

u(i|w) − u(j|w) > ε), and item j is preferred to item i otherwise; the outcome

of indifference happens (e.g., i ∼ j) when |u(i|w) − u(j|w)| ≤ ε. Note that by

definition,
∑

qij
P (qij|w) = 1.

3.2.3 PE Graphical Model and Inference

A Bayesian approach is taken to address PE in this chapter. Thus, given a prior

utility belief P (w|Rn) w.r.t. a (possibly empty) set of n ≥ 0 query responses

Rn = {qkl} and a new query response qij, we perform the following Bayesian

update to obtain a posterior belief P (w|Rn+1) where Rn+1 = Rn ∪ {qij}:

P (w|Rn+1) ∝ P (qij|w, Rn)P (w|Rn)

∝ P (qij|w)P (w|Rn). (3.4)

Assuming correctness of the prior family and that query responses are generated

according to the likelihood, as n → ∞, our belief distribution approaches full

certainty in the user’s hidden utility, i.e., µ→ w∗ and σ → 0.

Assuming that our query likelihood P (qij|w) is modeled as described in Equa-

tion 3.3, we note that the form of the exact posterior is not a diagonal Gaussian

as is the initial prior P (w|R0) = P (w|∅) = P (w) defined in Equation 3.2, rather,

it is a mixture of truncated Gaussians as demonstrated using the following ex-

ample. Suppose that item i is preferred to item j (e.g., qij = i ∼ j), the exact

1We use I[·] as an indicator function taking the value 1 when its argument is true and 0

otherwise.
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Figure 3.1: PE factor graph from TrueSkill (Herbrich et al., 2006) for qij =

i � j. Items i and j have two attribute choices each with respective weights

(w1, w2) and (w3, w4). The posterior over (w1, w2, w3, w4) can be inferred with

the following message passing schedule: (1) messages pass along gray arrows

from top to bottom, (2) the marginal over d is updated via message 1 followed by

message 2 (which required moment matching), (3) messages pass from bottom to

top along black arrows. Note that β2 is the variance of the Gaussian variable vi

with mean wi.
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posterior is given by

P (w|{qij = i ∼ j}) ∝ I [u(i|w)− u(j|w) > ε]P (w)

∝ I

[
D∑
d=1

wd,#(i,d) −
D∑
d=1

wd,#(j,d) > ε

]
P (w). (3.5)

As shown above, the indicator function imposes constraints on the components

of w that are involved in item i and j, which truncate the corresponding Gaus-

sian components in P (w). Note that the number of mixture components grows

exponentially with the number of queries.

To avoid the exponentially increasing components in P (w) caused by exact

inference, we must turn to approximate Bayesian inference techniques. First we

note that the use of Equation 3.4 leads to a slight variation on the TrueSkillTM (Her-

brich et al., 2006) graphical model for multiattribute PE shown in Figure 3.1.

Consequently, our approximate Bayesian inference method for Equation 3.4 will

be to adopt the TrueSkill approach of approximating the posterior in the family

of diagonal Gaussians in the same family of belief distributions as the initial prior

(Equation 3.2). Note that the TrueSkill factor graph and approximate inference

in the TrueSkill factor graph are reviewed in Section 2.2.3. To circumvent the

intractability caused by the exact updating, TrueSkill approximates the trun-

cated Gaussian by using the technique of moment matching, known to minimize

the Kullback-Leibler divergence for Gaussian distributions as described in Sec-

tion 2.2.2. By combining moment matching and the sum-product algorithm for

factor graphs (Kschischang et al., 2001), we can then obtain the approximate

posterior marginal over w in the approximate Bayesian updating scheme known

as assumed density filtering. We use the TrueSkill model as shown for Bayesian

updating, however we note that the variables v do not play a role in our value

of information analysis. Note that the parameter β acting as the variance for vi

with mean wi in Figure 3.1 is set to 1.

Of key importance in this approximate Bayesian updating scheme is to note

that from prior sufficient statistics µn and σn for P (w) in the form of Equation 3.2,

the update with the n + 1st query response qij results in posterior sufficient

statistics µn+1 and σn+1. While not guaranteed in practice due to approximation,

ideally we would expect in the limit of queries as n→∞, our belief distribution

will approach full certainty in the user’s hidden utility, i.e., µn → w∗ and σn → 0.

Update equations for the (cached) marginals and messages for different factor

types in Figure 3.1 have been presented for the “team model” in (Herbrich et al.,

2006). One exception is the update equations for factors and variables involving
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shared attribute choices. Unlike TrueSkill that assumes “team players” are not

shared, our preference elicitation queries permit two multiattribute items to share

up to D−1 common attribute choices, which leads to shared variables and factors

in the PE factor graph.

Shared variables and factors induce loops in the TrueSkill factor graph, though

we note that the introduction of shared attributes does not make any difference

for the variable d as follows. Imagine that item i and j have a shared attribute

choice indicated by w2 and w3, we thus have that v2 and v3 correspond to the

same variable. It is easy to see that the deterministic factors encode the following

equations (Figure 3.1):

ui = v1 + v2,

uj = v3 + v4,

d = ui − uj.

Hence we obtain

d = ui − uj = (v1 + v2)− (v3 + v4) = v1 − v4, (3.6)

where we note that the utility difference d does not depend on v2 or v3. Clearly,

in exact Bayesian inference, this algebraic transformation would not make any

difference. Therefore, we can simply omit shared attributes when performing

Bayesian updating.

3.3 Value of Information

Now that we know how to efficiently update our multiattribute utility distribu-

tion based on a user’s query responses, we are left with the question of how to

formulate a query strategy. While all queries should improve the certainty of

our utility estimate w.r.t. some items, we are most concerned with finding the

optimal item with high certainty.

One way to evaluate different queries is to measure the extent to which they

help the PE system reach this optimal decision, which can be formalized using

value of information (VOI) (Howard, 1966). Note that VOI has been briefly

introduced in Section 2.3.1 when we reviewing the query selection criteria. VOI

plays an important role in many Bayesian PE strategies, as first proposed in

(Chajewska et al., 2000) and our Bayesian PE framework naturally facilitates an

approximation of VOI as we show next.
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One way to formalize the VOI of a query in our PE framework is to note

that the query which maximizes our VOI is the one that most reduces our loss.

Unfortunately, we can never know our true loss for recommending an item, we can

only calculate our expected loss — the query leading to the maximum reduction

in expected loss will then maximize our expected VOI.

But how do we define the expected loss at any stage of PE? First we note that

if we stop PE after eliciting query response set R, then we have posterior utility

beliefs P (w|R) summarized by sufficient statistics (µR, σR). From this, we can

efficiently compute the highest expected utility item i∗R:2

i∗R = arg max
i

EP (w|R)[u(i|w)]

= arg max
i

∫
· · ·
∫

RD

D∏
e=1

N (w;µ, diag(σ2))
D∑
d=1

wd,#(i,d)dw

= arg max
i

D∑
d=1

∫
R
N (wd,#(i,d);µd,#(i,d), σ

2
d,#(i,d)) · wd,#(i,d)dwd,#(i,d)

= arg max
i

u(i|µR). (3.7)

This straightforward result exploits the fact that P (w|R) is diagonal Gaussian

and thus the expectation factorizes along each attribute dimension.

Now let us assume that we have access to the true utilities of items i and

k, respectively u∗(i) and u∗(k) recalling Equation 3.1. If we recommend item

i in place of item k, then our loss for doing so is max(0, u∗(k) − u∗(i)), i.e., if

u∗(k) > u∗(i) then we lose u∗(k)− u∗(i) by recommending i, otherwise we incur

no loss.

Of course, we do not have the true item utilities to compute the actual loss.

However, in the Bayesian setting, we do have a belief distribution over the item

utilities, which we can use to compute the expected loss similar with the loss

function as introduced in Section 2.1.2. Thus, to compute the expected loss (EL)

of recommending item k instead of recommending the best item i∗R, we would

evaluate the following expectation:

EL(k,R) = EP (w|R) [max (0, u(k|w)− u(i∗R|w))] . (3.8)

Unfortunately, the computation of EL is difficult because the expectation integral

over the max prevents the calculation from factorizing along attribute dimensions

2We assume any item is synonomous with its feature vector (e.g., i∗R and xi∗R
are used

interchangeably).
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of the Gaussian utility beliefs. For this reason, we opt for a computationally

simpler approximation of the expected loss (ÊL) where we use the expected utility

u(i∗R|µR) of i∗R from Equation 3.7 as a surrogate for its true utility. Denoted

by Φµk,σ
2
k

the normal CDF, µk =
∑

d µd,#(k,d), σ
2
k =

∑
d σ

2
d,#(k,d), and µi∗R =∑

d µd,#(i∗R,d)
, we derive the closed-form calculation of the expected loss as follows:

ÊL(k,R) = EP (w|R)

[
max(0, u(k|w)− u(i∗R|µR))

]
=

∫
w

(
max(0, u(k|w)− u(i∗R|µR))

)
P (w|R)dw

=
1√

2πσk

∫ +∞

µi∗
R

uk exp(−(uk − µk)2

2σ2
k

)d(uk)− µi∗R [1− Φµk,σ
2
k
(µi∗R)]

=
σk√
2π

∫ +∞

µi∗
R

(uk − µk) exp(−(uk − µk)2

2σ2
k

)d(uk)− µi∗R [1− Φµk,σ
2
k
(µi∗R)]

+ µk[1− Φµk,σ
2
k
(µi∗R)]

= − σk√
2π

∫ +∞

µi∗
R

exp(−(uk − µk)2

2σ2
k

)d(−(uk − µk)2

2σ2
k

)− (µi∗R − µk)[1− Φµk,σ
2
k
(µi∗R)]

= − σk√
2π

exp(−(uk − µk)2

2σ2
k

) |+∞µk −(µi∗R − µk)[1− Φµk,σ
2
k
(µi∗R)]

= (µi∗R − µk)[1− Φµk,σ
2
k
(µi∗R)]− σk√

2π
exp

(
−

(µi∗R − µk)
2

2σ2
k

)
. (3.9)

Here, Φµk,σ
2
k

is the normal cumulative distribution function, µk =
∑

d µd,#(k,d),

σ2
k =

∑
d σ

2
d,#(k,d), and µi∗R =

∑
d µd,#(i∗R,d)

.

From this single item expected loss, we can then determine the maximum

expected loss (MEL) we might incur by recommending i∗R instead of some other

k:

MEL(R) = max
k

ÊL(k,R). (3.10)

From MEL, we can finally approximate the expected reduction in loss — the

expected VOI (EVOI) — of obtaining query response qij for items i and j:

EVOI(R, i, j) = −MEL(R) + EP (w|R)

∑
qij

[P (qij|w)MEL(R ∪ {qij})]

= −MEL(R) +
∑
qij

[
EP (w|R)P (qij|w)

]
MEL(R ∪ {qij}). (3.11)

The only part of the last expression that we have not covered yet is the com-

putation of EP (w|R)P (qij|w). Recalling the definition of P (qij|w) from Equation
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3.3 based on the difference of ui = u(i|w) and uj = u(j|w), we note this can

be computed easily in closed-form as follows. First, we define the difference ran-

dom variable d = ui−uj and note that it has univariate distribution N (d;µd, σ
2
d)

where µd =
∑

d(µd,#(i,d)−µd,#(j,d)) and σ2
d =

∑
d(σ

2
d,#(i,d)−σ2

d,#(j,d)) (which follow

from well-known sums and differences of normally distributed random variables).

Then using the same draw margin ε ≥ 0 as Equation 3.3, we use the normal CDF

function Φµd,σ
2
d

to compute the probability that d exceeds ε (hence the probability

of query result i � j):

EP (w|R)[P (qij = i � j|w)] = 1− Φµd,σ
2
d
(ε). (3.12)

Likewise, we compute:

EP (w|R)[P (qij = i ≺ j|w)] = Φµd,σ
2
d
(−ε), (3.13)

EP (w|R)[P (qij = i ∼ j|w)] = 1− EP (w|R)[P (qij = i � j|w)]−
EP (w|R)[P (qij = i ≺ j|w)]. (3.14)

With this, we now have all of ingredients required to efficiently compute an effi-

cient approximation of the EVOI for use in PE.

3.4 PE Query Selection Strategies

A query strategy specifies between which items to ask a comparison query given

the current query response set Rn = {qkl} out of n queries. The primary aim of

any query strategy should be to choose a query so that the updated response set

Rn+1 = Rn ∪ {qij} optimally reduces the true loss (maxj u
∗(j)− i∗R) of stopping

after the query response and recommending the optimal item i∗Rn+1 .3 Of course,

the true loss is not actually known to the PE system, so it must heuristically

choose queries in an attempt to reduce this loss. In this section, we describe

heuristic query strategies for doing so.

We begin first with value of information based heuristics for Bayesian PE

based on the derivation in the previous section. If given response set Rn, we

simply choose a comparison query between items i and j based on arg maxi,j =

EVOI(Rn, i, j) defined in Equation 3.11 using approximations of the Qij out-

comes provided by Equation 3.12,3.13,3.14, we refer to this as Informed VOI.

Alternately, one might suggest that the approximations may be inaccurate and

3This optimal item can be computed from Equation 3.7 for Bayesian PE systems; for non-

Bayesian systems, we explicitly note which item is recommended.
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hence a simple fixed weighting such as (p1, p2, p3) (s.t.
∑3

i=1 pi = 1) respectively

for query responses {i � j; i ≺ j; i ∼ j}might be better. We call this alternate ap-

proximate weighting the Uninformed VOI scheme and note that (0.45, 0.45, 0.1)

yielded best results and is used in the experiments.

Unfortunately, if there are m items then both Informed VOI and Uninformed

VOI must evaluateO(m2) pairwise queries per preference elicitation stage.4 Clearly,

this will become intractable as m grows very large. Consequently, we provide an

additional Restricted variant of the above algorithms that at any stage restricts

the pairwise query between item i and item j given query response set Rn to

include i∗Rn . We note the complexity of the Restricted variant is O(m) query

evaluations per PE stage and as we will see, yields very little loss compared to

unrestricted O(m2) strategies.

We also define strategy Simple VOI : given response set Rn, we simply choose

a comparison query between items i∗Rn and j using arg maxj = ÊL(Rn, i∗Rn , j)

defined in Equation 3.9. This query leads to either j becoming the optimal item

or the certainty in j’s utility increasing — both reducing expected loss w.r.t. i∗Rn .

Aside from the above strategies, we also experimented with the PE query

strategies below that use the Bayesian update defined in Section 3.2.3 and rec-

ommend the best expected item, but do not use VOI heuristics:

• Random Two: a baseline strategy that randomly picks two items for a query

and serves as an upper bound for worst-case performance.

• Best Two: picks the current highest and second highest items in expec-

tation. This algorithm works best when repeated queries are explicitly

prohibited and is the version reported here.

• Best & Largest Uncertainty : selects the current best item and the one with

largest uncertainty, based on the fact that the most uncertain one may be

preferred by the user.

For an information-theoretic evaluation, we also use Tournament Sort (Knuth,

1998), which is a sorting-based algorithm to find the winner in an m-player pair-

wise competition tournament. Without noise, Tournament Sort is guaranteed to

find the best item using O(m) pairwise comparisons.

4In general, we note that even though the EVOI calculation for a single query qij requires

examining all m items, this computation time is dominated by the more expensive approximate

Bayesian update required in MEL(R∪{qij}), even for large item sets up tom = 104 items. Hence

the number of queries for which EVOI is evaluated effectively determines the time complexity

of a PE query selection.
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3.5 Experimental Results

3.5.1 Datasets

In this section, we present experimental results on three datasets, a synthetic

dataset and two real datasets. For synthetic data, we generate items with all

combinations of three item attributes of interest, with 2, 2, and 5 choices, respec-

tively, making 20 items total. In this dataset, we assume all attribute combina-

tions are feasible. Two real datasets we used are the PC dataset (McGinty and

Smyth, 2003) and the Boston Housing dataset (Asuncion and Newman, 2007).

The PC dataset consists of actual 120 PC items, each described in terms of 8

attributes including manufacturer, processor, memory, etc. The Boston housing

data has 506 items, each annotated with 13 continuous attributes and 1 binary

valued attribute where the continuous attributes have been discretized. We note

that neither of the item sets for Boston Housing or PC were fully exhaustive of

all attribute combinations, reflecting implicit real-world constraints.

3.5.2 User Simulation

To simulate the user response process, we drew random utilities for the attribute

choice vector w according to two models: (a) a uniform distribution over [1, 100]

for each attribute choice, and (b) a normal distribution with mean µ drawn

uniformly from [1, 100] for each attribute choice and covariance Σ = diag(µ
3
). We

also experimented with sampling random positive semidefinite matrices for use

as full covariance matrices but noted little deviation in results from (b).

We simulate the user’s query response given the following Bradley-Terry con-

fusion model (Bradley and Terry, 1952) extended with indifference. We note

that this model intentionally does not match the query portion of the Bayesian

graphical model used for updating in Section 3.2.3; this will provide evidence of

whether inference in our Bayesian PE approach is robust to a different and more

complex user response model.

For qij, the Bradley-Terry model provides the probability of a user responding

i � j given their attribute weight vector w and assuming the user is not indifferent

between i and j:

Psim(i � j|w,¬[i ∼ j]) =
exp(α[u(i|w)− u(j|w)])

1 + exp(α[u(i|w)− u(j|w)])
. (3.15)

Here, α > 0 is a user-specific model parameter that must be fit for a specific user

or user population. For the simulations, we simply assume α = 1.
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Psim(i ∼ j|w)

i ∼ j Psim(i � j|w,¬[i ∼ j])

i � j i ≺ j

Figure 3.2: A generative query response model Psim(qij|w): left branches indicate

true results for the sampled argument of P (·), right branches indicate false. Sam-

pling proceeds from the root at each 2 until a leaf is encountered, the probability

of a leaf being the probability of parent decisions 2. Definitions of each 2 are

given in Equation 3.15 and Equation 3.16.

We model the case of indifference as an exponential distribution5

Psim(i ∼ j|w) = exp(−β|u(i|w)− u(j|w)|), (3.16)

where the probability of indifference peaks at 1 when the true utilities are equal

and trails off to 0 as the absolute utility difference increases. As for the Bradley-

Terry model, the parameter β > 0 must be fit for a specific user or user pop-

ulation; for the simulations, we use β = 1. While many alternate models may

yield similar qualitative properties for modeling indifference, we use Equation

3.16 since it is log-linear in the units of utility as for the Bradley-Terry model.

With both the indifference and preference model pieces in place, we now

provide a generative model for Psim(qij|w) in Figure 3.2, where we exploit context-

specific independence (CSI) (Boutilier et al., 1996) inherent in the definition of

Equation 3.15 w.r.t. Equation 3.16 to represent the different cases as paths in a

tree. To simulate the user’s query response, we first draw a sample from Psim(i ∼
j|w) returning indifference (i ∼ j) if true, otherwise we sample from Psim(i �
j|w,¬[i ∼ j]) returning i � j if true, otherwise i ≺ j if false.

3.5.3 Results

All of the following experiments were implemented in Matlab (code available

on request), under Windows, using an Intel(R) CoreTM2 Quad CPU Q9550,

2.83GHz, 3Gb RAM PC. ε = 10 for Bayesian updates.

5Although it has the shape of a double exponential, this is not a Laplace distribution since

the random variable is binary, not continuous.
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Time per Query

In Table 3.1, we show the time it took for each of the main PE algorithms to

propose a query on the synthetic dataset. With only 20 items, we already see that

the full Informed and Uninformed VOI algorithms require unreasonable times for

query selection and thus are too slow to evaluate on the larger datasets.

Table 3.1: Time (ms) required to propose a query on the synthetic dataset.

Query Strategy Mean Std

Random Two 0.1 0.0057

Best & Largest Uncertainty 0.7 0.0150

Best Two 1 0.1521

Simplified VOI 2 0.0347

Restricted Inform VOI 1045 2.1168

Informed VOI 10427 9.9465

Uninformed VOI 10365 8.2497

Consequently, we note that it is absolutely crucial for the time efficiency of

PE on large item sets to restrict query evaluation to always include the best item;

this reduces the query evaluation complexity for m items from O(m2) to O(m).

Of course this naturally raises the question as to how much Restricted Informed

VOI loses by limiting VOI query strategies in this way? To answer, very little

— after the 2nd query, 100% of all Informed and Uninformed VOI queries were

selected from the Restricted set for all of our experiments!

These results involve algorithms introduced in this work, but what about the

computational requirements of other algorithms? One might suggest sampling

methods to estimate the marginal distributions used for PE, e.g., as in (Chajewska

et al., 2001). In most cases, accurately sampling a belief distribution can be

inefficient, particularly for a high dimensional utility space with large numbers

of constraints. As an example, we show the result of sampling a 20-dimensional

uniform distributed polyhedron (often used with uniform Bayesian models) when

increasing number of constraints are added. We record the mean sampling time

for 5000 samples over 50 experiments (Figure 3.3). Since these are the times

just for one expectation sample, we note that it is almost inconceivable that

performing hundreds of these marginal computations per query could produce a

real-time PE system.

An alternative to the Gaussian representation and assumed density filtering
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Figure 3.3: The evolution of sampling time (s) for PE with uniform belief distri-

bution over a constrained polyhedra.

update in this work is to represent the utility belief as a mixture of truncated

Gaussians, and use expectation maximization (EM) to refit the mixture when the

number of components (which grows exponentially with the number of queries)

becomes intractable, e.g., as suggested by (Boutilier, 2002). While it increases

the flexibility of belief representation, it takes a long time to sample and refit

a mixture of Gaussians. To demonstrate the time requirement, we show how

long it takes to produce an EM fit of k Gaussians components from 2k truncated

Gaussians when X = {X1, . . . , X3}, |Xi| = 10, i = 1, 2, 3 and record the time

used for sampling 20000 samples (required for reasonable accuracy) repeated 10

times in Figure 3.5.3. Results clearly indicate that this style of EM refitting

only meets real-time requirements for 1 mixture component and in this case we

can just do the projection via moment matching to minimize Kullback-Liebler

divergence as already done in this work. Note that one can consider the use of

expectation maximization of Gaussian mixture models via CUDA — NVIDIA’s

parallel computing architecture since CUDA enables dramatic increases in com-

puting performance by harnessing the power of the GPU. However, we do not

consider the use of GPU and CUDA in this thesis due to the difficulty in accessing

the computing architecture.

Expected Loss

We show a plot of the normalized average loss (maxj u
∗(j)− i∗R) of all algorithms

vs. the number of query responses elicited for three data sets in Figure 3.5,
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Figure 3.4: Time per Bayesian updating step based on EM refitting. Error bar

represents standard error.

Figure 3.6, and Figure 3.7. That is, on the y-axis, we show for 20 averaged trials

what fraction of the total loss was incurred by each algorithm after the x-axis

specified number of queries. A result of 0 indicates no loss and is optimal.

The key observations here are that the VOI heuristics always perform the

best, with the Restricted Informed VOI heuristic in particular among the top

performing query strategies over all domains while being fast enough to run ef-

ficiently on the PC and Housing datasets (unlike the unrestricted versions). We

also note that Restricted Informed VOI has excellent anytime performance — it

always reduces the average loss on each additional query and over all numbers of

queries, it is among the best algorithms in terms of quickly reducing average loss.
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Figure 3.5: Expected loss vs. number of queries for various PE strategies on the

synthetic dataset. Error bars indicate standard error. Up panel: uniform utility.

Bottom panel: diagonal Gaussian utility.
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Figure 3.6: Expected loss vs. number of queries for various PE strategies on

the PC dataset. Error bars indicate standard error. Up panel: uniform utility.

Bottom panel: diagonal Gaussian utility.
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Figure 3.7: Expected loss vs. number of queries for various PE strategies on the

Housing dataset. Up panel: uniform utility. Bottom panel: diagonal Gaussian

utility.
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Table 3.2: Comparison among PE algorithms in terms of five requirements. Mul-

tiattr.: multiattribute; Low cogn.: Low cognitive.

Literature Real-time Multiattr. Low cogn. Robust Scalable

Chajewska et al. 2000
√ √

Chajewska et al. 2001
√ √

Boutilier 2002
√

Doshi and Roy 2008
√ √ √

Conitzer 2009
√ √ √

Viappiani and Boutilier 2009
√ √

Our approach
√ √ √ √ √

3.6 Related Work

This section briefly discusses how related work addresses the five principles from

Section 3.1 as summarized in Table 3.2.

While a variety of early PE research influenced many of the design decisions

in this work (Chajewska et al., 2000, 2001; Boutilier, 2002) such as the Bayesian

modeling approach, factorized belief representation, and VOI, these papers typi-

cally relied on either standard gamble queries requiring users to state their pref-

erence over a probability distribution of outcomes or they directly elicit utility

values. While theoretically sound, these methods may require high cognitive load

for elicitation, and thus are prone to error (Chajewska et al., 2000); we rely on

pairwise comparison queries known to require low cognitive load (Braziunas and

Boutilier, 2010).

Noise-free methods optimize queries to minimize target regret functions, but

assume that no confusion takes place in the user’s query response (Conitzer, 2009;

Viappiani and Boutilier, 2009). Because these systems cannot always recover from

the inevitable confused user response (thus potentially ruling out the true utility),

we refer to these methods as non-robust.

While recent work (Doshi and Roy, 2008) has pushed on scalability by extend-

ing (Boutilier, 2002) to exploit symmetries in sequential query optimization (ideas

that could be incorporated in future work with our approach), such work has not

explicitly addressed a factorized belief representation for scaling to large asym-

metric multiattribute problems with hundreds of items like the PC and Boston

Housing datasets we used.
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The EVOI criterion used to select queries has been studied before, and it

stems from the value of information theory proposed in (Howard, 1966). Sim-

ilar with this information theoretic criterion, entropy gain is used to select queries

(MacKay, 1992; Lawrence et al., 2003; Abbas, 2004; Chu and Ghahramani, 2005a),

as we also reviewed in Section 2.3.1. However, the information gain criterion is

inappropriate for the task of preference elicitation. We believe that the EVOI

criterion is better than a purely entropy-based measure as our problem is funda-

mentally an optimization problem. Entropy gain would try to reduce uncertainty

for the entire utility distribution, whereas EVOI will learn about the distribu-

tion where it will reduce the expected loss, i.e. our main goal. There can be

many queries that reduce the entropy gain substantially but have no effect on the

quality of the best recommended item (see Section 2.3.1 for detailed arguments).

3.7 Conclusion

In light of the PE requirements in Section 3.1, this chapter developed a highly ef-

ficient Bayesian PE framework based on TrueSkill for performing efficient closed-

form multiattribute utility belief updates — a novel PE approach that facilitated

efficient closed-form VOI approximations for PE query selection. This contrasted

with related work that failed to satisfy all requirements. As demonstrated on the

synthetic and real-world data sets, the Restricted Informed VOI query strategy

is real-time, multiattribute, low cognitive load via pairwise comparison queries,

robust to noise and mismatched user response simulation models, and scalable

— each PE stage evaluates O(m) queries per m items; this is much more effi-

cient than the full O(m2) VOI query strategies while achieving close to the same

accuracy and comparable to the best among the remaining algorithms.

One needs to note that, with a limited number of queries, PE cannot acquire

perfect information on user utilities for most interesting applications, due to large

item spaces and noisy user responses. This raises a question: how can one make

optimal recommendations under uncertainty over user utilities? As an alternative

to recommending the single best item, one can recommend a set of items, i.e., set-

based recommendations. Let us formally formulate this problem and its solution

in the context of document retrieval in Chapter 4.





Chapter 4

Set-based Recommendations

Chapter 3 focused on optimizing elicitation queries in order to refine uncertainty

in user utility functions to make the single best recommendation. Alternatively,

one can make set-based recommendations in order to increase probability that at

least one of the recommended items is relevant to queries. This chapter reports

our study conducted for making (nearly) optimal set-based recommendations.

We start from first principles and show that optimizing a simple criterion of

set-based relevance in a latent variable graphical model — a framework referred

to as probabilistic latent accumulated relevance (PLAR) — leads to diversity

as a naturally emergent property of the solution. This is in contrast to the

previous information retrieval literature, which often emphasizes diversity in the

result sets when making set-based recommendations without providing theoretical

justification.

4.1 Introduction to Set-based Recommendations

In the areas of information retrieval and recommender systems, many applica-

tions can benefit from set-based recommendations, e.g., document summarization

(Carbonell and Goldstein, 1998), investment in stock market (Fernholz, 1999),

contextual advertising (Streeter et al., 2009), etc. Document summarization con-

cerns the problem of choosing a set of sentences to optimally summarize a docu-

ment or multiple documents. Investment in stock market requires one to choose

a set of uncorrelated stocks to maximize the revenue and minimize the invest-

ment risk. Contextual advertising aims at maximizing the revenue by optimizing

a small set of relevant advertisements with the corresponding webpages for a

query. As illustrated above, set-based recommendations play an important role

73
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in these domains.

One of the basic tenets of set-based information retrieval is to minimize redun-

dancy (hence maximize diversity) in the result set to increase the chance that the

results will contain items relevant to the user’s query (Goffman, 1964). However,

among the numerous proposals for result set diversification in the literature, most

typically employ ad-hoc heuristics for balancing relevance and diversity.

This chapter argues that diversification should emerge naturally from the op-

timization of a simple set-based relevance criterion and hence should form an

integral part of relevance rather than a separate ad-hoc objective. By formaliz-

ing set-based retrieval as a sequence of query optimizations in a latent variable

graphical model — a framework we refer to as probabilistic latent accumulated

relevance (PLAR) — we show that indeed we can derive diversity as an emergent

phenomena.

One of PLAR’s key contributions is to show that we can derive (and formally

motivate) variants of many ad-hoc relevance and diversity heuristics (see Sec-

tion 4.3 for details) commonly used in the information retrieval literature. Here

we briefly discuss these areas along with the formal contributions of PLAR:

• Latent semantic indexing (LSI) (Deerwester et al., 1990) is a funda-

mental technique for determining document similarity in a latent space.

PLAR directly derives an LSI-like latent similarity kernel as well as a novel

variant LSI-like kernel for latent diversity.

• Maximal marginal relevance (MMR) (Carbonell and Goldstein, 1998)

is one of the staples of result set reranking and diversification in the infor-

mation retrieval literature. PLAR derives a variant of MMR that uses

a “softer” expected marginal relevance in place of the original maximal

marginal relevance.

• Set-covering heuristics that ensure a result set optimally covers words

or topics are a common heuristic for diversity and can be directly opti-

mized in a supervised setting (Yue and Joachims, 2008). While PLAR is

unsupervised, its derivation of expected marginal relevance has a direct

interpretation as a latent topic set-covering approach.

• Portfolio theory is used in the information retrieval literature to motivate

result set diversification based on the choice of uncorrelated items (Wang

and Zhu, 2009) to minimize “investment” risk (e.g., if one item is subopti-

mal, the others will not be related). PLAR can be directly interpreted as
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minimizing an expected risk metric derived from latent topic correlations of

items in the result set.

The rest of the chapter proceeds as follows. Section 4.2 begins with the

formal problem definition for set-based information retrieval and then proceed

to introduce the PLAR framework and derive its solution. Section 4.3 discusses

related work on diversity metrics and in particular, the relation of PLAR to

the prototypical, but ad-hoc methods discussed above for balancing relevance

and diversity. Section 4.4 empirically demonstrates the improved performance of

PLAR over all of these ad-hoc diversification objectives on a diversity testbed

from the TREC 6-8 Interactive Track. Finally, Section 4.5 concludes this chapter

with a discussion of the potential for formal decision-theory to motivate other

ad-hoc principles in information retrieval.

4.2 Probabilistic Latent Accumulated Relevance

Our objective in this section is to answer the following questions from first prin-

ciples: suppose we have a set of items D (e.g., in information retrieval (IR), D

could be a set of documents) and we want to recommend a small subset Sk ⊂ D

(where |Sk| = k and k � |D|) relevant to a given query q (itself an item, e.g, in

IR, q would be a document-like list of terms); then

• Q1 how do we define an appropriate set-based relevance criterion for Sk?

• Q2 how do we efficiently find the set Sk that optimizes it?

4.2.1 Set-based Recommendation Graphical Model

We start with question (Q1) and seek to provide an optimization criterion for

set-based retrieval under relevance uncertainty; while each document is either

relevant or not, we do not directly observe document relevance and instead treat

it as a binary but unobserved random variable. Thus we formalize document

relevance in a latent variable graphical model as follows:

In Figure 4.1, shaded nodes represent observed variables while unshaded nodes

are latent1. The observed variables are the vector of query terms q and selected

items si (where for 1 ≤ i ≤ k, si ∈ D). For the latent variables, let T be a

discrete topic set. Then variables ti ∈ T represent topics for respective si and

1We would like to thank Thore Graepel for his help in developing the graphical model.
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…

Figure 4.1: Graphical model used in PLAR.

t′ ∈ T represents a topic for query q. The ri are the binary but unobserved

variables that indicate whether the respective selected items si are relevant (1) or

not (0). In what follows, we do not differentiate between random variables and

specific realizations, assuming the latter are evident from context, e.g., r1 = 0.

The conditional probability tables (CPTs) in this discrete directed graphical

model are defined as follows. P (ti|si) represents the topic model of item si and

P (t′|q) represents a topic model of the query. There are a variety of ways to learn

these topic CPTs based on the nature of the items and query; for an item set D

consisting of text documents and a query that can be treated as a text document,

one natural probabilistic model of P (ti|si) and P (t′|q) can be derived from latent

Dirichlet allocation (LDA) (Blei et al., 2003) as briefly described in Section 2.2.6.

We note that unsupervised topic models such as LDA can be trained offline via

Gibbs sampling (Section 2.2.2) for Figure 4.1; that is, there is no need to modify

LDA inference to take into account dependencies introduced in Figure 4.1 since

the relevance variables ri in PLAR are unobserved and hence D-separate all topic

variables.

With the CPTs for P (ti|si) and P (t′|q) learned offline by LDA, we now define

the CPTs for the relevance ri of item si, which has a very natural definition:

P (ri|t′, ti) =

1 if ti = t′,

0 otherwise.

Simply, si is relevant if its topic ti matches the query topic t′.
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4.2.2 Definition of Set Relevance

We define the set relevance – SetRelevances(Sk,q) – of set Sk with query q:

SetRelevance(Sk,q) = P (
k∨
i=1

ri = 1|s1, . . . , sk,q). (4.1)

It turns out that the set relevance defined in Equation 4.1 exhibits interesting

features from the derivation as follows:

SetRelevance(Sk,q) = P (
k∨
i=1

ri = 1|s1, . . . , sk,q)

= P ([r1 = 1] ∨ [r1 = 0 ∧ r2 = 1] ∨ [r1 = 0 ∧ r2 = 0 ∧ r3 = 1] ∨ · · · |s1, . . . , sk,q)

=
k∑
i=1

P (ri = 1, r1 = 0, · · · , ri−1 = 0|s1, . . . , si,q)

=
k∑
i=1

P (ri = 1|r1 = 0, · · · , ri−1 = 0, s1, . . . , si,q)P (r1 = 0, · · · , ri−1 = 0|Si−1,q)

(4.2)

Note that all disjuncts [r1 = 1], [r1 = 0 ∧ r2 = 1], · · · , [r1 = 0 ∧ r2 = 0 ∧ rk−1 = 1]

are exclusive.

4.2.3 Set Relevance Optimization

Given the definition of set relevance in Equation 4.1 and the derivation in Equa-

tion 4.2, the formal set-based relevance optimization is to find the set S∗k ⊂ D

that maximizes SetRelevance(Sk,q):

S∗k = arg max
Sk={s1,...,sk}

P (
k∨
i=1

ri = 1|s1, . . . , sk,q). (4.3)

Because it is intractable to directly optimize Equation 4.3 for all possible

subsets Sk ⊂ D for large |D|, we instead opt for a greedy optimization approach

to address (Q2) where we choose each s∗i in order, conditioned on the previously

chosen s∗<i. Note also that si is D-separated from r1, · · · , ri−1, so we can ignore

the P (r1 = 0, · · · , ri−1 = 0|Si−1,q) (it is a constant w.r.t. Si−1) when optimizing

S∗k greedily:

s∗i = arg max
si

P (ri = 1|r1 = 0, · · · , ri−1 = 0, s∗1, . . . , s
∗
i−1, si,q). (4.4)

This approach is consistent with all of the result set diversification approaches

we cite in Related Work.
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Objective to Optimize: s∗1

To demonstrate our greedy optimization of accumulated relevance, we begin with

the selection of the first item s∗1:

s∗1 = P (r1|s1,q)

= arg max
s1

∑
t1,t′

I[t′ = t1]P (t′|q)P (t1|s1)

= arg max
s1

∑
t′

P (t′|q)P (t1 = t′|s1) (4.5)

Note that
∑

t′ P (t′|q)P (t1 = t′|s1) is actually in the form of a dot product,

[
...

]
·
[
...

]
.

This intuitive result follows by exploiting the structure of P (r1|t′, t1) and draws

parallels to Latent Semantic Indexing (LSI) (Deerwester et al., 1990) because it

chooses s1 so as to maximize the similarity between its topic model and that of

the query q, which will be discussed in Section 4.3.1.

Objective to Optimize: s∗2

Continuing, we next want to select s∗2 given s∗1 in order to maximize P (r2|¬r1, s∗1, s2,q).

Here, we need only maximize over the second summation term (i = 2) in Equa-

tion 4.2 since the first term (i = 1) in Equation 4.2 is a constant given s∗1:

s∗2 = arg max
s2

P (r2|r1 = 0, s∗1, s2,q)

= arg max
s2

∑
t1,t2,t′

I[t2 = t′]I[t1 6= t′]P (t1|s∗1)P (t2|s2)P (t′|q)

= arg max
s2

∑
t2,t′

I[t2 = t′]P (t2|s2)P (t′|q)
∑
t1

I[t1 6= t′]P (t1|s∗1)︸ ︷︷ ︸
1−P (t1=t′|s∗1)

= arg max
s2

∑
t′

(1− P (t1 = t′|s∗1))P (t′|q)
∑
t2

I[t2 = t′]P (t2|s2)︸ ︷︷ ︸
P (t2=t′|s2)

(4.6)

Here we simply rewrote the conditional query P (r2|r1 = 0, s∗1, s2,q) in terms of

the joint distribution. Then we expanded the query into the appropriate marginal-

ization over the joint factored distribution given by the graphical model.

Given Equation 4.6, we provide the final solution for the optimal selection of
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s∗2:

s∗2 = arg max
s2

[∑
t′

P (t′|q)P (t2 = t′|s2)

]
︸ ︷︷ ︸

Relevance

−

[∑
t′

P (t′|q)P (t1 = t′|s∗1)P (t2 = t′|s2)

]
︸ ︷︷ ︸

Query topic-weighted diversity

(4.7)

We pause at this point to note that one of our primary objectives in the

chapter has been achieved. By directly optimizing a set-based relevance criterion,

diversity has automatically emerged in the solution. That is, the relevance term

measures the similarity between the topic distribution for the query and s2, while

the diversity term penalizes s2 for having too similar a topic distribution to the

already chosen s∗1, where the diversity term re-weights topics according to their

probability given q. As discussed later, this query-based topic reweighting in the

latent diversity term is an important modification of the ad-hoc diversity metrics

we compare to.

Objective to Optimize: s∗k, k ≥ 2

Continuing onto the most general case, we show the derivation for selecting s∗k
(k > 1) once S∗k−1 = {s∗1, . . . , s∗k−1} has been selected. Here, we need only optimize

over the k-th summation term i = k in Equation 4.2 since the first k − 1 terms

in Equation 4.2 is a constant given s∗1, · · · , s∗k−1:

s∗k = arg max
sk

P (rk = 1 | {rj = 0}j<k, S∗k−1, sk,q)

= arg max
sk

∑
t1,··· ,tk,t

P (t′|q)P (tk|sk)I[tk = t]
k−1∏
i=1

P (ti|s∗i )I[ti 6= t]

= arg max
sk

∑
t′

P (t′|q)
∑
tk

P (tk|sk)I[tk = t]
k−1∏
i=1

∑
ti

P (ti|s∗i )I[ti 6= t]

= arg max
sk

∑
t′

P (t′|q)P (tk = t|sk)
k−1∏
i=1

(1− P (ti = t′|s∗i )) (4.8)

Again, we simply rewrote the conditional query P (rk|r1 6= 0, · · · , rk−1 6= 0, s∗1, · · · , s∗k−1, sk,q)

in terms of joint distribution, and then expanded the query into the appropriate

marginalization over the joint factored distribution given by the graphical model.

We note there are many nice properties of our general solution for optimizing

s∗k. First, given a learned topic model, it is very efficient and easy to compute:
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s∗k can be selected after going through |D| − k+ 1 items, being linear with regard

to the number of items available when optimizing s∗k. Second, as we will show

in Section 4.3.3, there is a natural set-covering interpretation to the optimization

in Equation 4.8 that demonstrates that the best sk covers the most latent topic

space not already covered by {s∗1, . . . , s∗k−1}.

4.3 Comparison of PLAR to Related Work

As early as 1964, Goffman (Goffman, 1964), a mathematical information science

pioneer (Harmon, 2008), notes that the relevance of documents in a list has to

depend on the documents preceding it. More recently, work on MMR (Carbonell

and Goldstein, 1998) was one of the first to formalize diversification as a mathe-

matical optimization criterion; MMR has proved one of the most popular diversity

approaches. Aside from this work, two of the other notable works are (Yue and

Joachims, 2008), which formalizes a structured SVM loss function based on a

set covering objective, and (Wang and Zhu, 2009), which borrows concepts from

portfolio theory in economics to treat result set diversification as optimization of

a risk minimization objective. We note that PLAR as derived in the last section

formally motivates these last three somewhat ad-hoc diversification approaches

and we discuss these connections more deeply in the following sections.

Before we discuss specifics though, we provide a general summary of the re-

sult set diversification literature in Table 4.1. Here we breakdown the different

proposals according to whether they are probabilistic, use latent models for de-

termining similarity, use adaptive learning techniques, and finally whether they

are unsupervised, i.e., they do not require labeled data or feedback. We note that

PLAR is the first proposal (that we are aware of) to combine all four traits in

the affirmative.

4.3.1 Latent Semantic Indexing

We noted previously that PLAR directly re-derives latent similarity metrics intro-

duced by Latent Semantic Indexing (LSI) (Deerwester et al., 1990). To clarify, we

introduce the relevance metric SimPLAR
1 given by PLAR in Equation 4.5 and Equa-

tion 4.7 where we let T′ and Ti be respective topic probability vectors for query

q and item si with vector elements T′j = P (t′ = j|q) and Tij = P (ti = j|s2) and
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Table 4.1: Dimensions of diversified set-based retrieval system: Prob.: probabilis-

tic models; Latent : latent topic models; Learn.: learning based or not; Unsup.:

unsupervised or not.

Diversity Paper Prob. Latent Learn. Unsup.

Carbonell (Carbonell and Goldstein, 1998)
√

Anagnostop. (Anagnostopoulos et al., 2005)
√ √

Radlinski (Radlinski and Dumais, 2006)
√

Radlinski (Radlinski et al., 2008)
√ √

Clarke (Clarke et al., 2008)
√ √ √

Yue (Yue and Joachims, 2008)
√ √

Bai (Bai and Nie, 2008)
√ √

Sanderson (Sanderson, 2008)
√

Yu (Yu et al., 2009a)
√

Agrawal (Agrawal et al., 2009)
√ √ √

Gollapudi (Gollapudi and Sharma, 2009)
√

Clough (Clough et al., 2009)
√ √

Song (Song et al., 2009)
√ √

Wang (Wang and Zhu, 2009)
√ √

PLAR (Our approach)
√ √ √ √

use 〈·, ·〉 for the inner product:

SimPLAR
1 (q, si) =

∑
t′

P (t′|q)P (ti = t′|si)

= 〈T′,Ti〉.

We note that the topics vectors extracted by LDA may not be necessarily the

same with that extracted by SVD, but SimPLAR
1 is precisely the unnormalized LSI

similarity kernel metric and directly derived in Equation 4.5 and Equation 4.7.

Note that Cristianini et al. (2002) propose a somewhat different derivation

via the SVD (using the SVD to find the latent topic space as is usual for the

LSI kernel). We get our LSI kernel via a simple model of binary relevance with

a latent topic space. These are arguably the same result, but with a different

approach to the derivation.

More interestingly, using 〈·, ·〉w to denote the reweighted inner product where

the ith term of the dot product is multiplied by wi, we note that a similar
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analysis applies to the similarity metric SimPLAR
2 (si, sj) given by the second term

in Equation 4.7:

SimPLAR
2 (q, si, sj) =

∑
t′

P (t′|q)P (ti = t′|si)P (tj = t′|sj)

= 〈Ti,Tj〉T′ .

Note that this term is used as penalty thus it enforces diversity. This analysis

shows that PLAR derives a diversity metrics based on the LSI similarity metric,

but reweighted by the query topic probability P (t′|q). This is a fascinating and

intuitive result that reflects the intuitions that latent diversity between items

should be emphasized according to the latent topic probability of the query for

which the set-based relevance criterion is being optimized. We note that no other

diversity metrics that we are aware of use such a query reweighted approach at

retrieval time, and we demonstrate the benefit of this aspect in some experimental

settings in Section 4.4.

4.3.2 Maximal Marginal Relevance

MMR (Carbonell and Goldstein, 1998) is perhaps one of the most popular meth-

ods for balancing relevance and diversity in set-based information retrieval sys-

tems and has been cited over 530 times since its publication in 1998, according

to Google Scholar.

Like PLAR, MMR proposes to build S∗k in a greedy manner by selecting s∗k
given S∗k−1 = {s∗1, . . . , s∗k−1} (where as usual S∗k = S∗k−1 ∪ {s∗k}) according to the

following criteria

s∗k = arg max
sk

[λ(Sim1(sk,q))− (1− λ) max
si∈S∗k−1

Sim2(sk, si)], (4.9)

where Sim1(·, ·) measures the relevance between an item and a query, Sim2(·, ·)
measures the similarity between two items, and the manually tuned λ ∈ [0, 1]

trades off relevance and diversity. In the case of s∗1, the second term disappears.

While MMR is a popular algorithm, it was specified in a rather ad-hoc manner

and good performance typically relies on careful tuning of the λ parameter. Fur-

thermore, MMR is agnostic to the specific similarity metrics used, which indeed

allows for flexibility, but makes no indication as to the choice of similarity metrics

for Sim1 and Sim2 that are compatible with each other and also appropriate for

good performance.
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We note that a very natural mapping to the MMR algorithm in Equation 4.9

has emerged automatically from the derivation that maximized accumulated rel-

evance. This is especially apparent for the optimal S∗2 in the form of Equa-

tion 4.7, where we note that the resulting scorings of MMR and PLAR are pro-

portional (up to a constant term) when λ = 0.5 and when Sim1 = SimPLAR
1 and

Sim2 = SimPLAR
2 . Hence, making these three substitutions into MMR, we might

arrive at a general algorithm for PLAR, derived from first principles.

However, we note that MMR and PLAR are divergent when considering S∗k for

k > 2. Here, MMR chooses to penalize each newly selected item sk by its minimal

diversity with respect to items in S∗k−1, whereas PLAR (as we will demonstrate

next for some interesting cases) penalizes each sk according to its expected, query-

weighted overlap with the topic coverage of all items in S∗k−1. We formalize this

more clearly next, but note that this difference leads to improvement of PLAR

over MMR for some experimental settings as demonstrated in Section 4.4, even

when MMR uses the same similarity and diversity metrics (SimPLAR
1 and SimPLAR

2 )

as used by PLAR.

4.3.3 Set Covering Heuristics

As an exemplar of set-covering heuristics for result set diversity optimization, we

describe the general form of the loss function used by (Yue and Joachims, 2008)

for training SVMs with structured output. The weighted subtopic loss function

WSL(Sk,q) in this work is the weighted fractions of distinct subtopics in the

topic set of query q not covered by the retrieved set Sk. Formally, we define the

set of topics for query q as T ′ and denote the set of topics in T covered by Sk as

Tk. Then we penalize a result set Sk by the topics T ′ \Tk according to the sum of

their weights, where topic i is weighted according to the count ni of documents

in D covered by topic i (normalized by
∑

i ni) as follows:

WSL(Sk,q) =
∑

i∈T ′\Tk

ni∑
i∈T ′ ni

. (4.10)

While WSL provides a “hard” set-covering view of diversity, we now demonstrate

that an expansion of Equation 4.8 provides a “soft” latent set-covering interpreta-

tion that provides the fascinating insight that sk is chosen so as to best cover the

latent topic space not already covered by {s∗1, . . . , s∗k−1}, again with topic impor-

tance reweighted by the topic probability given the query q. Formally expanding

the product term
∏k−1

i=1 [1− P (ti = t′|s∗i )] in Equation 4.8, collecting terms and

writing it as a series, we arrive at a form that reflects the inclusion-exclusion
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Figure 4.2: Inclusion-exclusion principle. The sets represent candidate items s

for a query, and the area covered by each set is the “information” covered by that

item for query topic t′. Numbers on different areas indicates the number of sets

that share these areas.

principle applied to the problem of tabulating the joint topic probability mass for

topic t′ covered by {s∗1, . . . , s∗k−1}:

k−1∏
i=1

[
1− P (ti = t′|s∗i )

]
= 1−k−1∑

i=1

P (ti = t′|s∗i )−
k−1∑
i=1

k−1∑
j=1

P (ti = t′|s∗i )P (tj = t′|s∗j ) + · · · − (−1)k−1
k−1∏
i=1

P (ti = t′|s∗i )

 .
The inclusion-exclusion principle calculation provided by the second term in

Equation 4.11 is illustrated in Figure 4.2. In words, this term is calculating

the total topic probability coverage of t′ by all selected items {s∗1, . . . , s∗k−1} by

properly applying the inclusion-exclusion principle to ensure that overlapping

probability coverage is not double counted. Then referring back to Equation 4.8,

we note that sk is chosen by maximizing a weighted sum over topics, where each

topic weight is determined by its relevance to the query q, the item sk, and

penalized (i.e., due to the 1−) by the topic coverage of t′ by the set {s∗1, . . . , s∗k−1}
to naturally encourage diversity. We note that this is a soft probabilistic version

of the “in or out” topic coverage approach of WSL.
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4.3.4 Portfolio Theory

As a final connection to the literature, we note recent work (Wang and Zhu, 2009)

motivates diversification in set-based information retrieval by a risk minimizing

portfolio selection approach. Rewriting the diversification objective of (Wang and

Zhu, 2009) to match the notation in this chapter, they note the following greedy

approach to selecting item s∗k worked best among the alternatives they tried:

s∗k = arg max
sk

[
SimBM25(sk,q)− λ

k−1∑
i=1

ωiSimTFIDF(si, sk)

]
. (4.11)

Here, λ is a manually tuned weight parameter, ω1, . . . , ωk are the weights of

each position in the result set (for lack of more informed choice, we chose a

uniform weighting), SimBM25(sk,q) is the BM25 (Robertson and Walker, 1994)

probabilistic relevance score of document sk w.r.t. query q and SimTFIDF(si, sk)

is a TFIDF (Salton and McGill, 1983) similarity metric between two documents

si and sk represented as term frequency vectors.

Like MMR, this Portfolio objective directly trades off a relevance and diversity

metric, but it uses a “softer” diversity metric that penalizes sk according to the

weighted sum of pairwise similarities with all previous documents {s∗1, . . . , s∗k−1}.
This is motivated by portfolio theory, where the risk of investing in a new item sk

is determined by its correlation with all previous items {s∗1, . . . , s∗k−1} (the theory

being that if one of the previous items was suboptimal and very similar to sk

then there is higher risk if choosing sk).

We note that like this Portfolio approach, PLAR also uses a soft diversity

metric. And returning to Equation 4.7, we note that we can rewrite it in a

similar form to show that PLAR can also be viewed as formally motivating a

Portfolio-like latent expected risk minimization approach to diversification:

s∗2 = arg max
s2

∑
t′

P (t′|q)

P (t2 = t′|s2)︸ ︷︷ ︸
Return

−P (t1 = t′|s∗1)P (t2 = t′|s2)︸ ︷︷ ︸
Correlation risk

 .
We note that an ad-hoc generalization of this Portfolio form for s2 to the general

case of sk might sum over all pairwise correlation risks. However, the previous

set-covering interpretation of PLAR indicates that this would actually double

count the risk because of overlap in the latent topic space that is not adjusted for

using the principle of inclusion-exclusion. In this sense, the Portfolio objective

runs the risk of being overly conservative by overestimating risk and indeed we

will see such results in the experiments.
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4.4 Experimental Comparison

Since we derived the diversification approach in PLAR from first principles in

a latent variable graphical model, one interesting question to ask is how PLAR

compares to more commonly used ad-hoc result set diversification approaches

as discussed previously. For this purpose, we note that the TREC 6-8 diversity

testbed described by (Yue and Joachims, 2008) is the only publicly available

diversity testbed that we found.

We report experiments on a subset of TREC 6-8 data where we follow the

same experimental setup as (Yue and Joachims, 2008) who measure the weighted

subtopic loss (WSL) Equation 4.10 of item sets where in brief, WSL gives higher

penalty for not covering popular subtopics. We do not compare directly to (Yue

and Joachims, 2008) as their method was supervised requiring data labeled with

subtopics (not likely to be found in many information retrieval settings) while

the MMR, Portfolio approaches, and PLAR are inherently unsupervised and do

not require manually labeled data.

Standard query and item similarity metrics used in MMR applied to text data

include the cosine of the term frequency (TF) and TF inverse document frequency

(TFIDF) vector space models (Salton and McGill, 1983). We denote these vari-

ants of MMR as MMR-TF and MMR-TFIDF and found λ = .5 to work best

for both. We also implemented the BM25 Portfolio theory-based diversification

objective described in (Wang and Zhu, 2009) with uniform ω and best λ = 1.

PLAR specifically suggests the use of LSI-based similarity metrics defined in

the last section and we used LDA to train the topic models P (ti|si) and P (t′|q)

for a resulting algorithm we refer to as PLAR-LDA. LDA was trained with α =

2.0, β = 0.5, |T | = 15. We also define PLAR-LDA-Max as MMR using the PLAR

similarity and diversity metrics, respectively SimPLAR
1 and SimPLAR

2 .

Average WSL scores are shown in Table 4.2 on the 17 queries examined

by (Yue and Joachims, 2008). We use both full documents and also just the

first 10 words of each document. Due to the power of the latent topic model

and derived similarity metrics, PLAR-LDA is able to perform better than MMR

with standard TF and TFIDF metrics and without a λ parameter to be tuned.

Furthermore, we note that PLAR with the MMR motivated maximum (PLAR-

LDA-Max) performs worse on one evaluation indicating that PLAR-LDA’s “soft”

latent set covering approach may serve as a better diversity metric than a “hard”

MMR-like diversity metric. The Portfolio approached showed somewhat unsta-

ble performance; we hypothesize it did worse with more data due to increased
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Table 4.2: Weighted subtopic loss (WSL) of four methods using all words and

first 10 words. Standard error estimates are shown for PLAR-LDA methods.

Method WSL (first 10 words) WSL (all words)

Portfolio Theory 0.495 0.647

MMR-TF 0.555 0.534

MMR-TFIDF 0.549 0.470

PLAR-LDA-Max 0.460 ± 0.002 0.483 ± 0.001

PLAR-LDA 0.458 ± 0.003 0.474 ± 0.001

similarity and thus double counting in its risk minimization metric. We note

that PLAR-LDA works comparatively very well with short documents (i.e., the

results for documents restricted to the first 10 words) since intrinsic document

and query similarities are automatically derived from the latent PLAR relevance

and diversity metrics.

These results show that PLAR is robust (it does as well or better than other

diversification algorithms), its latent topic modeling helps in situations with small

context, the topic models automatically adapt to the data at hand, and it is fully

unsupervised, requiring no manual tuning of diversity.

4.5 Conclusion

This chapter formalized a relevance criterion for set-based information retrieval

in a latent variable graphical model called probabilistic latent accumulated rel-

evance (PLAR) and derived from this a novel solution yielding diversity as an

emergent property. We showed that PLAR derives an LSI (Deerwester et al.,

1990) similarity metric and a novel LSI variant for diversity. We also related

the PLAR derivation to three important definitions of diversity in the literature:

(a) maximal marginal relevance (Carbonell and Goldstein, 1998), (b) set-covering

heuristics (Yue and Joachims, 2008), and (c) portfolio theory (Wang and Zhu,

2009), and we showed how PLAR directly motivates all of them, but makes im-

portant modifications that led to improved empirical results on the TREC 6-8

diversity testbed when short documents are used for training. This provides

evidence that formally optimizing the correct set-based relevance criterion in in-

formation retrieval can lead to natural and effective diversification strategies,
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demonstrating a path to move information retrieval away from ad-hoc diversity

metrics towards formally motivated and better performing solutions.

In conclusion, we note the power of this novel and formal approach to deriving

diversity as an integral and emergent phenomena from maximizing set-based rel-

evance and its power in pointing out the shortcomings of other diversity metrics

and for improving on them thorough formal motivation and optimization.

In the next chapter, we switch from recommending items to a single user to

instead recommend users to users in the process of matchmaking.



Chapter 5

Score-based Bayesian

Matchmaking

The previous two chapters focus on addressing problems related with traditional

recommender systems that propose product/service recommendations. In modern

recommender systems, one is often required to carry out the task of matching

users or user groups, e.g., online dating systems, resume/job bulletin boards,

players or teams for online gaming and others. This chapter studies the third

aspect concerned by this thesis – matchmaking.

5.1 Introduction to Matchmaking

A matchmaking system can be considered as a system that pairs a single user or

a group of users with others in order to satisfy some underlying need, e.g., dating

services, online game players, employers and employees (Diaz et al., 2010). This

chapter focuses on matchmaking in the application of matching gaming players.

In online gaming, it is important to pair players or teams of players so as

to optimise their gaming experience. Game players often expect competitors

with comparable skills for the most enjoyable experience; match experience can

be compromised if one side consistently outperforms the other. Matchmaking

attempts to pair players such that match results are close to being even or a

draw. Hence, a prerequisite for good matchmaking is the ability to predict future

match results correctly from historical match outcomes — a task that is often

cast in terms of latent skill learning. TrueSkill Herbrich et al. (2006) is a state-

of-the-art Bayesian skill learning system: it has been deployed in the Microsoft

Xbox 360 online gaming system for both matchmaking and player ranking. For

89
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the case of two teams/players, TrueSkill, like Elo Elo (1978), is restricted to learn

skills from match outcomes in terms of win, lose, or draw (WLD). While we

conjecture that TrueSkill discards potentially valuable skill information carried

by score-based outcomes, there are at least two arguments in favour of TrueSkill’s

WLD-based skill learning approach:

• WLD-based systems can be applied to any game whose outcome space is

WLD, no matter what the underlying scoring system is.

• In many games, the objective is not to win by the highest score differential,

but rather simply to win. In this case, it can be said that TrueSkill’s skill

modeling and learning from WLD outcomes aligns well with the players’

underlying objective.

On the other hand, we note that discarding score results ignores two important

sources of information:

• High (or low) score differentials can provide insight into relative team

strengths.

• Two dimensional score outcomes (i.e., a score for each side) provide a di-

rect basis for inferring separate offense and defense strengths for each team,

hence permitting finer-grained modeling of performance against future op-

ponents.

In this chapter, we augment the TrueSkill model of WLD skill learning to learn

from score-based outcomes. We explore single skill models as well as separate

offense/defense skill models made possible via score-based modeling. We also

investigate both Gaussian and Poisson score likelihood models, deriving a novel

variational update for approximate Bayesian inference in the latter case. We

evaluate these novel Bayesian score-based skill-learning models in comparison to

TrueSkill (for WLD outcomes) on three datasets: 14 years of match outcomes for

the UK Premier League, 11 years of match outcomes for the Australian Football

(Rugby) League (AFL), and three days covering 6,000+ online match outcomes

in the Halo 2 XBox video game. Empirical evaluations demonstrate that the

new score-based models (a) provide more accurate win/loss probability estimates

than TrueSkill (in terms of information gain) with limited amounts of training

data, (b) provide competitive and often better win/loss classification performance

than TrueSkill (in terms of area under the curve), and (c) provide reasonably

accurate score predictions with an appropriate likelihood — prediction for which
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TrueSkill was not designed but important in cases such as tournaments that rank

(or break ties) by points, professional sports betting and bookmaking, and game-

play strategy decisions that are dependent on final score projections.

5.2 Skill Learning using TrueSkill

Since our score-based Bayesian skill learning contributions build on TrueSkill (Her-

brich et al., 2006), we refer back to the review of the TrueSkill Bayesian skill-

learning graphical model for two single-player teams in Section 2.2.3. Recall that

TrueSkill is used in Chapter 3 of this thesis to model a user’s preference over two

items, which is different from the original intent and usage of TrueSkill model for

matchmaking. We note that TrueSkill itself allows for matches involving more

than two teams and learning team members’ individual performances, but these

extensions are not needed for the application domains considered in the thesis.

TrueSkill is an efficient and principled Bayesian skill learning system. How-

ever, due to its design goals, it discards score information and does not take into

account associated domain knowledge such as offence/defence skill components.

In the following sections, we propose extensions of the TrueSkill factor graph and

(approximate) inference algorithms for score-based Bayesian skill learning, which

address these limitations.

5.3 Score-based Bayesian Skill Models

In this section, we introduce three graphical models as extensions for the TrueSkill

factor graph (Figure 2.4 in Section 2.2.3) to incorporate score-based outcomes in

skill learning. Our first two graphical models are motivated by modeling score-

based outcomes as generated by separate offence and defence skills for each team.

The first generative score model uses a Poisson, which is a natural model when

scores are viewed as counts of scoring events. The second generative model uses a

simpler Gaussian model. Our third model is a simplified version of the Gaussian

model, which like TrueSkill, only models a single skill per team (not separate

offence/defence skills) and places a Gaussian likelihood on the score difference,

which may be positive or negative. Now, we formulate each model in detail.
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5.3.1 Offence and Defence Skill Models

In a match between two teams i and j producing respective scores si ∈ Z and

sj ∈ Z for each team, it is natural to think of si as resulting from i’s offence skill

oi ∈ R and j’s defence skill dj ∈ R (as expressed in any given match) and likewise

for j’s score as a result of j’s offence skill oj ∈ R and i’s defence skill di ∈ R.

This is contrasted with the univariate skill estimates of team i’s skill li and team

j’s skill lj used in TrueSkill, which lump together offence and defence skills for

each team.

Given scores si and sj for teams i and j, we model the generation of scores

from skills using a conditional probability p(si, sj|oi, oj, di, dj). We assume that

team i’s score si depends only on oi and dj and likewise that team j’s score sj

depends only on oj and di:

p(si, sj|oi, oj, di, dj) = p(si|oi, dj)p(sj|oj, di). (5.1)

Like TrueSkill, we assume that the joint marginal over skill priors independently

factorises:

p(oi, oj, di, dj) = p(oi)p(dj)p(oj)p(di). (5.2)

Given an observation of scores si for team i and sj for team j, the problem is

to update the posterior distributions over participating teams’ offence and de-

fence skills. According to Bayes rule and the previous assumptions, the posterior

distribution over (oi, oj, di, dj) is given by

p(oi, di, oj, dj|si, sj) ∝ p(si, sj|oi, di, oj, dj)p(oi, di, oj, dj)
∝ [p(si|oi, dj)p(oi)p(dj)] [p(sj|oj, di)p(oj)p(di)] (5.3)

Here we observe that estimating p(oi, di, oj, dj|si, sj) factorises into the two inde-

pendent inference problems:

p(oi, dj|si) ∝ p(si|oi, dj)p(oi)p(dj), and (5.4)

p(oj, di|sj) ∝ p(sj|oj, di)p(oj)p(di). (5.5)

All models considered in this Chapter (including TrueSkill) assume Gaussian

priors on team i’s offence and defence skills, i.e., p(oi) := N (oi;µoi, σ
2
oi) and

p(di) := N (di;µdi, σ
2
di). Our objective then is to estimate the means and vari-

ances for the posterior distributions of p(oi, dj|si) and p(oj, di|sj). So far, the

only missing pieces in this skill posterior update are the likelihoods p(si|oi, dj)
and p(sj|oj, di) that specify how team i and j’s offence and defence skills proba-

bilistically generate observed scores. For this we discuss two possible models in

the following subsections.
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Poisson Offence/Defence Skill Model

Following TrueSkill, we model the generation of match outcomes (in our case,

team scores) based on stochastic offence and defence performances that account

for day-to-day performance fluctuations. Formally, we assume that team i ex-

hibits offence performance poi := N (poi; oi, β
2
1) and defence performance pdi :=

N (pdi; di, β
2
2). With these performances, we model team i’s score si as generated

from the following process: team i’s offence performance poi promotes the scoring

rate while the defence performance pdj inhibits this scoring rate, the difference

poi − pdj being the effective scoring rate of the offence against the defence.

Finally, we model the score by si ∼ Poisson(λ), where a requirement of a

positive rate λ for the Poisson distribution requires the use of λ = exp(poi − pdj)
since poi−pdj may be negative.1 Likewise, one can model sj by applying the same

strategy when given λ = exp(poj − pdi). We represent the resulting Poisson-OD

model in Figure 5.1 where the joint posterior is

p(oi, dj , poi, pdj |si) ∝ p(si|poi, pdj)p(poi|oi)p(pdj |dj)p(oi)p(dj),

p(oj , di, poj , pdi|sj) ∝ p(sj |poj , pdi)p(poj |oj)p(pdi|di)p(oj)p(di).

We are only interested in the posterior distributions of oi, dj and oj, di given si
and sj, respectively. Thus, we integrate out the latent performance variables to

obtain the desired posteriors

p(oi, dj |si) =

∫ +∞

−∞

∫ +∞

−∞
p(oi, dj , poi, pdj |si)dpoidpdj ,

p(oj , di|sj) =

∫ +∞

−∞

∫ +∞

−∞
p(oj , di, poj , pdi|sj)dpojdpdi.

Like TrueSkill, we use Bayesian updating to update beliefs in the skill levels

of both teams in a pairwise match based on the score outcome, thus leading to an

online learning scheme. Posterior distributions are approximated to be Gaussian

and used as the priors in order to learn each team’s skill for the next match.

Approximate belief updates via variational Bayesian inference in this model will

be covered in Section 5.4.1.

1This exponentiation of poi − pdj may seem to be made only to ensure model correctness,

but we show experimentally that it has the benefit of allowing the Poisson model to accurately

predict scores in high-scoring games even when team skills are very close (and hence poi−pdj ≈
0).
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Figure 5.1: Poisson-OD variant of TrueSkill factor graph for skill update of two

teams based on the match score outcome (Left: modeling si; Right: modeling sj).

The shaded variables are the observed ones. For each team i, it is characterized by

offence skill oi (the offence skill of team i) and defence skill di (the defence skill of

team i). Given sj for team j, the posterior distributions over (oi, dj) are inferred

via the following message passing schedule: (1) messages pass along gray arrows

from top to bottom, (2) the marginal over d is updated via message 1 followed

by message 2 (requires moment matching), (3) messages pass from bottom to top

along black arrows.

Gaussian Offence/Defence Skill Model

An alternative to the previous Poisson model is to model si ∈ R and assume it

is generated as si ∼ N (µ, γ2), where µ = poi − pdj. One can similarly model sj

by applying the same strategy when given µ = poj − pdi. We note that unlike

the Poisson model, µ can be negative here so we need not exponentiate it. While

this allows us to directly model match outcomes that allow negative team scores

(c.f., Halo2 as discussed in Section 5.5.1), it is problematic for other match out-
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comes that only allow non-negative team scores. One workaround would be to

introduce a truncated Gaussian model to avoid the problem of assigning non-zero

probability to negative scores, but we avoid this complication in exchange for the

simple and exact updates offered by a purely Gaussian model.

We show the resulting Gaussian-OD model in Figure 5.2, which differs from

our proposed Poisson-OD model only in modeling of p(si|x) and p(sj|y). In this

model, all messages passed during inference are Gaussian, allowing for efficient

and exact belief updates.
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Figure 5.2: Gaussian-OD model for score-based skill learning (Left: modeling si;

Right: modeling sj). The shaded variables are the observed ones. Both team i

and team j are characterized by offence skill oi (team i’s offence skill) and defence

skill di (team i’s defence skill). Given match outcomes si and sj, the posteriors

over oi and dj can be exactly inferred using message passing.

5.3.2 Gaussian Score Difference (SD) Model

Again assuming si ∈ R and sj ∈ R, algebra for the performance means in Fig-

ure 5.2 gives:

si = poi − pdj sj = poj − pdi (5.6)
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Figure 5.3: Gaussian-SD model for skill learning from score differences. Both

team i and team j are characterized by skill level li and lj, respectively. The

shaded variable s (s = si − sj) denotes the score difference between si and sj.

Bayesian inference for the posterior skill level distributions has a closed-form

solution.

This implies

si − sj = (poi − pdj)− (poj − pdi)
= (poi + pdi)︸ ︷︷ ︸

pli

− (poj + pdj)︸ ︷︷ ︸
plj

, (5.7)

which is like modeling the score difference with performance expressions pli and

plj of respective univariate skill levels, li and lj. Motivated by (5.6), we propose a

score difference (SD) Gaussian model that uses a likelihood model for the observed

difference s := si − sj specified as s ∼ N (pli − plj, γ2) as shown in Figure 5.3.

5.4 Bayesian Skill Updating

5.4.1 Inference in Poisson-OD Model

Some of the update equations in the Poisson-OD model (Figure 5.1) have been

presented in Herbrich et al. (2006), with the exception of the marginal distribution
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over x and the message passing from the Poisson factor to x. Given a prior

Gaussian distribution over x, N (x;µ, σ2), we next demonstrate how to update

the belief on x when observing team i’s score si.

By the sum-product algorithm Kschischang et al. (2001), the marginal distri-

bution of x is given by a product of messages

p(x|si) = mI→x(x)msi→x(x). (5.8)

To avoid cluttered notation, let us use m1(x) to represent mδ→x(x) = N (x;µ, σ2),

i.e., the message passing from the factor δ(·) to x, and m2(x) for msi→x(x) =

Poisson(si; exp(x)), i.e., the message passing from the Poisson factor to x (c.f.,

messages labeled 1 and 2 in Figure 5.1). Due to the multiplication of m1(x) and

m2(x), the exact marginal distribution of p(x|si) is not Gaussian, which makes

exact inference intractable. To maintain a compact representation of offence and

defence skills, one can approximate p(x|si) within a variational Bayes framework

by choosing a Gaussian distribution q(x)∗ : N (x;µnew, σ
2
new) that minimizes the

KL divergence between p(x|si) and q(x), i.e.,

q(x)∗ = arg min
q(x)

KL [q(x)||p(x|si)] . (5.9)

We derive a fixed point approach for optimizing q(x) (Beal and Ghahramani,

2002), and describe the approach below.

Minimizer q(x) for KL(q(x)||p(x|si))

To derive the minimizer of q(x), one first plugs the exact marginal of p(x) into

the KL-divergence, and thus gets

KL (q(x)||p(x|si)) =

∫
q(x) log

(
q(x)

p(x|si)

)
dx

= − log
√

2πeσ2
new − Ex∼q(x) log (p(x|si)) , (5.10)

where p(x|si) is the posterior probability of x when observing the score si. Be-

cause the distribution q(x) is Gaussian and the posterior has convenient Gaussian

parts, manipulation of this yields an equation for µnew and σ2
new that we can then

solve for using a fixed point algorithm.

Lemma 5.1. Values for µnew and σ2
new minimizing KL (q(x)||p(x|si)) satisfy

µnew = σ2 (si − eκ) + µ,

σ2
new =

σ2

1 + σ2eκ
. (5.11)
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where

κ = log

(
µ+ siσ

2 − 1− κ+
√

(κ− µ− siσ2 − 1)2 + 2σ2

2σ2

)
. (5.12)

Proof. The second term in (5.10) is evaluated using Bayes Theorem, p(x|si) =

p(si|x)p(x)/p(si). The term in log p(si) can be dropped because it is constant with

respect to µnew and σ2
new. The term Ex∼q(x)[log p(si|x)] is found by expanding the

Poisson distribution and noting Ex∼p(x)[exp(x)] = exp(µ + σ2/2) (see Appendix

for derivation). Thus it becomes

siµnew − exp(µnew + σ2
new/2)− log(si!) . (5.13)

The term Ex∼q(x)[log p(x)] according to the derivation in the Appendix becomes

− 1

2
log(2πσ2)− 1

2σ2

(
σ2
new + µ2

new − 2µµnew + µ2
)
. (5.14)

Plugging (5.13) and (5.14) into (5.10) gives

arg min
q(x)

KL (q(x)||p(x|si)) ≡ arg min
q(x)
− log

√
2πeσ2

new−siµnew − exp(µnew + σ2
new/2)− log(si!)︸ ︷︷ ︸

Ex∼q(x)(log p(si|x))

−1

2
log(2πσ2)− 1

2σ2

(
σ2
new + µ2

new − 2µµnew + µ2
)︸ ︷︷ ︸

Ex∼q(x)(log p(x))

 .

To find the minimizer q(x), we calculate the partial derivatives of KL (q(x)||p(x|si))
with respect to µnew and σnew, and set them to zero, leading to

µnew = σ2

(
si − exp

(
µnew +

σ2
new

2

))
+ µ,

σ2
new =

σ2

1 + σ2 exp(µnew + σ2
new

2
)
.

Note summing the first plus half the second of these equations, and defining

κ = µnew + σ2
new/2 yields the equation for κ of

κ = µ+ σ2(si − exp(κ)) +
σ2

2(1 + σ2 exp(κ))
, (5.15)



5.4. BAYESIAN SKILL UPDATING 99

and one gets (5.11) in terms of κ.

We convert (5.15) by solving for exp(κ) as it appears on the right-hand side.

This yields a quadratic equation, and we take the positive solution since exp(κ)

must be non-negative (see Appendix). The result gives us (5.12).

We have been using (5.12) as it appears as a fixed point rewrite rule. For a

given µ and σ2 together with an initial value of κ, one keeps iterating (5.12) until

convergence. Empirically, this happens in 2-3 iterations. With convergence, we

plug the fixed point solution into (5.11) to get the optimal mean and variance for

q(x)∗.

5.4.2 Inference in Gaussian-OD Model

In the Gaussian-OD model (Figure 5.2), all messages are Gaussian so one can

compute the belief update in closed-form as follows

πoi =
1

σ2
oi

+
1

β2
1 + β2

2 + γ2 + σ2
dj

,

τoi =
µoi
σ2
oi

+
si + µdj

β2
1 + β2

2 + γ2 + σ2
dj

,

πdj =
1

σ2
dj

+
1

β2
1 + β2

2 + γ2 + σ2
oi

,

τdj =
µdj
σ2
dj

+
µoi − si

β2
1 + β2

2 + γ2 + σ2
oi

, (5.16)

where µoi and σoi are the mean and standard deviation of the prior offence skill

distribution of team i, πoi(πdj) = 1
σ2
post

and τoi(τdj) = µpost
σ2
post

are the precision and

precision-adjusted mean for the posterior offence (defence) skill distribution of

team i (j). Likewise, one can derive the update equations for team j’s offence

skill oj and team i’s defence skill di.
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5.4.3 Inference in Gaussian-SD Model

In the Gaussian-SD model (Figure 5.3), all messages are Gaussian so we can again

derive the update for the single team skills li and lj in closed-form as follows:

πli =
1

σ2
li

+
1

β2
1 + β2

2 + γ2 + σ2
lj

, (5.17)

τli =
µli
σ2
li

+
(si − sj) + µlj

β2
1 + β2

2 + γ2 + σ2
lj

, (5.18)

πlj =
1

σ2
lj

+
1

β2
1 + β2

2 + γ2 + σ2
li

, (5.19)

τlj =
µlj
σ2
lj

+
µli − (si − sj)

β2
1 + β2

2 + γ2 + σ2
li

, (5.20)

where µli (µlj) and σli (σlj) are the mean and standard deviation of team i’s (team

j’s) prior skill distribution, πli (πlj) and τli (τlj) are the precision and precision

adjusted mean for team i’s (team j’s) posterior skill distribution.

5.5 Empirical Evaluation

5.5.1 Data Sets

Experimental evaluations are conducted on three data sets: Halo 2 XBox Live

matches, Australian Football (Rugby) League (AFL)and UK Premier League

(UK-PL)2. The Halo 2 data consists of a set of match outcomes comprising 6227

games for 1672 players. We note there are negative scores for this data, so we

add the absolute value of the minimal score to all scores to use the data with all

proposed models.

The training and testing settings are described as follows. For Halo 2 3, the

last 10% of matches are used for testing, and we use different proportions of the

first 90% of data for training. There are 8 proportions used for training, ranging

from 10% to 80% with an increment of 10%, and 90% is not used for training due

to cross validation. To cross validate, we sample the data and run the learning

30 times at each proportion level to get standard error bars. Note that there

are some players in the testing games who are not involved in any training data

sets, particularly when small proportion of training data set is selected (e.g., the

2http://www.football-data.co.uk/englandm.php
3Credit for the use of the Halo 2 Beta Data set is given to Microsoft Research Ltd. and

Bungie.

http://www.football-data.co.uk/englandm.php
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first 10 percent games); we remove these games in the testing set when reporting

performances for all models.

For both UK-PL and AFL datasets, cross validation is performed by training

and testing for each year separately (14 years for UK-PL, and 11 years for AFL).

For these two datasets, we test the last 20% percent of matches in each year,

with the training data increasing incrementally from 10% to 80% of the initial

matches.

5.5.2 Evaluation Criteria

Information Gain

The first criterion we use to evaluate different approaches is information gain,

which is proposed in the Probabilistic Footy Tipping Competition4: if a predictor

assigns probability p to team i winning, then the score (in “bits”) gained is:

• 1 + log2(p), if team i wins,

• 1 + log2(1− p), if team i loses,

• 1 + (1/2) log2(p(1− p)), taking the average of the winning and losing gain

if draw happens.

This evaluation metric can be viewed as an information gain interpretable variant

of a log likelihood score where an uninformed prediction of p = 0.5 leads to a

score of 0 and a definite prediction of p = 1 (p = 0) leads to a score of −∞ if

predicting incorrectly and 1 if predicting correctly. We next show how to compute

the probability that a team wins for each model.

TrueSkill (Figure 2.4 in Section 2.2.3): Given skill levels of team i and j,

li ∼ N (li;µi, σ
2
i ) and lj ∼ N (lj;µj, σ

2
j ), we first compute the distribution over

performance difference variable d, and get d ∼ N (d;µd, σ
2
d) with µd = µi−µj and

σ2
d = σ2

i +σ2
j +2β2. Thus winning probability of team i is given by the probability

p(d > 0), given by

p(d > 0) = 1− Φ

(
−µd
σd

)
, (5.21)

where Φ(·) is the normal cumulative distribution function (cdf).

Poisson-OD Model (Figure 5.1): Suppose we are given the offence and

defence skills for team i and j, we can estimate the distributions over performance

4Refer to http://www.csse.monash.edu.au/~footy/

http://www.csse.monash.edu.au/~footy/
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difference variables of x and y (refer to Figure 5.1, and compute the Poisson

parameters for si and sj by using λi = exp(x) and λj = exp(y). To compute the

winning probability of team i, i.e., p(si > sj), we first construct a new variable

s = si−sj, the difference variable between two Poisson distributions, which proves

to be a Skellam distribution in (Skellam, 1946). Thus, we can compute the win

probability of P (s > 0) of team i, according to the probability mass function for

the Skellam distribution

P (s = k;λi, λj) = exp(−(λi + λj))

(
λi
λj

)k/2
I|k|

(
2
√
λiλj

)
, (5.22)

where Ik(z) is the modified Bessel function of the first kind given in (Abramowitz

and Stegun, 1974):

Ik(z) =
(z

2

)k +∞∑
i=0

(z2/4)i

i!Γ(k + i+ 1)
. (5.23)

We approximated P (s > 0, λi, λj) with
∑n

k=1 P (s = k;λi, λj) using n = 500 since

P (s = k;λi, λj) ≈ 0 for all of our experiments when k > 500.

Gaussian-OD Model (Figure 5.2): To compute the probability of team i

winning team j, we first use message passing to estimate the normally distributed

distributions for score variables si and sj, and then compute the probability that

si − sj > 0, i.e., team i’s score larger than team j’s. Given si ∼ N (si;µsi, σ
2
si)

and sj ∼ N (sj;µsj, σ
2
sj), we can compute the winning probability of team i by

p(s > 0) = 1− Φ

(
−(µsi − µsj)
σ2
si + σ2

sj

)
. (5.24)

Gaussian-SD Model (Figure 5.3): To estimate the winning probability of

team i for a match with team j, one can first use message passing to estimate the

normally distributed score difference variable s, and then compute the winning

probability of team i by

p(s > 0) = 1− Φ

(
li − lj

σ2
i + σ2

j + 2β2

)
. (5.25)

where li and σi are the mean and standard deviation for team i’s skill level, and

β the standard deviation of the performance variable.

Win/Loss Prediction Accuracy

While information gain provides a sense of how well the models fit the data, it is

also interesting to see how accurate the models were at predicting match outcomes
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in terms of win/loss. To compare classification performance of different models,

here we report the prediction accuracy in terms of area under the curve (AUC) –

a measure of overall accuracy, which gives the probability that a classifier would

rank a randomly chosen positive sample higher than a randomly selected negative

sample.

Let us briefly describe how we compute the AUC for a testing data set after

we learn the posterior skill levels with different models based on some training

data. First, we arrange the testing matches in the testing outcome table with

three columns: the first two columns are the indexes of the involved teams, and

the third column is binary indicating if the first team – team indexed by the first

column – wins the match or not (1 winning and 0 otherwise). Then, we compute

the winning probability of the first team for each match, based on which we plot

the receiver operating characteristic (ROC) curve showing true positive rate vs.

false positive rate. Finally, we compute the area under the ROC curve using

the trapezoidal numerical approximation with a Matlab function called trapz.m.

Note that cross validation is conducted to report the standard error of AUC.

Score Prediction Error

We evaluate the score prediction accuracy for Poisson-OD and Gaussian-OD mod-

els for each team in terms of the mean absolute error (MAE). Note that we omit

the Gaussian-SD model since it can only predict score differences rather than

scores. The MAE for N testing matches for a model is computed by

MAE =
1

2N

N∑
i=1

(|si1 − ŝi1|+ |si2 − ŝi2|) (5.26)

where i1 and i2 index the two teams involving in the i-th match, si1 (si2) and ŝi1

(ŝi2) represent the ground-truth score and the estimated score for team i1 (i2)

by the model.

5.5.3 Results

Experimental results are reported according to the parameter configurations shown

in Table 5.1. We present the results when evaluating using three criteria in Fig-

ure 5.4, Figure 5.5, and Figure 5.6, and discuss these results briefly below.

Information Gain For relatively small amounts of training data (10% – 30%),

the Gaussian models (OD and SD) statistically significantly outperform TrueSkill
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Table 5.1: Parameter settings. Priors on offence/defence skills: N (µ0, σ
2
0) with

µ0 = 25 and σ0 = 25/3. Performance variance: β, β1, β2.

Model Parameter (ε, γ empirically estimated)

TrueSkill β = σ0/2;

ε: draw probability of datasets

Poisson-OD β1 = β2 = σ0/2

Gaussian-OD β1 = β2 = σ0/2;

γ: score variance in datasets

Gaussian-SD β = σ0/2;

γ: score difference variance in datasets

and Poisson-OD in terms of win/loss probability accuracy. On all models except

AFL, the Gaussian models perform comparably to TrueSkill for larger amounts of

training data. Gaussian-OD statistically significantly outperforms Gaussian-SD

for Halo 2, indicating that separate offence/defence modeling helps.

Win/Loss Prediction Accuracy In terms of win/loss prediction accuracy,

the Gaussian-OD model generally provides the best average AUC, followed by

Gaussian-SD, then TrueSkill (with the exception of cases for Halo 2 with more

than 40% training data where TrueSkill performs best), then Poisson-oD. Again,

we see that the separate offence/defence skill modeling of Gaussian-OD gives it

a performance edge over the combined skill model of Gaussian-SD.

Score Prediction Errors As shown in Figure 5.6, Gaussian-OD predicts more

accurate scores on the UK-PL and Halo datasets, while Poisson-OD is more

accurate for the AFL dataset. This can be explained by a simple skill analysis

— the learned skills on the UK-PL dataset tend to show a larger variance (for

all models), whereas the learned skills on the AFL dataset show little variance

(for all models except Gaussian-SD). Thus, the use of an exponentiated scoring

rate in the Poisson-OD model would seem to amplify these small performance

differences in learned AFL skills to make more accurate score predictions on AFL

data. This amplification appears to hurt the Poisson-OD model on the relatively

low-scoring UK-PL and Halo dataset (the mean score for the AFL data is 95.4

vs 42.7 and 1.3 respectively for the Halo 2 and UK-PL data).
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5.6 Related Work

Skill rating dates at least as far back as the Elo system (Elo, 1978), the idea

of which is to model the probability of the possible game outcome as a function

of the two players’ skill levels. Players’ skill levels are updated after each game

in a way such that the observed game outcome becomes more likely and the

summation of players’ ratings remains unchanged.

The Elo system cannot handle the case when three or more teams participate

in one match, a disadvantage addressed by TrueSkill (Herbrich et al., 2006).

Further extensions of TrueSkill incorporate time-dependent skill modeling for

historical data (Dangauthier et al., 2007).

In (Birlutiu and Heskes, 2007), the authors model and learn the correlation

between all players’ skills when updating skill beliefs, and develop a method called

“EP-Correlated”, contrasted with the independent assumption on players’ skills

(EP-Independent). Empirically, EP-Correlated outperforms EP-Independent on

professional tennis match results; this suggests modeling correlations in extensions

of the score-based learning presented here.

These skill learning methods all share a common feature that they are re-

stricted to model WLD only and have to discard meaningful information carried

with scores. While we proposed score-based extensions of TrueSkill in this work;

it remains to incorporate other extensions motivated by this related work.

Score modeling has been studied since the 1950s (Moroney, 1956) (Dixon

and Coles, 1997) (Glickman and Stern, 1998) (Karlis and Ntzoufras, 2003) (Karlis

and Ntzoufras, 2009); one of the most popular score models is the Poisson model,

first presented in (Moroney, 1956), and this work continues to the present (Karlis

and Ntzoufras, 2009). Other commonly used score models are based on normal

distributions (Glickman and Stern, 1998). However, it appears that most score-

based models do not distinguish offence and defence skills of each team and the

results here indicate that such separate offence/defence skill models can perform

better than univariate models with limited data.

5.7 Conclusion

We proposed novel score-based, online Bayesian skill learning extensions of TrueSkill

that modeled (1) player’s offence and defence skills separately and (2) how these

offence and defence skills interact to generate scores. Overall these new models

— and Gaussian-OD (using a separate offence/defence skill model) in particular
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— show an often improved ability to model winning probability and win/loss

prediction accuracy over TrueSkill, especially when the amount of training data

is limited. This indicates that there is indeed useful information in score-based

outcomes that is ignored by TrueSkill and that separate offence/defence skill

modeling does help (c.f. the performance of Gaussian-OD vs. Gaussian-SD).

Furthermore, these new models allow the prediction of scores (unlike TrueSkill),

with the Poisson-OD model and its variational Bayesian update derived in Sec-

tion 5.4.1 performing best on the high-scoring AFL data. Altogether, these re-

sults suggest the potential advantages of score-based Bayesian skill learning over

state-of-the-art WLD-based skill learning approaches like TrueSkill.

Issues remain in the development of practical matchmaking systems. We

brief describe two of them. First, team configurations in team-based matches

(e.g., football) can vary from one season to another, due to external effects, e.g.,

player transfers, sports injuries. We are interested in extending the current skill

learning framework to model skills from a team with multiple players to account

for these details. Second, it remains a difficult task to predict match scores, which

leads to the following questions: what is an optimal model for score prediction?,

and how to conduct efficient inference in the model?
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5.A Exponential Integral

Suppose that x is a random variable with Gaussian distribution, i.e., p(x) :=

N (x;µ, σ2), we present the derivations of the expectation for the exp(x) w.r.t. x

as follows:

Ex∼p(x)(exp(x)) =

∫
x

exp(x)√
2πσ2

exp

(
−(x− µ)2

2σ2

)
dx

=
1√

2πσ2
exp

(
− µ2

2σ2

)∫
x

exp

(
−x

2 − 2x(µ+ σ2)

2σ2

)
dx

=
1√

2πσ2
exp

(
µ+

σ2

2

)∫
x

exp

(
−(x− (µ+ σ2))2

2σ2

)
dx

=
1√

2πσ2
exp

(
µ+

σ2

2

)√
2πσ2

= exp(µ+ σ2/2).

5.B Log Gaussian Integral

Suppose x is a random variable with Gaussian distribution p(x) : N ∼ (µ, σ2)

and q(x) is a Gaussian, N ∼ (µ1, σ
2
1), let us show how to derive the expectation

of log q(x) w.r.t. x as follows:

Ex∼p(x)(log q(x)) = Ex∼p(x)

(
log

(
1√

2πσ2
1

exp

(
−(x− µ1)

2

2σ2
1

)))
= −1

2
log(2πσ2

1)− 1

2σ2
1

Ex∼p(x)(x− µ1)
2

= −1

2
log(2πσ2

1)− 1

2σ2
1

(
Ex∼p(x)(x

2)− 2µ1µ+ µ2
1

)
= −1

2
log(2πσ2

1)− 1

2σ2
1

(
σ2 + µ2 − 2µ1µ+ µ2

1

)
.

5.C Solution to (5.15)

First note that (5.15) is equivalent to

1

2(1 + σ2 exp(κ))
− exp(κ) =

κ− µ
σ2

− si,

By setting z = exp(κ) and κ−µ
σ2 − si = A , we can convert (5.15) into a quadratic

equation with respect to z

2σ2z2 + 2(Aσ2 + 1)z + 2A− 1 = 0,
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with its positive root given by

z =
−(Aσ2 + 1) +

√
(Aσ2 − 1)2 + 2σ2

2σ2
. (5.27)

Note that we choose the positive root because exp(·) cannot be negative. Given
κ−µ
σ2 − si = A and (5.27), we have

z =
µ+ siσ

2 − 1− κ+
√

(κ− µ− siσ2 − 1)2 + 2σ2

2σ2
. (5.28)

We plug exp(κ) = z into (5.28), and get

κ = log

(
µ+ siσ

2 − 1− κ+
√

(κ− µ− siσ2 − 1)2 + 2σ2

2σ2

)
. (5.29)
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Figure 5.4: Results on the UK-PL, Halo, and AFL datasets evaluated using

information gain. Error bars indicate standard error.
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Figure 5.5: Results on the UK-PL, Halo, and AFL datasets evaluated using the

win/loss prediction accuracy measured by the Area Under the Curve (AUC).

Error bars indicate standard error.
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Figure 5.6: Results on the UK-PL, Halo, and AFL datasets evaluated using score

prediction error measured by the Mean Absolute Errors (MAE).





Chapter 6

Conclusions

6.1 Summary of Contributions

This thesis studied the following question: how can one apply Bayesian methods to

explicitly model and efficiently reason about uncertainty in order to make optimal

recommendations? We focused on three dimensions of recommender systems:

preference elicitation, set-based recommendations, and matchmaking. To the end,

we addressed the problem associated with each dimension by utilizing Bayesian

graphical models and recent advances in Bayesian inference to perform inference

in these models.

• Chapter 3 studied the problem of preference elicitation. The contribu-

tion was a novel Bayesian PE framework approach that facilitated efficient

closed-form value of information approximations and satisfied various re-

quirements for real-time PE query selection. To the best of our knowledge,

previous work fails to jointly satisfy all of these requirements.

• Chapter 4 proposed a principled treatment of optimizing result sets when

making set-based recommendations. The contributions consist of (1) a for-

mal relevance criterion for set-based information retrieval in a latent vari-

able graphical model, and (2) a novel solution yielding diversity as an emer-

gent property derived based on the proposed relevance criterion. We are

not aware of previous work that formally derived the all of these diversity

results directly from a set-based relevance objective.

• In Chapter 5, we studied the problem of matchmaking in the context of

pairing online game players/teams. The contributions included new graph-

ical models and efficient Bayesian inference approaches that (1) modeled

113
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teams’ offence and defence skills separately, and (2) modeled how these

offence and defence skills interact to generate scores.

6.2 Future Directions

6.2.1 Preference Elicitation

There are many directions for extending the current work on preference elicitation

studied in Chapter 3 for practical applications. We briefly discuss three possible

extensions in terms of (1) myopic or sequential query strategies, (2) individual vs.

collaborative preference elicitation, and (3) utility representations. It is important

to note that there can be other possible extensions such as modeling a user’s

ability to provide answers to queries due to the user’s familiarity with the queries

as studied in (Harpale and Yang, 2008).

One-Shot Vs. Sequential Query Strategy

In the current PE framework proposed in Chapter 3, one greedily selects the

query that leads to maximal increase in the expected value of information. Since

one-shot query selection can fail to ask the optimal queries, an alternate is to

sequentially choose queries by modeling the elicitation process as a POMDP (re-

ferring back to Section 2.3.1 for a brief review on one-shot Vs. sequential query

selection). Then, we can make use of the recent advances in solving POMDPs,

such as point-based value iteration (PBVI) (Pineau et al., 2003; Spaan and Vlas-

sis, 2005; Porta et al., 2006). However, it is unclear how much improvement can

be expected by sequentially optimizing when choosing queries, and this question

must be addressed in future research.

Individual Vs. Collaborative Preference Elicitation

The current PE work addresses the problem of individual preference elicitation

— to elicit a single user’s preferences without encoding preferences of other users.

One question related with the current PE framework is: how can one make use

of the elicited preferences from some users in order to learn a new user’s prefer-

ences? This question is studied in (Chu and Ghahramani, 2005b), which makes

use of entropy-based elicitation methods that sometimes fail to improve recom-

mendation quality. This deficiency is addressed in our latest study (Bonilla et al.,
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2011)1, which proposed a novel nonparametric framework based on Gaussian pro-

cesses for collaborative preference elicitation. However, this new collaborative PE

model is computationally expensive due to the time complexity of inference, which

is cubic in the amount of training data. An interesting direction is to improve

the computational complexity so that the proposed framework in (Bonilla et al.,

2011) can accommodate large-scale problems by using GP sparsification methods,

e.g., (Quiñonero Candela and Rasmussen, 2005).

Expected Utility Theory Vs. Prospect Theory

The utility model in the proposed PE framework is based on the widely used

expected utility theory. Kahneman and Tversky (1979) argue that the expected

utility theory cannot interpret two pervasive effects exhibited during the course

of making choices among risky prospects:

• Certainty effect: people are risk averse, and tend to prefer outcomes that

are obtained with certainty to outcomes that exhibit uncertainty (Kahne-

man and Tversky, 1979).

• Isolation effect: people often emphasize more on outcomes that are not

shared by all choices, compared with other outcomes (Kahneman and Tver-

sky, 1979).

To handle these effects, Kahneman and Tversky (1979) propose an alternative

theory of choice — prospect theory, according to which value is assigned to gains

and losses rather than to final assets and in which probabilities are replaced by

decision weights.

Recently, variants of the prospect theory have been adopted for preference

elicitation. For instance, Hines and Larson (2010) proposed a preference elici-

tation framework based on cumulative prospect theory, which is a predominant

theory that is better able to explain preferences between risky choices (Tversky

and Kahneman, 1992). This framework is demonstrated to be able to effectively

elicit information for decision making in both cumulative prospect theory and

expected utility theory settings. We hope to follow this work and propose novel

preference elicitation frameworks that can accommodate people’s flexible utility

functions for real world situations.

1This is our latest work, which is not included in this thesis.
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6.2.2 Set-based Recommendations

There are also various possibilities to extend the work on the set-based recom-

mendations (Chapter 4). For instance, provided that authors of documents are

available, one can extend the current framework by introducing (1) observed

variables for users who write the document or issue the query, and (2) latent

variables for representing latent user groups. By doing so, one can encode user

or user group information for achieving diversity over topics and user groups.

Another extension is motivated by the observation that user interests evolve

and vary according to the contexts (e.g., locations, times during a day). Thus,

one can take into account users’ evolving interests, and accommodate temporal

diversity for set-based recommendations (Lathia et al., 2010).

6.2.3 Score-based Bayesian Matchmaking

Matchmaking systems are of importance in diverse applications of modern rec-

ommender systems, e.g., dating services, pairing game players, pairing employers

and employees (Diaz et al., 2010). Our current study proposed a score-based

Bayesian skill learning framework, which pairs two players for gaming services.

We plan to extend the current score-based learning framework to accommodate

three of the most interesting situations:

• Evolving skills: player skills naturally evolve over time.

• Team matches: in term of multi-team based matches (e.g., football, bas-

ketball), team performances can significantly change due to team reconfig-

urations (e.g., player trades, injury in team members).

• Correlated skills: it is demonstrated in (Birlutiu and Heskes, 2007) that

it improves match prediction performance when encoding correlations be-

tween players.

6.2.4 PE, Set-based Recommendations and Matchmaking

The three problems studied in this thesis are not independent, and they can be

combined in some meaningful way. For instance, an interesting direction is to

incorporate preference elicitation with set-based recommendations for interactive

information retrieval (IR) — the study of human interaction with information

retrieval systems (Robins, 2000). Interactive IR proposes to learn user infor-

mation needs by actively querying users and refining retrieved results based on
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user responses, which is closely related with batch-mode active learning (Settles,

2010).

Interactive relevance feedback can lead to substantial gains in retrieval perfor-

mance (Manning et al., 2008). The Rocchio algorithm (Rocchio, 1971) is a classic

approach for implementing relevance feedback, which models a way of incorpo-

rating relevance feedback information into the vector space model of a query and

a document corpus (Manning et al., 2008). Specifically, the Rocchio algorithm

treats the relevant documents as one cluster, but this algorithm can degrade when

the relevant documents consist of several clusters. To effectively and efficiently

retrieve an optimal set of documents, we are interested in pursuing the following

lines of research:

• How can we propose an optimal or nearly optimal set of items (e.g., docu-

ments in the context of document retrieval) for eliciting relevance feedback

that can maximally improve future retrieval performance?

• How much gain can one get by sequentially optimizing the sets of items for

collecting user feedback?

Some of these issues have already been studied in (Viappiani and Boutilier,

2010), which presents a novel framework for Bayesian set-based recommendations.

More specifically, Viappiani and Boutilier (2010) proves that the optimal choice

query with regard to the expected value of information coincides with the optimal

recommendation set – a set maximizing the expected utility of the user selection,

under very general assumptions. However, the proposed query strategies are

myopic, and we are interested in the development of query strategies for sequential

decision problems.

Finally, set-based recommendations can also be combined with matchmaking

in some meaningful way to improve the quality of a general matchmaking system

such as dating services, resume/job bulletin boards and online game players. Let

briefly discuss the use of set-based recommendations for matching in resume/job

bulletin boards. Intuitively, one can infer a user’s preferences for jobs based on

his/her resume, however it is difficult to have the perfect information about the

user’s preferences. So, a common strategy for matching resumes with jobs is to

recommend a set of jobs to the user with the aim of increasing the probability

that at least one of the recommended jobs matches the user. Note that one can

refine user preferences according to his/her responses to the recommended jobs

if user responses are known.
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6.3 Concluding Remarks

This thesis builds upon the recent advances in graphical models and Bayesian

inference to develop new models and algorithms for making personalized rec-

ommendations. This thesis emphasizes graphical models and Bayesian inference

for naturally handling uncertainty. However, challenges still exist in optimizing

recommendations, particularly with the emergence of Web 2.0 along with social

networks and user generated contents that will require novel flexible (Bayesian)

recommendation models to integrate all of this semi-structured information. It is

hoped that this thesis lays out the foundations for further exploration of building

Bayesian recommender systems and helps to promote this nascent field further.
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