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Abstract. The aim of this paper is to find a better model for correctly recognising handwritten digits. A basic 
convolutional neural network (CNN) with convolutional, pooling, ReLU and fully-connected layers is constructed. 
Multiple techniques, such as Bimodal Distribution Removal (BDR) which is a method to remove outliers and dropout 
whose aim is to improve generalisation performance and prevent overfitting, are applied to the basic network. Also, 
different models are evaluated by multiple methods. The result shows that the basic CNN performs well with 98.9% 
accuracy and this accuracy improves to 99.2% by adding dropout to this basic CNN. The network using BDR 
automatically terminates training but the prediction accuracy (around 97.6%) is lower than others. In conclusion, BDR 
is ineffective to improve the recognition accuracy but could find a termination criterion. Dropout is effective for 
controlling overfitting and enhancing generalisation performance but it needs more time to converge. 
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1   Introduction 

In the era of the efficiency-based world, a recognition system with higher accuracy and efficiency is needed to classify 
an object according to features of the object. Currently, the cost of labour is more expensive than the last decade and will 
keep increasing in the future. With the concern of reducing expenditure and saving time, it is not a good way to manually 
classify objects. Thus, the better and more efficient method for automatically recognising handwritten digits is requisite. 
The MNIST dataset, containing a number of images of handwritten digits, combines Special Database 1 which consists 
of digits written from American high school students and Special Database 3 whose digits were collected from American 
employees (LeCun, Cortes, & Burges, 2013). Additionally, the MNIST dataset consists of 60,000 training images and 
10,000 testing images and all images are grayscale images with 28x28 pixels (Kussul & Baidyk, 2014). Ten classes, 
which are classes of digit 0 to 9, are almost symmetrically distributed in both training and testing dataset. In this case 
study, the MNIST dataset of handwritten digits is used for investigating better deep learning models. 
 
The choice of proper models for training and evaluation is crucial for better predictions. Here, all networks built in this 
paper are CNNs with two layered structures followed by two fully-connected layers. Each layered structure consists of 
one convolutional layer followed by one pooling layer and one Rectified Linear Unit (ReLU) layer at the end. For fully-
connected layers, they are just like a simple neural network with two layers of processing units and use back-propagation 
to calculate gradients, mini-batch for training, ReLU function as the activation function, cross-entropy as the loss function 
and Stochastic Gradient Descent along with Momentum as the optimiser. Based on the MNIST dataset, a number of 
networks are formed. First, before training, the whole dataset is pre-processed aiming to optimise model performance. 
Then, a basic CNN is constructed with all structures mentioned above. Values of hyper-parameters in the model, such as 
the number of batch size and the learning rate, are adjusted on the basis of the recognition performance. Next, BDR, a 
way to detect outliers and provide a natural terminating criterion to stop training, is added to the previous network in 
order to improve the performance of classification. Then, dropout, a method of regularisation, is applied to the basic CNN 
with the aim of preventing overfitting and learning more robust features for better generalisation.  
 
Multiple comparisons between different networks built are drawn in the paper to figure out which model has the best 
recognition performances. Also, all models constructed in this case study are also compared with the CNN in the previous 
literature using the MNIST dataset of handwritten digits. All results and analysis of these comparisons are discussed in 
the Results and Discussion section. Moreover, all evaluations are done in Macbook (Retina, 12-inch, Early 2015) with 
1.1 GHz processor and 8 GB memory. 



2   Method 

2.1   Pre-process 

The result of training could be sensitive to the dataset as the training process is more like a process of extracting features 
and better data might lead to better generalisation. Also, for image datasets, resolution or size of images might have an 
influence on training process as images with lower resolution are harder to be recognised. Hence, pre-processing data is 
necessary for improving model performance. 
 
First, all pixel images are converted to tensor so that images can be fed to the network. This is mean that all pixel values 
are divided by 255 as the range of pixel values is [0, 255]. After the step, all pixel values are in the range [0.0, 1.0]. Then, 
all images are normalised by their mean and standard deviation (z-score normalisation). The formula of this method is 
shown below. 𝑋 represents the mean and σ represents the standard deviation.  

                    	Z% = 	 (X) − 𝑋	)/σ	.															   (1) 

Data may have different magnitudes which might cause huge weight changes and the large loss variance during training. 
Additionally, if all data are on the same scale, the gradient descent will be speeded up. Hence, normalising input data may 
be beneficial to the training process and may increase the accuracy of the model. In the MNIST dataset, there are 60,000 
training images and 10,000 testing images. The number of instances in each class is almost the same in this dataset. This 
is fair as every class has the same probability to be learnt. 

2.2   The basic CNN 

The biggest difference between a simple neural network and a deep learning model is that features can be automatically 
selected in a deep learning model, while manual feature engineering is applied to determine which feature would be useful 
for the model to get the desired function in a simple neural network. CNN, a deep learning model consisting of one feature 
extractor and one classifier, is the basic model used for investigating in this case study. Also, as mentioned in the 
introduction section, all CNNs in the paper consist of two layered structures as the feature extractor followed by two fully-
connected layers as the classifier.  
 
Layered structure: Each layered structure includes three layers: one convolutional layer, one pooling layer and one 
ReLU layer. The convolutional layer is connected to the input data and the output of the convolutional layer is the input 
of the pooling layer. At the end of each layered structure is the ReLU layer which receives outputs from the pooling layer. 
The output of the first layered structure is the input of the second layered structure. 
 
Convolutional layer: This layer applies convolutional operations to the inputs and passes the results (feature maps) to the 
next layer. Filters (or kernels) are applied to convolutional layers to extract features and each filter learns to be active if 
it observes a specific feature. Also, the number of filters determines the number of features and depends on the number 
of available patterns and the complexity of the problem. As the size of feature maps reduces with depth, deeper 
convolutional layers tend to have more filters. Hence, according to the prediction performance, 10 filters are used in the 
first convolutional layer and 20 filters are defined in the second convolutional layer. The size of filters is closely related 
to the quality of features. In other words, if the size of filters is too small, then a number of detailed features would be 
detected and overfitting might occur as the model is well-fitted to the dataset. If the size of filters is too large, then 
extracted features might be too general to describe the dataset and some important features may be missed. Therefore, 
filters are set to be 5x5 as the size is suitable to detect enough features for describing the training dataset and is also proper 
to generalize to other new data. Additionally, the idea of shared weights is introduced when applying kernels to its local 
receptive fields (a particular region in the image), which means that every neuron in one filter detects the same features 
regardless of its location. Shared weights avoid the situation that a network learns the appearance of an object at every 
distinct image location and can also save the memory footprint. Stride determines the size of receptive fields matters. If 
stride is too large, then the network becomes fully-connected and many detailed features might be missed. Therefore, the 
stride is set to be one based on the kernel size and the image size. Padding can add dumpy data to inputs to exceed the 
input dimension and keep features that are close to the border of each image. In the MNIST dataset, digits are in the centre 
of each image. Thus, zero padding is set in the basic CNN as there is no need to retain features that are not located in the 
centre. Finally, this layer outputs feature maps that represent the occurrence of features. 
 
Pooling layer: This layer receives the output of the convolutional layer (several feature maps) and can downsample each 
feature map which reduces the number of parameters and the computational complexity of the network. This layer can 
also help to prevent overfitting as only general features are reserved. In addition, the pooling layer is translation invariant 
which learns representations regardless of spatial locations of inputs. There are many functions to implement pooling 
such as max pooling and average pooling. Max pooling is commonly used as it only keeps the distinct features like edges. 



For example, as shown in Fig. 1, 4x4 feature map downsamples to 2x2 by applying the max pooling with 2x2 filters and 
stride of 2. In every 2x2 area in the feature map, only the most distinct feature is kept. For instances, for the yellow area, 
only the largest number 6 is kept. In average pooling, all values are used for feature mapping but many important features 
are blurred due to the operation of average. Therefore, in the basic CNN, the most common max pooling with 2x2 filter 
size and stride of 2 is used to extract crucial features. 
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Fig. 1. Max pooling example. Left is the origin feature map. Right is the pooled feature map. 
 
ReLU layer: With the aim of introducing more non-linearity to the network, a ReLU layer is added. It is because the 
network has just been computing a linear operation in the convolutional layer. The formula representation of ReLU is 

                    	f x = max(0, 𝑥)	.															   (2) 

It means the results of ReLU is 0 if the input is less than 0 and the result is equal to the input if the input is greater than 
0. Compared with Sigmoid function, ReLU does not have vanishing gradient problem due to fixed gradients, either 0 or 
1. And the function also accelerates the training process due to fixed gradients without heavily affecting the accuracy 
(Krizhevsky, Sutskever, & Hinton, 2012). Also, ReLU behaves more like a real neuron which fires only when it reaches 
the threshold. Hence, ReLU is used in this layer. 
 
After several layered structures, high-level features are extracted and could be used as inputs for the classifier. The basic 
CNN includes two layered structures as more layers are highly likely to extract high-level features so that the model can 
be better generalised. Also, more layers can reduce the number of inputs for fully-connected layers. The output width for 
each feature map is related to the image width (W), convolutional filter width (F), padding size (P) and stride (S) and the 
formula is 

                    output	width = 	=>?@A∗C
D

	+ 1.														   (3) 

As W is 28, F is 5, P is 0 and S is 1, the output width of the first convolutional layer is 24. Next, pass the output to the 
pooling layer and the output width becomes 12. Then, pass the result through several layers. Finally, the output width is 
4. As images and filters are square, the output size of each feature map is 4x4. Also, the input size of fully-connected 
layers is equal to the output size of each feature map multiples the number of feature maps. Thus, if using two layered 
structure, then the input size of fully-connected layers is 320 (= 4 * 4 * 20). If using one layered structure, the input size 
of fully-connected layers is 1440 (= 12 * 12 * 10). Hence, the basic CNN uses two layered structures since they 
significantly decrease the computational complexity for calculating weights and gradients and save memory due to the 
fewer number of weights. 
 
Fully-connected layer: This layer takes an input that is the output of the layered structures talked in the above subsection 
and outputs an N-dimensional vector. Here, N is equal to 10 as there are 10 classes in the dataset. Each column of the N-
dimensional vector represents the probability of a certain class. Thus, the fully-connected layer is a classification layer 
that determines which feature more correlates to a particular class. In the basic CNN, two fully-connected layers are 
similar to a feed-forward neural network with two layers. One layer is the input-hidden layer and the other is the hidden-
output layer. There is no automatic way to decide values of hyper-parameters like the number of learning rate. Hence, in 
this paper, parameters are adjusted according to the performance of the model.  
 
ReLU is used as the activation function in fully-connected layers and the reasons have been talked about on the part of 
ReLU layer. After receiving inputs from layered structures, cross-entropy losses are calculated to evaluate the 
performance. Cross-entropy loss is often called logistic loss and cross-entropy error function can be described as a log 
Softmax function followed by the negative log-likelihood (Murphy & P., 2012). Back-propagation is used to calculate 
the gradient in order to minimise the error (Rumelhart, Hinton, & Williams, 1986). Weights of all connections are decided 
by previous weights and learning outcomes. The way to calculate new weights is demonstrated in the below formula.  

                    	weight = 	weight − learning_rate ∗ gradient	.															   (4) 

Moreover, Stochastic Gradient Descent with Momentum is used as the optimiser to accelerate the process of finding the 
global minimal loss. Mini-batch is used for training in fully-connected layers. 
 
The number of hidden neurons is closely relevant to the training performance. As more hidden neuron could extract more 
features, increasing the number of hidden units might be helpful to the performance. The number of neurons starts from 
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20 and increases by 50 percent at each time. It is found that increasing hidden neurons does not always improve the 
accuracy of predictions. It might because a large number of hidden neurons extract too many features and weights slightly 
change in each training epoch which makes the learning harder. After training with the different number of hidden neurons, 
fully-connected layers with 50 hidden neurons have a quite high and stable prediction accuracy (98%). Moreover, the 
number of fully-connected layers is also related to the performance of classification since more layers can learn more 
features. However, the accuracy of the three-layer model with 20 by 20 hidden neurons is similar to the accuracy of the 
two-layer model with 50 hidden neurons. Thus, the two fully-connected layers with 50 hidden neurons are chosen. 
 
The learning rate decides the size of a step when updating weights for each neuron. If the rate is too small, the network 
slowly learns which needs more time for training. If the rate is too large, the step size of learning is too big which may 
cause that the net never learns precise features. After multiple experiments, 0.01 is suitable for this model. The size of 
batch decides how many instances are fed into the network before calculating errors for back-propagation and the number 
of epoch decides the number of times for training. The batch size is set to be 64 as it has quite good performance and the 
number of epochs is chosen to be 10 as ten training iteration is enough for the basic CNN to attain the convergence. 

2.3   The network with Bimodal Distribution Removal 

In order to improve model performance, Bimodal Distribution Removal is added to the normal model. The bimodal 
distribution removal is a technique to remove outliers in datasets and also forms a criterion to stop training (Slade & 
Gedeon, 1993). The variance of losses for the training set 𝑣NO is quite large in the early training, and 𝑣NO significantly 
decreases after learning the majority of patterns. When 𝑣NO is below or equal to 0.1, the removal starts. First, the mean of 
the losses for all instances in the training set 𝛿NO is calculated. Instances whose loss is higher than 𝛿NO will be grouped into 
a subset. These patterns are candidates of outliers. Then, calculate the mean of the subset 𝛿OO and the standard deviation 
of the subset 𝜎OO. Due to the huge effects of outliers, 𝛿OO is often relatively large. According to these two values, instances 
that are permanently deleted from the training set are finally decided. The errors of those instances conform to the below 
equation. 

                    error	 ≥ 	 δTT + 	ασTT	.																		where	0	 ≤ 	α	 ≤ 1   (5) 

All the above steps are executed every 50 epochs so that the network has enough time to learn features from the training 
set. If this process keeps executing, all patterns in the training set would finally be removed. Also, the overfit could occur 
because the model fits the dataset too well. Therefore, a stop criterion comes up. This criterion is that terminate training 
when 𝛿NO and  𝑣NO are quite small. Since 𝑣NO is quite low, the bimodal distribution can disappear and no outliers need to 
be removed. Thus, 𝑣NO (usually below 0.01) could be regarded as the termination criterion. The value of α is chosen based 
on the model performance. Multiple experiments that have been done in this case study show that when α = 0.9, the 
model has a good average performance. Thus, α = 0.9 is chosen. 

2.4   The network with dropout 

Dropout is a method of regularization to prevent overfitting of a neural network. In a network using dropout, a fraction 
of neural connections are randomly removed during each training iteration (Srivastava, Hinton, Krizhevsky, Sutskever, 
& Salakhutdinov, 2014). The technique is similar to adding noise to neurons and it forces the network to be redundant. 
Dropout reduces node interactions and it leads nodes to learn more robust features that can better generalize to new data. 
As shown in Fig. 2, dropping a unit means that the unit is removed from the network, along with all connection associated 
with it. Every unit in the net has a probability of being dropped. After doing multiple tests in this case study, the dropout 
network set the probability to be 0.5 for the hidden units as it is optimal. 

 
                                                  (a) Standard Neural Net              (b) After applying dropout 
 
Fig. 2. Dropout neural net model. Left is a standard neural network that consists of two hidden layers. Right is the neural 
net after applying dropout. Dropped units are crossed in the net.  



2.5   Evaluation methods 

After training, the test set is used to evaluate the performance of models. The idea of testing is to compare the actual 
outputs with the desired outputs. First, the accuracy of prediction, which is equal to the number of correct outputs divided 
the number of total outputs, is calculated. Also, for better visualisation, the two-dimensional confusion matrix is built to 
show the precise number of correct and incorrect outputs. The size of each dimension of the confusion matrix equals to 
the number of classes. For example, in the MNIST dataset which consists of 10 classes, the confusion matrix is 10 by 10. 
In addition, one dimension represents the space of actual outputs and the other indicates the space of desired outputs. That 
is values in the diagonal are correct results and values in other positions are wrong predictions. 

3   Results and Discussion 

3.1   The basic CNN versus the network using BDR 

The only difference between those two networks is that the new model uses a technique to remove noisy data and can 
automatically terminate training. This technique helps the model learn features without being affected by outliers. 
Apparently, this technique is appropriate for a dataset that contains a number of noisy data. For the MNIST dataset, the 
recognition accuracy (about 97.6%) slightly decreases by applying BDR to the basic CNN. It might because the 
handwritten digits dataset is clean and not many outliers need to be removed. However, if the dataset is noisy, the losses 
may heavily fluctuate. Then, the stop condition defined by BRD may not be fulfilled in a short time. Thus, BDR may 
shorten training set iterations for a clean dataset and potentially increase training set iterations for a noisy dataset. Also, 
the network automatically terminates training but the network might not learn well because the criterion that is defined in 
BDR stops training when the variance of the training loss is lower than 0.01. In other words, the low variance of training 
losses does not always guarantee that the model is optimal. The network could have a better performance if it has more 
training iterations. Then, a new stop criterion that terminate training if and only if the network has been trained for fix 
epochs is introduced. The accuracy of the network using BDR along with this new standard improves to 98% and 
consumes 6 epochs for training, as shown in Table 1. Another possible reason for the low accuracy is that the dataset is 
normalised so that outliers are not outstanding. Thus, a CNN using BDR is trained on a dataset without normalising. 
However, the model performance drops and the model terminates training on the third training epoch. It might because 
the raw data (without normalising) is also clean without much noisy data and could lead to unstable training losses so that 
the model stops at the later training phase. Moreover, BDR removes noises from the dataset but noises could force the 
network learn more general but crucial features which could potentially improve the generalisation performance of the 
network.  

Table 1.  Recognition performance for different networks  

Name Accuracy (%) Training set iteration (s) 
The basic CNN 99 10 
The network using BDR 97.6 2 
The network using BDR with 
new stop criterion (more than 5 
training epochs) 

98.29 6 

The network using BDR 
without normalising data 

96.39 3 

 

3.2   The basic CNN versus the network using dropout 

With the aim of preventing overfitting and improving generalization ability, dropout is applied to the hidden neurons in 
the basic CNN. In order to observe the convergence, the training epoch increases to 40 in these two networks. As it can 
be seen from Fig. 3, the orange line is lightly higher than the blue line, which means the network using dropout improves 
the accuracy which is around 99.2%. However, they consume different training set iterations to converge. As shown in 
Fig. 3, the basic CNN (shown in the blue line) converges after ten iterations, while the network using dropout (shown in 
the orange line) does not converge after 30 iterations. It might because some neurons that have learned features are 
dropped during training so that the network learns slowly than the basic CNN. Although the network with dropout 
converges slowly, it is forced to be redundant and learns more robust features as every unit has a probability to be 
temporarily removed. Thus, the accuracy is improved by adding dropout to the basic CNN. For example, as it can be seen 
from the Tables. 1, 7 images of class ‘3’ are recognised to be class ‘5’ in the network with BDR. By adding dropout, only 
3 images of class ‘3’ are classified to be class ‘5’. It might because neurons that extract features for class ‘3’ are removed 



from the network so that other neurons related to class ‘3’ are forced to learn robust features. And those robust features 
can help to distinguish between class ‘3’ and class ‘5’. 
 

 
 

Fig. 3. Test accuracies of the basic CNN and the network using dropout through training. 
 

Table 2.  Confusion matrix of the basic CNN 

Class 0 1 2 3 4 5 6 7 8 9  
0 977 0 0 0 0 1 0 2 0 0  
1 0 1135 0 0 0 0 0 0 0 0  
2 1 3 1019 0 3 0 0 3 2 1  
3 2 0 2 994 0 7 0 3 2 0  
4 0 0 0 0 980 0 1 0 0 1  
5 1 0 0 2 0 884 1 2 1 1  
6 4 3 0 0 7 5 939 0 0 0  
7 0 4 1 1 2 0 0 1015 2 3  
8 4 1 4 0 3 2 0 1 952 7  
9 0 3 0 0 3 3 0 1 1 992  
Total 
accuracy(%) 

 98.87 

 

Table 3.  Confusion matrix of the network using dropout 

Class 0 1 2 3 4 5 6 7 8 9  
0 975 0 0 0 0 0 3 2 0 0  
1 0 1132 1 1 0 0 0 1 0 0  
2 1 0 1025 1 0 0 0 3 2 0  
3 1 0 2 1002 0 3 0 1 0 1  
4 0 0 0 0 979 0 1 0 0 2  
5 1 0 0 3 0 886 2 0 0 0  
6 2 2 0 0 2 3 948 0 1 0  
7 0 0 4 1 0 0 0 1019 1 3  
8 2 0 0 0 1 2 0 1 966 2  
9 1 1 0 1 4 6 1 5 2 988  
Total 
accuracy(%) 

 99.2 

 

3.3   Comparison with the previous literature 

MNIST is a popular dataset in machine learning area and it is also used in paper Gradient-Based Learning Applied to 
Document Recognition for investing better recognition system (LeCun, Bottou, Bengio, & Haffner, 1998). In that paper, 
LeNet-5, a convolutional neuron network, was built. LeNet-5 consists of two layered structures and 3 fully-connect layers 
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in the output layer. Each layered structure has one convolutional layer, one pooling layer and one layer with Sigmoid 
function. 2x2 Max pooling with stride 2 is implemented in pooling layers. One important method used in LeNet-5 is that 
the learning rate decreases as the number of training iteration increases. That is the learning rate is 0.0005 in the first two 
phases, 0.0002 in the next three phases and so on. The result shows that LeNet-5 has an error rate (equals to 1 minus the 
accuracy) of 0.95% on the test set which is slightly lower than the accuracy of the basic CNN built in the paper. As LeNet-
5 uses 20 training iterations, the training epoch in the basic CNN increases to 20 in order to better comparison. Moreover, 
as shown in Fig. 4, the network using BDR (the orange line) terminates training after two iterations and has the highest 
error rates among all networks. LeNet-5 (the yellow line) converges after the eighth iteration which is faster than the 
convergence attained by the basic CNN (the blue line) after ten iterations. Since the CNN using three fully-connected 
layers could not perform better than the CNN with two fully-connected layers as mentioned in the Method part, this might 
because LeNet-5 utilizes a changing learning rate that tends to learn more detailed features in deeper layers. The basic 
CNN using a fixed learning rate which might learn well about the general features but fail to learn some subtle features. 
Also, the network using dropout, shown as the grey line in Fig. 4, attains its convergence slowly and has almost the same 
performance with LeNet-5 after 20 training passes. The test error rate of the network using dropout may be lower than 
that of LeNet-5 after 30 training iterations as the dropout network converges after 30 iterations. This may be because the 
decreasing learning rate gives the CNN more chances to learn subtler features but it might lead to overfitting. As 
mentioned in the 3.2 section, dropout could control overfitting and learn robust features. Therefore, the network using 
dropout is highly likely to have higher accuracy (or lower test error rate) than LeNet-5 after 30 iterations. 

 

 
 

Fig. 4. Test error rates of the basic CNN, the network using BDR, the network using dropout and LeNet-5. 

4   Conclusion and Future work 

In conclusion, four convolutional neural networks are implemented in this paper and all of them have good performance 
for recognising handwritten digits. The basic CNN has the prediction accuracy of about 98.9% while applying BDR to 
the CNN reduces the accuracy to 97.6%. By adding dropout to the basic CNN, the performance slightly improves to 
around 99.2%. Although BDR is ineffective to improve the recognition ability of networks, it defines a termination 
criterion for automatically stopping training which shortens the training time with only two training set iterations for the 
MNIST dataset. Moreover, dropout, forcing the network to be redundant and learn robust features, tends to consume more 
time for convergence but it prevents overfitting for a neural network. LeNet-5 in the previous literature uses a changing 
learning rate to obtain the 99.05% accuracy. LeNet-5 works better than the basic CNN but still worse than the network 
using dropout in terms of recognition accuracy. This may due to the reason that lessening the learning rate in later training 
phases could let the network learn subtler features but might lead to overfitting. Varying learning rates could be explored 
in the next stage to improve the model performance. 
 
Least Trimmed Squares is a way to shorten the training time for models that use back-propagation (Slade & Gedeon, 
1993). The idea of the method is to reduce instances every 5 epochs. The mean square errors for instances are calculated 
and instances that have connections with the smallest mean square error can be fed into the network for the following 5 
epochs. Noisy data could be removed as they usually have a high mean square error. This method could be added on basis 
of the basic CNN with the aim of shrinking the training time.  
 
As dropout is effective to improve the model performance, it could be added to the input units of the fully-connected layer 
to further increase the recognition accuracy. Also, SpatialDropout is another way to do dropout and it can enhance the 
performance generalisation by preventing strong correlations between activations. The idea of the method is to add an 
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extra dropout layer before the second convolutional layer (Tompson, Goroshin, Jain, LeCun, & Bregler, 2015). Thus, 
SpatialDropout could be applied to the basic CNN or the network using dropout on hidden units to further improve the 
recognition performance 
 
To sum up, this paper demonstrates simple methods to improve the performance of a recognition system based on the 
MNIST dataset. In future, Least Trimmed Squares may be included in the fully-connected layers and SpatialDropout 
could be added to the network to achieve high prediction performance. 
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