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Abstract—Historical census data captures information about
our ancestors. These data contain the social status at a certain
point time. They contain valuable information for genealogists,
historians, and social scientists. Historical census data can be
used to reconstruct important aspects of a particular era in
order to trace the changes in households and families. Record
linkage across different historical census datasets can help to
improve the quality of the data, enrich existing census data
with additional information, and facilitate improved retrieval
of information. In this paper, we introduce a domain driven
approach to automatically clean and link historical census data
using recent developments in group linkage techniques. The key
contribution of our approach is to first detect households, and
to use this information to refine the cleaned data and improve
the accuracy of linking records between census datasets.
We have developed a two-step linking approach which first
links individual records using approximate string similarity
measures, and then performs a group linking based on the
previously detected households. The results show that this
approach is effective and can greatly reduce the manual efforts
required for data cleaning and linking by social scientists.

Keywords-Historical census data; data cleaning; record link-
age; domain knowledge; group linking.

I. INTRODUCTION

Population census returns are among the most important
sources of information available to social scientists, geneal-
ogists, and historians. They provide invaluable snapshots of
the state of a nation, and are the basis of modern public
policy making [1]. They help researchers understand how
our ancestors lived, as well as the social and demographic
changes in their societies. Invaluable as they are, census
returns are still only snapshots of moments in time.

Linking records that refer to the same individuals, families
or households from several census returns across time will
greatly enhance their value. It can provide social scientists
with new insights into the dynamic character of social,
economic and demographic changes [2], [3], which enables
researchers to reconstruct the key life course events of large
numbers of individuals, households and families, and ask
new questions about changes in society and its history at
levels of detail far beyond the scope of traditional methods

of historical research. It can even facilitate epidemiological
studies of the genetic factors of diseases such as cancer,
diabetes, or mental illnesses [4]. Until recently, however,
projects linking historical censuses were usually done man-
ually, and therefore were confined to small communities and
to linking of no more than two censuses. Successful attempts
rarely managed to link more than 35% of a population
listed [5]. There is now an need to develop novel techniques
that automate much of the cleaning and linking of historical
census data, in order to enable social scientists to work with
larger data collections, and to improve their productivity
when working with such data. However, due to the charac-
teristics of historical census data, attempts to use computer-
based techniques to deal with large data collections have
been disappointing [2], [3], [6], [7], [8].

In this paper, we propose an approach for automatic
cleaning and linking of historical census data using domain
knowledge. The core idea is to use household information
in both the cleaning and linking steps, so that records that
contain errors and variations can be cleaned and standardised
and the number of wrongly linked records can be reduced.
Our method starts by automatically detecting Household
IDentifiers (HIDs). These HIDS, together with the address,
gender, name, and relationship to the household head at-
tributes, are used to further clean the data. Record linkage
is initially performed on record pairs, then the linking results
are improved using a group linking method.

The rest of the paper is organised as follows. Section II
introduces related works in data cleaning and linking, as
well as their application to historical census data. Section III
introduces the historical census data collected from the
United Kingdom between 1851 and 1901, which we have
used in this study, and outlines the challenges of this
research. In Section IV, we give an overview of the proposed
method. Section V introduces in detail the proposed cleaning
and standardisation method, and Section VI describes the
proposed pairwise and group linking approaches. We report
on our experimental results in Section VII, and conclude this
paper in Section VIII with an outlook to future work.
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Figure 1. Left-hand panel: a sample historical census form; right-hand panel: electronic data sample.

II. RELATED WORK

Various new record linkage techniques have been devel-
oped in recent years, mainly by researchers in the fields of
machine learning, data mining and database systems, that
can be used to meet the challenges posed by linking histori-
cal census data. One recent set of developments are so called
“collective entity resolution” (or collective linkage) tech-
niques [9]. These techniques use information that explicitly
connects records to collectively compute all links between
records from two datasets in an overall optimal fashion.
Collective linkage techniques are based on unsupervised
machine learning [9] or use graph-based approaches [10],
[11]. Experimental studies (mostly on bibliographic data)
have shown that they can significantly improve linkage
quality compared to traditional approaches that only consider
the pairwise similarities between individual records.

To improve the quality of historical census record linkage,
it is important to investigate domain driven approaches. This
requires understanding of the domain of social sciences,
and combine this knowledge with the latest data cleaning
and record linkage methods developed by the computer
science community [9], [10], [11], [12], [13]. From the data
preprocessing point of view, such domain knowledge can
contribute to both the data cleaning and linking steps.

In the past few years, Christen et al. [14], [15] have
developed probabilistic data cleaning techniques for names
and addresses that outperform traditional rules-based ap-
proaches. These techniques use domain knowledge on name
and address components to guide the development of mod-
els, for example, using look-up tables and hidden Markov
models [16]. These techniques were utilised by Vick and
Huynh to standardise name strings in a population study us-
ing census data from the United States and Norway [17]. The
authors used name dictionaries and statistics of name fre-
quencies to select the names to be cleaned and standardised.
Then the Jaro-Winkler string comparison algorithm [18] was
used to match candidate names to their standard form. The
effectiveness of the standardisation was validated by the fact
that it greatly reduced the number of false links.

To illustrate how domain knowledge can contribute to the
linkage step, Goeken et al. [19] have developed methods
to modify the initial record linking results by consideration

of the inaccuracy of historical census data collected in the
late 19th century [19]. After the initial linkage results were
generated by classification of name and age similarity scores
using a Support Vector Machine (SVM), name commonness
and birthplace density measures were used to generate a
set of new linkage results. Then weights for each attribute
were generated after race, nativity and birthplace analysis
on the two sets of linkage results, which lead to the final
linked datasets. This step used knowledge about population
characteristics of the sample year [19].

One problem in the above methods for historical cen-
sus linkage is that the linking was performed on pairs
of individual records rather than using the household and
residential information, which is invaluable domain knowl-
edge. This has prevented the exploration of relationships
between members in the same household to improve the
linking results, considering the fact that there may be great
changes to a household between two censuses. Linking
based on household information also enables the utilisation
of the latest techniques in group linkage and collective entity
resolution [9], [13].

III. APPLICATION BACKGROUND

The data of this research are six census datasets collected
from the district of Rawtenstall in North-East Lancashire in
the United Kingdom, for the period from 1851 to 1901 in
ten-year intervals. The original data was collected by hand-
filled census forms. These have been scanned into digital
form. A sample of such a scanned image is shown in the left
panel of Figure 1. These digital forms have been manually
processed, and the images were converted into spreadsheet
tables. An example of such a table is displayed in the right
panel of Figure 1. In total, around 160,000 records have
been generated and stored in six datasets corresponding
to the original census. The transcribed data contain many
errors [20]. Social scientists have attempted to clean these
records manually, but this process is very expensive in terms
of time and human resources required. The manually cleaned
data is used as the ground truth for this research.

The generated datasets contain records for each person in
the district. There are 12 attributes for each record, which
correspond to some important aspects of households. These
attributes are shown in Table I.
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Attribute Description Number of Number of Type
Unique Values Missing Values

IMAGE REF Location of the record in the scanned image database 915 0 Mixed
ADDRESS Address of the house 509 318 Mixed

CENSUS PARISH Parish of the address 10 0 Mixed
COUNTY County of the address 1 0 Letters only

SURNAME Surname of the person in the house 1009 0 Mixed
FIRST NAME First name and middle name of the person in the house 999 0 Mixed

RELATIONSHIP The relationship to the head of the household 60 0 Mixed
SEX Gender of the person 3 0 Letters only
AGE Age of the person 129 0 Mixed

OCCUPATION The occupation of the person 2739 22 Mixed
BIRTH PARISH Parish where the person was born 1407 5 Mixed

BIRTH COUNTY County where the person was born 65 3 Mixed

Table I
CENSUS DATA ATTRIBUTES WITH SOME SUMMARY STATISTICS. ATTRIBUTES OF TYPE ‘MIXED’ CONTAIN BOTH LETTERS AND NUMBERS, POSSIBLY

BECAUSE OF LOW DATA QUALITY (FOR EXAMPLE IN THE TWO NAME AND THE AGE ATTRIBUTES).

Not all of these attributes can be used in record linkage.
The IMAGE REF attributes, for example, indicates the
location of the record in the scanned image database. We
only used six attributes, i.e., SURNAME, FIRST NAME,
SEX, AGE, ADDRESS, and OCCUPATION, in the record
comparison step. Among them, FIRST NAME and SEX are
less likely to change across time. AGE should accrue by ten
years between two consecutive censuses. SURNAME may
be changed because of marriage for female individuals but
not for males. ADDRESS and OCCUPATION may or may
not change.

Based on the data preparation process and the properties
of the attributes, two challenges arise in linking these
historical census data. The first challenge is the quality
of the data. Those who filled census forms were often
poorly educated. Their handwriting was poor, and errors in
spelling and interpreting the directions were commonplace.
The enumerators also introduced errors because of spelling
errors of surnames and geographic names during the input
step, or because they misinterpreted the instructions given to
them by the census takers [1]. Numerous new errors were
further introduced during the digitisation process, which is
common in processing of historical documents [21]. Because
“dirty” data is one of the biggest obstacles to accurate
linking, extensive and accurate data cleaning is essential
before any data linking can be performed [15]. An additional
challenge with census data collected at different times is
the variability of the data itself. Families and households
frequently change in the intervals between censuses: children
are born, people die, adults marry, occupations change,
people retire; household members, perhaps unrelated to the
family, may enter (or leave) a household as guests, servants,
or lodgers. Addresses become increasingly non-specific as
we go back into the earlier nineteenth century. Families and
individuals change address, and migrate into and out of a
census district. This variability makes the reconstruction of
families and households across time even more difficult.

Figure 2. Historical census linkage process.

IV. OVERVIEW OF THE PROPOSED METHOD

The proposed approach comprises six steps, as is illus-
trated in Figure 2. The first step is an interactive manual
data exploration, which provides direct hints for the cleaning
step. The second step is data cleaning and standardisation.
This step aims at solving the low quality data problem in
the historical data collection. The purpose is to find missing
values, wrong values, and inconsistent values, as well as
to transform the data into a standardised form. This step
improves the data quality and increases the likelihood of
finding true matches within and between datasets. The third
step is household detection, which assigns a unique HID
to each household. The HIDs are further used to clean the
address attribute. The fourth step is blocking or indexing.
By subdivided a dataset into several blocks using a blocking
key, only records in the same block are compared with each
other, which greatly reduces the number of record pairs that
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need to be compared and therefore speeds up the linkage
process [22]. Here, the assumption is that true matches occur
within the same blocks. Then, only record pairs that have
an identical blocking key are compared with each other. The
fifth and sixth steps are the record pair comparison and group
linkage, which aim at finding similarities between records.
Several similarity measures have been used for this purpose.
Finally, candidate record pairs are classified into matches
and non-matches.

The development of these steps is guided by domain
knowledge, particularly, the household information. This is
due to the fact that the census data was collected based on
households. Therefore, detecting households is an essential
step towards successful census record linkage. The HID
provides a wealth of information for structural analysis of
the family system and the changes in these systems over
the period of time of our study. In the linkage step, such
structural information can significantly improve the number
of confirmed linked record pairs. More detailed discussions
about our approach are presented in the following sections.

V. CLEANING HISTORICAL CENSUS DATA

A. Data Exploration

To further understand the historical census data, prior
to data cleaning and standardisation, we adopted a data
exploration step using the Freely Extensible Biomedical
Record Linkage (Febrl) tool [12]. This analysis helps to
summarise several aspects related to data quality in the raw
census data. As described previously, these include missing
values, inconsistent values, and wrong values.

Parts of the statistical results of the analysis on the raw
1851 census data are given in Table I. Some interesting
observations can be obtained from this analysis. For ex-
ample, the number of unique values in the SEX attribute
should only be two, which are female (f) and male (m). But
the actual value of SEX in this table is three. Analysis of
the results shows that the third value in the 1851 census
data is ‘j’, which is not meaningful and should be removed
in the data cleaning step. Another example is the type of
values in the AGE attribute, which is mixture of digits
and letters. This implies that the values were entered in
different formats. Thus, data standardisation is required.
Some attributes contain both errors and values in mixed
formats, for example, the FIRST NAME attribute contains
digits, letters, punctuation, and symbols. Therefore, both
cleaning and standardisation have to be applied.

B. Data Cleaning and Standardisation

After the data quality problems are identified, data clean-
ing and standardisation operations are applied for improving
the quality of the data and formatting the data to a unified
form. Here, we follow the method proposed in [12]. The
standardisation step include several operations. They are
summarised as follows

• All values are converted into lowercase letters.
• First and middle names are split into two attributes.
• Age standardisation aims at unifying the age format

into a digits-only format that represent an age as
number of years. A lookup table is built to convert
special values, such as “under 1 month”, into a year
value “0”.

The cleaning step aims at eliminating the errors and miss-
ing values in the data. The elimination operation contains
two options. The first option is to remove the records without
meaningful values. A lookup table is built for all cases
that have to be removed. The second option is to fill an
entry with a correct value. This is done by exploring the
relationship between values using a rule-based method. An
example is the cleaning of gender values based on household
roles. For example, a matching table is defined to map the
relationship to gender options, such as from “daughter” to
“female”. Some of the attributes, such as the OCCUPATION,
are difficult to clean because there is no apparent structure
on them.

After cleaning, the unique values in the SEX attribute are
reduced from 3 to 2. The range of AGE values changed to
from 0 to 92 years. The type of RELATIONSHIP is changed
to “Letters only”, and AGE is changed to “Digits only”. This
shows that the cleaning and standardisation can significantly
improve the quality of the data. To prevent data loss in the
data cleaning step, some values have to remain unchanged.
One example is the OCCUPATION value “1/2 scholar and
1/2 piecer”, which is hard to be cleaned without loss of
information.

C. Automatic Household Detection

We used a set of rules to perform the HID detection. These
rules are based on assumptions that each census form had
been filled in by the head of a household. In the census
table, the value for the RELATIONSHIP attribute for each
household should start by the head of the household. Based
on knowledge obtained from social scientists, there are six
possible values for the head of the household in the UK
census data, namely “head”, “head of family”, “widow”,
“widower”, “husband”, and “married”. We have developed
a linear algorithm to scan through a census data file. Each
time a record has a head of household role, the HID number
is incremented by one, and this HID number is assigned to
all following records until another record with a head of
household role is found.

The HID detection results can be used to further clean
the census data. Here we aim at reducing the discrepancy
of the addresses of members in a household. To do so, we
compute the relationship of home addresses and surnames in
all households and divide them into four categories: (1) same
surname with same address, (2) same surname with different
addresses, (3) different surnames with same address, and (4)
different surnames with different addresses. The statistics
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Figure 3. Distribution of household name and address relationships.

on the distribution of these four categories are shown in
Figure 3. A household with the same surname and same
address suggests correct cleaning. The existence of house-
holds with different surnames may be because more than
one family lived in a household, or the wife had remarried
and brought her children from her previous marriage into
the house, or visitors or helpers lived with a family. These
do not necessarily suggest errors in the data. Meanwhile,
we are mostly interested in household that have the same
surnames and different addresses, which may be caused by
errors in the data entry process where operators have entered
data in a wrong row from the original table. For these cases,
we modify the addresses so that they are consistent with the
addresses of the other household members.

VI. LINKING HISTORICAL CENSUS DATA

Record linkage can be performed after the cleaning and
household detection steps. Here, we have developed a two-
step linkage method. The first step is pair-wise linkage,
which links individual records from two census datasets.
Once the links between individual records have been identi-
fied, in the second step, a group linking approach [13] that
takes household information into account is used to optimise
the linking results.

A. Pair-wise linking

We have implemented the pair-wise linking using
Febrl [12]. Blocking had been applied before the linking
has been carried out because comparing two datasets can be
time consuming. When datasets are very large, the linking
approaches of comparing each record in one dataset with
all records in the other dataset becomes infeasible. The
development of blocking techniques aims at solving this
problem [22]. In the pair-wise linking of historical census
datasets, we applied a blocking technique on the SURNAME
attribute. We applied the Double Metaphone encoding func-
tion [23] to produce blocking keys. By using these blocking
keys, the datasets have been divided into many small blocks.
Only records in the same block are compared with each
other. This greatly speeds up to the linking process.

When comparing records, appropriate similarity measures
have been chosen for each attribute. For names and addresses
we have used the q-gram/Jaccard approach [23]. For the
AGE and OCCUPATION attributes, we have used absolute
differences and percentage difference, respectively. For the
SEX attribute, exact matching was employed. For details of
these measures please refer to [12], [23], [24].

The values for the OCCUPATION attribute are strings
in the original census data. Due to inconsistency of the
naming of occupations, the same occupation may occur
with different names, for example, “mason”, “stone ma-
son” and “mason contractor” refer to the same occupation.
Furthermore, several occupations may belong to the same
category, such as “cotton weaver” and “loom jobber”. This
has made the linking difficult. We tackled this problem
by transforming occupation values into occupation codes
based on the list of 1911 England and Wales industry codes
used by the UK General Registration Office to prepare their
reports and tables [1].

The attribute-wise linking generates a similarity score for
each attribute. The sum of these scores, sa,b = sim(ra, rb)
for record ra from one census dataset and record rb from an-
other dataset, reflects the similarity between the record pair.
The larger the similarity value, the more similar two records
are. To classify pair-wise linked records into a matched and
a non-matched category, we compare the similarity score
sa,b against a threshold ρ. All pairs of records that meet
the condition sa,b ≥ ρ are considered as matched pairs. In
the experimental section, we will discuss how the value for
ρ is set based on the analysis of the linking results. After
thresholding using ρ, multiple matches for a single record
can be reduced, but not eliminated. An example is shown
in Figure 4. Sarah TAYLOR in the middle household in
the 1851 census is matched to two records with a similar
name in two different households in the 1861 census. It
is clear that only the middle family on the right-hand side
is the true match. This example suggests that the multiple
links problem can be solved by taking the household and
relationships into consideration. By linking households, we
can remove multiple matched record pairs according to
group-wise similarities.

B. Group Linking

Group linking techniques can be used for household link-
ing. They were originally developed for bibliographic data
applications. In this research, we modify the method in [13]
to link two households. This is based on the assumption
that members in a household share similar information in
address, geographic mobility, and that their occupation does
not change significantly over time. An advantage of this
method is that not all members in a group need to match,
which exactly meets the requirements of household matching
in which households may change a lot between two censuses
and some members cannot be matched.
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Year 1851 1861 1871 1881 1891 1901

Number of Household 3352 4570 5570 6025 6378 6810
Number of Difference 1 2 7 0 3 42

Accuracy 99.97% 99.96% 99.87% 100% 99.95% 99.38%

Table II
ACCURACY OF AUTOMATIC HID DETECTION ON HISTORICAL CENSUS DATASETS COMPARED AGAINST MANUALLY LABELLED RESULTS.

Figure 4. Illustrative example of multiple matches. Each group of records
corresponds to a household.

Let H i
1 be the ith household in the first census dataset,

and ra
i ∈ Hi

1 be the ath record in this household, with
m1,i = |Hi

1| the number of records in household Hi
1, and

1 ≤ a ≤ m1,i. Similarly, let Hj
2 be the jth household

in the second census dataset, and rb
j ∈ Hj

2 be the bth

record in this household, with m2,j = |Hj
2 | the number

of records in household Hj
2 , and 1 ≤ b ≤ m2,j . Assume

the pair-wise linking described above resulted in a set of
records from Hi

1 that were classified as matches with records
from Hj

2 , denoted by M = {(ra
i , rb

j) : ra
i ∈ Hi

1, r
b
j ∈

Hj
2 , sim(ra

i , rb
j) ≥ ρ}.

The normalised group linkage similarity score Si,j be-
tween two households, Hi

1 and Hj
2 , can be calculated using

the normalised weight of the matched individual record pairs
in these two households:

Si,j =

∑
(ra

i ,rb
j)∈M sim(ra

i , rb
j)

m1,i + m2,j − |M | . (1)

In this step, we used the domain knowledge that both
households and records should be one-to-one matches.
Therefore, when records from multiple households in the
second dataset are matched to a single record ra

i in the first
dataset after the pair-wise linking step, the decision on which
record should be the true match can be done by selecting
the record in a household in the second dataset that has the
highest household similarity with the household of ra

i . This
has made the group threshold θ in [13] not necessary.

Figure 5. Pair-wise linking results.

VII. EXPERIMENTAL RESULTS

In order to evaluate the effectiveness of the proposed
method, we performed group linking experiments on the
1851 and the 1861 UK historical census datasets. These two
datasets contain 17,033 and 20,429 records, respectively. As
mentioned previously, six attributes were used in our study,
which are SURNAME, FIRST NAME, SEX, AGE, AD-
DRESS, and OCCUPATION. Each of these attributes were
cleaned independently. After that, HIDs were identified.

We compared the automatically detected HIDs against
the manually labelled results provided by the third co-
author. Table II shows the differences between results on
all six historical census datasets. It can be observed that
the proposed method is very effective when combined with
domain knowledge, with more than 99% HIDs correctly
detected. This suggests that the proposed HID detection
method can be used to replace the manual labelling, which
can greatly reduce the manual data cleaning efforts done
by social scientists. In the following experiments, we used
the household detection results generated by the proposed
methods on the 1851 and 1861 census datasets.

Once the cleaned data is available, pair-wise linking is
conducted with records from the 1851 dataset compared with
records from the 1861 dataset. The linking step generated a
similarity score for each attribute of the record pairs, which
falls into the range of 0 and 1. The higher the score is, the
more similar two attributes values are. By adding all six
scores, a total score 0 ≤ sa,b ≤ 6 can be calculated for each
pair of records ra and rb, which is then used in Equation 1
for the group linking step.
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To separate record pairs into the matched and non-
matched categories, appropriate setting of the threshold
parameter ρ is important. It should be noted here that the
ground truth of the linking results is not available. Therefore,
the value of ρ cannot be calculated via supervised learning
methods. We solve this problem by analysing the linking
results with respect to the value of ρ. In Figure 5, we show
the number of records in the 1851 dataset with exactly one
matched record and with multiple matched records in the
1861 dataset, when different values for ρ have been set.

From Figure 5, two observations can be made. Firstly,
there is a substantial portion of records in the 1851 dataset
that are matched to more than one record in the 1861 dataset
when ρ is small. Even when ρ is set to 5, which is high
considering that only six attributes are used, there are still
245 records that match with multiple other records. This is
in conflict with the domain knowledge that one record in
one census dataset can only be matched with at most one
record in another census dataset. This suggests that a large
number of multiple matches are generated in the pair-wise
linking step. Therefore, further processing is required.

The second observation is on the influence of the threshold
ρ. Increasing ρ reduces the number of records with multiple
matches. However, we found that many true links had been
missed when ρ was set too high. For example, when ρ was
set to 5.5, only 698 pairs of matched records were found
and there are no multiple matches. By manually checking the
first 50 records in the 1851 dataset, we found there should be
8 matches in the 1861 dataset, but all of them were missed.
On the other hand, when ρ is too low, a lot of multiple or
even false matches are generated.

To solve this dilemma, we analysed the number of records
with exactly one match. The curve in Figure 5 rises first,
peaks at ρ = 4.3, then drops. This is due to the fact
that when ρ is small, many false matches are generated,
and thus many records in the 1851 dataset are matched to
more than one record in the 1861 dataset. With the increase
of ρ, this number drops, so that the curve rises. When ρ
becomes too large, many links are classified as non-matches,
which causes the curve to drop. The two curves in Figure 5
intercept at ρ−4.0. This crossover point implies a balanced
distribution for records with only one and with multiple
matched records. This suggests that 4.0 could be a good
candidate for the value of ρ for the group linking step.

With the pair-wise linking results at hand, the group
linking step is performed. This step does not reduce the
number of records with matches, rather, it aims at removing
as many multiple matches as possible. To do so, for each
record in the 1851 dataset, we only keep the match in the
1861 dataset whose household is most similar to the former
one. In Figure 6, we show the group linking results for
4 ≤ ρ ≤ 6. It can be seen that the number of records with
multiple links has been greatly reduced. When ρ > 5.1, no
multiple matches are found.
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Figure 6. Group linking results shown as the reduction in number of
multiple matches. Note that the vertical axis is in a logarithmic scale.
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Figure 7. Percentage improvement of multiple match reduction.

In Figure 7, we show the percentages of reduction of
record pairs with multiple matches. It can be observed that
the number of multiple matches is reduced by more than
81% for 4 ≤ ρ ≤ 5.1. This suggests that the group linking
step is very effective. It should be mentioned here that
there are still records with multiple matches even after the
group linking step for ρ ≤ 5.1. This is due to the fact
that group matching of several households generated the
same similarity scores. In this case, it is hard to tell which
household is the true match unless further analysis on the
household and family is conducted. At this stage, we assume
all household matches found are the true matches. We did
not set a threshold to eliminate possible false matches as was
done in [13]. The reason is that a family may change sub-
stantially between two censuses, for example, with children
getting married and moving out, which greatly reduces the
household match score. Therefore, a low household match
score does not necessarily imply that two household are not
matched.

VIII. CONCLUSION AND FUTURE WORK

In this paper, we have introduced an automatic clean-
ing and linking approach for historical census data. This
approach uses domain knowledge, particularly household
information, to guide the record cleaning and linking steps.
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The record linking is implemented in two steps. The first
step performs a pair-wise linking. Then a household linking
step is used to consolidate multiple match results. As far
as we know, this is the first attempt in using group linking
techniques for historical census data analysis. This approach
is general in nature, and can be applied to other group
linking applications, such as contemporary censuses and
bibliographic databases.

The experimental results show that the proposed approach
is very effective. We can accurately detect households, and
then use this information to greatly reduce the multiple
match results. The results also show that ambiguous match
results exist even after the group linking step. This is due to
the fact that sometimes two households have a very similar
structure and that families can change substantially over
time. To solve this problem, we will explore methods that
use more than two datasets to perform temporal linking. This
will allow forward and backward linking of households, and
iterative optimisation of linking results.
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[20] K. Schürer and M. Woollard, The national sample of the
1881 census of Great Britain. A user Guide and workbook.
Colchester, 2000.

[21] T. Packer, J. Lutes, A. Stewart, D. Embley, E. Ringger,
K. Seppi, and L. Jensen, “Extracting person names from
diverse and noisy OCR text,” in Proceedings of the fourth
workshop on Analytics for noisy unstructured text data, 2010,
pp. 19–26.

[22] P. Christen, “A survey of indexing techniques for scalable
record linkage and deduplication,” IEEE Transactions on
Knowledge and Data Engineering, 2011.

[23] ——, “A comparison of personal name matching: Techniques
and practical issues,” in Workshop on Mining Complex Data,
held at IEEE ICDM’06, 2006, pp. 290–294.

[24] W. W. Cohen, P. Ravikumar, and S. E. Fienberg, “A compar-
ison of string distance metrics for name-matching tasks,” in
Proceedings of IJCAI-03 Workshop on Information Integra-
tion, 2003, pp. 73–78.

420


